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Preface

In this book, we present a collection of papers around the topic of Agent-
Mediated Knowledge Management. Most of the papers are extended and im-
proved versions of work presented at the symposium on Agent-Mediated Knowl-
edge Management held during the AAAI Spring Symposia Series in March 2003
at Stanford University.

The aim of the Agent-Mediated Knowledge Management symposium was to
bring together researchers and practitioners of the fields of KM and agent tech-
nologies to discuss the benefits, possibilities and added-value of cross-fertilization.

Knowledge Management (KM) has been a predominant trend in busi-
ness in recent years. Not only is Knowledge Management an important field of
application for AI and related techniques, such as CBR technology for intelligent
lessons-learned systems, it also provides new challenges to the AI community,
like, for example, context-aware knowledge delivery. Scaling up research proto-
types to real-world solutions usually requires an application-driven integration of
several basic technologies, e.g., ontologies for knowledge sharing and reuse, col-
laboration support like CSCW systems, and personalized information services.
Typical characteristics to be dealt with in such an integration are:

– manifold, logically and physically dispersed actors and knowledge sources,
– different degrees of formalization of knowledge,
– different kinds of (Web-based) services and (legacy) systems,
– conflicts between local (individual) and global (group or organizational)

goals.

Agent approaches have already been successfully employed in KM for
many partial solutions within the overall picture: agent-based workflow, cooper-
ative information gathering, intelligent information integration, and personal in-
formation agents are established techniques in this area. In order to cope with the
inherent complexity of a more comprehensive solution, Agent-Mediated Knowl-
edge Management (AMKM) deals with collective aspects of the domain in an
attempt to cope with the conflict between the desired order and the actual be-
havior in dynamic environments. AMKM introduces a social layer that structures
the society of agents by defining specific roles and possible interactions between
them.

This workshop set the scene for the assessment of the challenges that Agent-
Mediated Knowledge Management faces as well as the opportunities it creates.
By focusing on agent-mediated interactions, specialists from different disciplines
were brought together in a lively and inquisitive environment that provided nice
interactions and debates. The main topics for the workshop were:

– collaboration and P2P support,
– agent-based community support,
– agent models for knowledge and organizations,
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– context and personalization,
– ontologies and the Semantic Web,
– agents and knowledge engineering.

Besides extended versions of workshop presentations, this volume includes
an introductory chapter, and papers originating from the invited talk and from
discussion sessions at the symposium. The result is that this volume contains
high-quality papers that really can be called representative of the field at this
moment.

This volume starts with an introduction to the Agent-Mediated Knowledge
Management topic. The paper provides an extended motivation and an overview
of research and current developments in the field. The remainder of the volume
has been arranged according to the topics listed above.

The first section contains four papers on collaboration and peer-to-peer sup-
port. The first paper in this section by Bonifacio et al. proposes a P2P archi-
tecture for distributed KM. Graesser et al. discuss the results of a study on the
benefits for KM from intelligent interfaces, namely animated conversional agents.
The third paper by Guizzardi et al. presents Help&Learn, an agent-based peer-
to-peer helpdesk system to support extra-class interactions among students and
teachers. The section ends with a paper by Ehrig et al. suggesting a concise
framework for evaluation of P2P-based Knowledge Management systems.

The second section contains three papers on agent-based community sup-
port. The first paper by Schulz et al. presents a conceptual framework for trust-
based agent-mediated knowledge exchange in mobile communities. Kayama and
Okamoto examine knowledge management and representation issues for the sup-
port of collaborative learning. The last paper in this section, by Moreale and
Watt, describes a mailing list tool, based on the concept of a mailing list assis-
tant.

The third section is devoted to agent models for knowledge and organizations.
Filipe discusses the coordination and representation of social structures based
on using the EDA agent model for normative agents, combined with the notion
of an information field. Lawless looks at the fundamental relations between the
generation of information and knowledge, with agent organizations, decision-
making, trust, cooperation, and competition. The third paper, by Furtado and
Machado, describes an AMKM system for knowledge discovery in databases.
Hui et al. report on experience using RDF to provide a rich content language for
use with FIPA agent toolkits. The paper by Magalhaes and Lucena, describing
a multiagent architecture for tool generation for document classification, closes
this section.

The fourth section, on context and personalization, starts with a paper by
Louçã who presents a multiagent model to support decision-making in organiza-
tions. Novak et al. introduce an agent-based approach to semantic exploration
and knowledge discovery in large information spaces. The paper by Evans et al.
looks at the use of agents to identify and filter relevant context information in in-
formation domains. The section ends with a paper by Blanzieri et al., presenting
the concept of implicit culture for personal agents in KM.



Preface VII

The fifth section contains four papers that focus on ontologies and the Seman-
tic Web. Cao and Gandon discuss the benefits of societies of agents in a corporate
semantic web. Krueger et al. look at ways to fully realize the potential of the
Semantic Web, by automatically upgrading information sources with semantic
markup. Hassan investigates interfaces to harness knowledge from heterogeneous
knowledge assets. Cassin et al. present an architecture for extracting structured
information from raw Web pages and describe techniques for extracting onto-
logical meaning from structured information. The paper by Toivonen and Helin
presents a DAML ontology for describing interaction protocols. The last paper
in this section, by Petrie et al., discusses the benefits of agent technology to the
development of Web services.

The last section of the book contains six papers related to agent and knowl-
edge engineering. The first paper, by Furtado et al., studies the relationship be-
tween agent technology, knowledge discovery in databases, and knowledge man-
agement. The paper by Molani et al. describes an approach to capture strategic
dependencies in organizational settings in order to support the elicitation of re-
quirements for KM systems. Bailin and Truszkowski discuss the role of perspec-
tive in conflicts in agent communities. The paper by Tacla and Barthès concerns
a multiagent system for knowledge management in R&D projects. Pease and Li
introduce a system for collaborative open ontology production. Finally, the pa-
per by Dodero et al. describes an agent-based architecture to support knowledge
production and sharing.

We want to conclude this preface by extending our thanks to the members
of the program committee of the AMKM workshop and to the additional re-
viewers who carefully read all submissions and provided extensive feedback on
all submissions. We also want to thank all authors who were not only willing
to submit their papers to our workshop and rework them for this book, but in
addition contributed by their lively participation in a spontaneously organized
peer review process.

September 2003 Ludger van Elst
Virginia Dignum
Andreas Abecker
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Abstract. In this paper, we outline the relation between Knowledge Manage-
ment (KM) as an application area on the one hand, and software agents as a basic
technology for supporting KM on the other. We start by presenting characteris-
tics of KM which account for some drawbacks of today’s – typically centralized
– technological approaches for KM. We argue that the basic features of agents
(social ability, autonomy, re- and proactiveness) can alleviate several of these
drawbacks. A classification schema for the description of agent-based KM sys-
tems is established, and a couple of example systems are depicted in terms of this
schema. The paper concludes with questions which we think research in Agent-
mediated Knowledge Management (AMKM) should deal with.

1 Agents and KM

Knowledge Management (KM) is defined as a systematic, holistic approach for sustain-
ably improving the handling of knowledge on all levels of an organization (individual,
group, organizational, and inter-organizational level) in order to support the organiza-
tion’s business goals, such as innovation, quality, cost effectiveness etc. (cp. [33]).

KM is primarily a management discipline combining methods from human re-
source management, strategic planning, change management, and organizational be-
havior. However, the role of information technology as an enabling factor is also widely
recognized, and – after a first phase where merely general purpose technology like In-
ternet/Intranets or e-mail1 were found to be useful for facilitating KM – a variety of
proposals exist showing how to support KM with specialized information systems (see,
e.g., [4]).

One class of such systems assumes that a huge amount of organizational knowledge
is explicitly formalized (or, “buried”) in documents, and therefore tries to “connect”
knowledge workers with useful information items. Typical systems in this category are
Organizational Memory Information Systems (OMs, cp. [1, 24]) which acquire and

1 Especially large companies often report that these technologies were the first ways to commu-
nicate and distribute knowledge across boundaries of hierarchies.

L. van Elst, V. Dignum, and A. Abecker (Eds.): AMKM 2003, LNAI 2926, pp. 1–30, 2003.
c© Springer-Verlag Berlin Heidelberg 2003
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structure explicit knowledge and aim at high–precision information delivery services
(“provide the right people with the right information at the right time”).

On the other hand, expert finder systems or community of practice support don’t
rely so much on explicitly represented knowledge, but rather bring people together,
for instance, to solve a given knowledge–intensive problem (see, for instance [7, 28]).
Although such systems also use some explicit knowledge, with respect to the actual
knowledge–intensive task, this is more meta than problem–solving knowledge.

Often, Information Technology (IT) research for KM focused on the comprehensive
use of an organization’s knowledge, thus aiming at the completeness of distribution of
relevant information. Technically, this is typically supported by centralized approaches:
Knowledge about people, knowledge about processes, and domain knowledge is repre-
sented and maintained as information in global repositories which serve as sources to
meet a knowledge worker’s (potentially complex) information needs. Such reposito-
ries may be structured by global ontologies and made accessible, e.g., through know-
ledge portals [75, 52]). Or they may be rather “flat” and accessed via shallow (i.e., not
knowledge–based) methods like statistics–based information retrieval or collaborative
filtering (this is the typical approach of today’s commercial KM tools).

In the following, we present some KM characteristics which – in our opinion –
account for serious drawbacks of such centralized IT approaches to KM, and which can
immediately be coined into requirements for a powerful KM system design:

R1 KM has to respect the distributed nature of knowledge in organizations: The di-
vision of labor in modern companies leads to a distribution of expertise, problem
solving capabilities, and responsibilities. While specialization is certainly a main
factor for the productivity of today’s companies, its consequence is that both gen-
eration and use of knowledge are not evenly spread within the organization. This
leads to high demands on KM:

– Departments, groups, and individual experts develop their particular views on
given subjects. These views are motivated and justified by the particularities of
the actual work, goals, and situation. Obtaining a single, globally agreed–upon
vocabulary (or ontologies) within a level of detail which is sufficient for all
participants, may incur high costs (e.g., for negotiation). A KM system should
therefore allow to balance between (a) global knowledge which might have or
might constitute a shared context, but may also be relatively expensive; and (b)
local expertise which might represent knowledge that is not easily shareable or
is not worth sharing.

– As global views cannot always be reached, a KM system has to be able to
handle context switches of knowledge assets, e.g., by providing explicit pro-
cedures for capturing the context during knowledge acquisition and for re-
contextualizing during knowledge support. An example for context capturing is
a lessons-learned system which is fed by debriefings after a project is finished
[43, 42]. Here, a typical question pair is: “What was the most crucial point of
the project’s success? What are the characteristics of projects where this point
may also occur?”

Altogether, we see that distributedness of knowledge in an organizational memory
is not a “bug”, but rather a “feature”, which is by far not only a matter of physical
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or technical location of some file. It has also manifold logical and content-oriented
aspects that in turn lead to derived aspects such as—in an ideal system—the need
to deal with matters of

– trust (Do I believe in my neighbor’s knowledge?),
– responsibility (Is my neighbor obliged to maintain his knowledge base because

I might use it? And am I obliged to point out errors that I find in his knowledge
base?),

– acknowledgement (Who gets the reward if I succeed with my neighbor’s know-
ledge?),

– contextuality of knowledge (Is my neighbor’s knowledge still valid and appli-
cable in my house and my family?),

– ... and many others.
R2 There is an inherent goal dichotomy between business processes and KM processes:

For companies as a whole as well as for the individual knowledge worker KM pro-
cesses do not directly serve the operational business goals, but are second order
processes2. Within an environment of bounded resources, knowledge workers will
always concentrate on their first order business processes. This means they opti-
mize their operational goals locally and only invest very little to fulfil strategic,
global KM goals.3 It is clear and pretty well accepted that having and using know-
ledge is important for optimally fulfilling first-order tasks, but the workload and
time pressure is nevertheless usually so high that the effort invested for preparing
this, time for knowledge conservation, evolution, organization, etc., is considered
a second-order process often neglected in practice. Even cumbersome activities for
knowledge search and reuse are often considered to be unacceptable. Therefore,
the KM processes should be embedded in the worker’s first-order processes, and
proactive tools should minimze the cognitive load for KM tasks.

R3 Knowledge work as well as KM in general, is “wicked problem solving” (cf. [15,
21, 22]): This means that a precise a-priori description of how to execute a task
or solve the problem doesn’t exist, and consequently, it cannot be said in advance
when knowledge should be captured, distributed, or used optimally. An optimal so-
lution for KM problems and the respective knowledge and information flows cannot
be prescribed entirely from start to finish, because goals may change or be adapted
with each step of working on a task. Therefore knowledge workers and KM sys-
tems must be flexible enough to adapt to additional insights and to proactively take
opportunities when they arise during work. Solving “wicked problems” is typically
a fundamental social process. A KM system should therefore support the neces-
sary complex interactions and underlying, relatively sophisticated processes like
planning, coordination and negotiation of knowledge activities.
A phenomenon closely related to this is that KM is very much about personal rela-
tionships. People want to be recognized as experts, and they are much more willing

2 There are a couple of exceptions to this, like R&D departments which have knowledge gen-
eration as first order goal. For a discussion of operational processes vs. knowledge processes,
see, for instance, [68, 78].

3 In other words, employees will mostly find a way to get their business done, even if processes
and tool support are bad, whereas KM tasks will simply be omitted. This has been our experi-
ence in KM systems building from our very first requirements gathering on [47].
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to share knowledge face-to-face in collaborative problem-solving and expert chats
than putting it anonymously into a central knowledge store. Hence flexible point-
to-point connections for powerful online communication and collaboration, as well
as individual solutions for knowledge storage, identification, and communication
must be allowed.

R4 KM has to deal with changing environments: In addition to the intrinsic problems
described above, KM systems typically reside in environments which are subject to
frequent changes, be it in the organizational structure, in business processes, or in
IT infrastructure. Centralized solutions are often ill–suited to deal with continuous
modifications in the enterprise, e.g., because the maintenance costs for detailed
models and ontologies simply get too high.
Furthermore, the implementation of KM systems often follows a more evolution-
ary approach where functionalities are not implemented “in one step” for a whole
company, but partial solutions are deployed to clearly separated sub-structures. In
order to obtain a comprehensive system, these elements then have to be integrated
under a common ceiling without disturbing their individual value.4

Keeping these requirements in mind, let’s have a look at scenarios which are con-
sidered to be rewarding tasks for agent-based software solutions. We quote a number
of characteristics from [60] (but similar arguments can be found in many books about
multi-agent systems) typically indicating that a scenario could be a good application
area for agent technology: agents are best suited to applications that are modular, de-
centralized, changeable, ill-structured, and complex.

Although the match between these five salient features and the KM requirements
R1 – R4 listed above is already obvious, we want to elaborate a bit more explicitly on
this match. Let us start with the weak definition of agents [83] (with the definitional
features autonomy, social ability, reactive behavior, and proactive behavior). Now we
will see why agent-based approaches are especially well–suited to support KM with
information technology:

In the first place, the notion of agents can be seen as a natural metaphor to model
KM environments which can be conceived as consisting of a number of interacting en-
tities (individuals, groups, IT, etc.) that constitute a potentially complex organizational
structure (see R1, but also R4). Reflecting this in an agent-based architecture may help
to maintain integrity of the existing organizational structure and the autonomy of its sub-
parts. Autonomy and social ability of the single agents are the basic means to achieve
this.

Reactivity and proactivity of agents help to cope with the flexibility needed to deal
with the “wicked” nature of KM tasks (see R3). The resulting complex interactions
with the related actors in the KM landscape and the environment can be supported and
modeled by the complex social skills with which agents can be endowed.

Proactiveness as well as autonomy help accomodating to the reality that knowledge
workers typically do not adopt KM goals with a high priority (see R2).

4 This requirement of connecting several smaller existing KM islands to create a bigger picture,
also fits very well with the frequently suggested KM introduction strategy of looking for “quick
wins” (cp. [81]).
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Regarding primarily the software-technology aspects of agents, they represent a way
of incorporating legacy systems into modern distributed information systems; wrap-
ping a legacy system with an agent will enable the legacy system to interact with other
systems much more easily. Furthermore, agent approaches allow for extensibility and
openness in situations when it is impossible to know at design time exactly which com-
ponents and uses the system will have. Both arguments reflect pretty well the technical
consequences of abstract requirements such as R4 and R3 (changing environments de-
mand continuous reconfiguration, the unpredictable nature of wicked-problem solving
require flexible approaches), R2 (competition between operational work and KM meta
work call for stepwise deployment and highly integrated KM solutions), or R1 (already
existing local solutions must be confederated).

There have been a number of more or less theoretical analyses of requirements and
ambitious approaches to agent-based solutions for KM (see, e.g., [56, 72]), as well
as experimental systems exploring the use of agents for investigating the one or other
aspect (such as weakly-structured workflow, ontology mediation, metadata for know-
ledge retrieval, or contextuality) of comprehensive agent-based KM frameworks (like
FRODO, CoMMA, Edamok [3, 31, 11, 36], some of them are included in this book).
We are well aware that nowadays we are far from reaching a state where we can over-
see all methodological, technological, and practical benefits and prospects, problems
and pitfalls, and challenges and achievements of Agent-Mediated Knowledge Manage-
ment. But we hope and we are pretty sure that this paper as well as this volume gives
a good idea of the AMKM landscape, opens up some new ways for interesting future
work and shows how far we have already come.

2 A Description Schema for Agent-Based KM Approaches

In research as well as in first generation “real-world applications” several agent–based
systems exist to support various aspects of Knowledge Management, from personal
information agents for knowledge retrieval to agent–based workflows for business pro-
cess–oriented KM. In order to be able to compare different agent approaches to KM,
we need to describe agent and multi–agent architectures in a way that abstracts from the
particularities of individual implementations, but still captures their relevant character-
istics. A couple of helpful classification schemas for single agents and multi–agents
systems have already been proposed (e.g., Franklin and Graesser’s taxonomy of agents
[35]), discriminating agents for example by their tasks (information filtering, interface
agents etc.), their abstract architecture (e.g., purely reactive vs. agents with state) or
concrete architecture (e.g., belief-desire-intention vs. layered) architectures (cf. [82]),
or other specific features (mobility, adaptivity, cooperativeness, etc.).

For instance, [61] presented an interesting top-level characterization of agent appli-
cations, basically distinguishing three kinds of domains:

1. Digital domains where the whole environment of the agents is constituted from
digital entities, as is the case, e.g., in telecommunications or static optimization
problems.

2. Social environments where software agents interact with human beings.
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3. Electromechanical environments where agents manipulate and experience the non-
human physical world via sensors and actuators, as is the case, e.g., in robotics,
factories, etc.

A further classification dimension can be added directly because besides the domain to
be handled by the agents we also have to consider the kinds of interfaces to be provided
by an agent-based application. Here we have the same options as above: we need so-
cial interfaces to integrate people, digital interfaces to interact with other agents, and
electromechanical interfaces to link to the physical world. In the case of KM applica-
tions we normally have to consider a (highly) social environment with both social and
(usually a number of different) digital interfaces.

For the purpose of this paper, we propose a description schema that is on the one
hand more specific than these classifications and on the other hand also captures the
whole life cycle of agent–oriented system development. To get an overview of agent
approaches for KM, we think that a categorization along three dimensions is especially
beneficial:

1. the stage in a system’s development process where agents are used (analysis, con-
ceptual design, or implementation);

2. the architecture / topology of the agent system; and
3. the KM functionality / application focused on.

We discuss these dimensions in the following three subsections.

2.1 System Development Level

Agent–oriented Software Engineering emphasizes the adequacy of the agent metaphor
for design and implementation of complex information systems with multiple distinct
and independent components. Agents also enable the aggregation of different function-
alities (such as planning, learning, coordination, etc.) in a conceptually embodied and
situated whole [51]; agents also provide ways to relate directly to these abstractions in
the design and development of large systems.

In Knowledge Management, not only are the IT systems highly complex and dis-
tributed, but also the organizational environment in which these systems are situated.
Especially in more comprehensive KM approaches, the complexity of the organization
has to be reflected in the IT architecture. Often, “real world entities” of the organization
have a relatively direct counterpart in the computer system, leading to a rather tight
coupling between the real and the virtual worlds. Therefore, an organizational analy-
sis is commonly an integral part of methodologies for the development of Knowledge
Management IT (see, e.g., the CommonKADS [74], or the DECOR [59] methods).
Originating in the realm of human collaboration, the notion of agents can be an epis-
temologically adequate abstraction to capture and model relevant people, roles, tasks,
and social interactions. These models can be valuable input for the requirements analy-
sis phase for the development of the KM system.

So, due to the fundamentally social nature of KM applications, the agent paradigm
can be — and actually has been — applied at different development levels, such as
analysis, modeling and design, and not just to represent technological components of



Towards Agent-Mediated Knowledge Management 7

Fig. 1. Notion of Agents at Different Stages in the Development Cycle of an Agent–
Based KM System

implemented systems. Figure 1gives an overview of the use of agents on different levels
in the system engineering cycle. Of course, on each level we can have different specific
agent theories (that is, how agents are conceptualized, what basic properties they have,
etc. [83]) and respective representation languages (which on the implementation level
may be operational programming languages) for defining concrete agents and their rela-
tions. Methodologies for agent–oriented software engineering like Tropos [40] and Gaia
[85] not only define these representation languages for different levels, they are also the
glue between them by providing mappings and processes for the transition from one
level to another. The hope is, of course, that on the basis of a high correspondence of
the primitives on each level these transitions will be smooth and less error–prone. Even
though such methodologies provide a powerful tool to design multi-agent systems, and
are currently widely used, they are not always suitable to deal with the complexity of
fully fledged KM environments, including openness and heterogeneity. In [27] overall
design requirements for KM environments were identified, which include the need to
separate the specification of the organizational structure for the internal architecture of
its component entities, and the need for explicit representation of normative issues. A
recent proposal for a methodology for agent societies that meets these requirements, is
presented in [25].

However, even when it seems likely that the entire development life cycle for KM
applications can benefit from the concept of agents, we are well aware that in concrete,
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real–life situations often pragmatic reasons5 may lead to the use of agents at just one
or two development levels. On the other hand, having to implement a KM system on
the basis of “conventional software” (like relational databases or client/server–based
groupware solutions) or on the basis of modern, strongly related technologies like peer-
to-peer networks or web services should not necessarily hinder an agent–oriented anal-
ysis and system design6.

2.2 Macro-level Structure of the Agent System

Agent theories, abstract agent architectures, and agent languages as defined in [83]
mainly take a micro–level view, i.e., they focus on the concept of one agent: What
properties does an agent have, how can these properties be realized in a computer
system, what are the appropriate programming languages for that? For Knowledge
Management—which typically employs a strong organizational perspective—the mac-
ro–level structure is also of special interest. How many agents do we have? What types
of agents? What is the topology with respect to the flow of information, or with respect
to the co-ordination of decisions? One possible dimension to characterize the macro–
level of an agent–based KM system is the degree of sociability as depicted in Figure 2:

(Heterogeneous)
Agent Societies
(Heterogeneous)
Agent Societies

Single AgentSingle Agent

•Personal
Inform ation
Agent

•Personal
Inform ation
Agent

•Agent-based
Distributed OM  Architecture
•Agent-based
Distributed OM  Architecture

•Agent-based
OM  Architecture
•Agent-based
OM  Architecture

•Cooperative
Retrieval
Agents

•Cooperative
Retrieval
Agents

Hom ogeneous M ASHom ogeneous M AS

Fig. 2. Degree of Sociability

– Single–agent architectures are at one end of the spectrum. Typical examples come
from the area of user interface or personal information agents which build a model
of a user’s interest and behavior, and exploit this knowledge to support him or her
by providing relevant information, e.g., from the Web. These agents can perceive
their environment and access some objects like web resources, but they normally
have no elaborated interaction (like collaboration or negotiation) with other agents
(except for the human user).

5 In [84], Wooldridge and Jennings nicely describe classes of pitfalls for the development of
agent–based systems, including the “overselling”, “being dogmatic”, and “agents as silver
bullet” pitfalls. Parunak [60, 61] also discusses the pragmatics of agent–based software devel-
opment in real–world settings.

6 Actually we observe that technologies like P2P and web services incorporate many aspects
of the notion of agents when encountering application domains that have characteristics like
those described in Section 1 for KM applications.
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– Homogeneous multi–agent architectures already have a higher degree of sociability.
Agents can co-operate with other agents in order to solve their tasks. Homogeneity
means that the system consists mainly of one type or class of agents. These agents
do not necessarily have to have exactly the same goals, but their tasks and capabil-
ities are comparable. Agent–based collaborative filtering is a typical example for
this class of MAS: All agents are seen as peers which can provide information on
what entities they use or like, and each agent can collect this information to provide
the user with valuable hints about interesting new information. Nevertheless, all
agents may have individual information collection and integration strategies.

– Heterogeneous multi–agent architectures contain multiple agent classes which may
have completely different purposes, knowledge and capabilities. Various informa-
tion integration architectures (e.g., Knowledge Rovers [44], MOMIS/MIKS [8])
are described as heterogeneous MAS: Specialists exist for wrapping information
sources, agents for integrating different description schemas, and for adequately
presenting information to the users. All these different agent types have to co-
operate and bring in their complementary expertise in order to accomplish the over-
all goal of the system.

A characterization of the macro–level structure of an agent–based KM system may,
in addition to the description of the number of agents and the system’s heterogeneity,
also include facets like

– co-ordination form: How are decisions and information flow coordinated? On the
basis of a market model? As a fully connected network? Or in a hierarchical man-
ner?

– open vs. closed system: Can new agents enter the system? If yes, does their agent
class (competencies, purpose, etc.) have to be known in advance? Or can new types
of agents be integrated easily (even at runtime)?

– implicit vs. explicit social structure: Do the agents have an explicit representation
of their role in the system which allows for a certain assurance of the system’s
global behavior? Do they even have a machinery for reasoning about their rights
and obligations? Are roles globally defined or negotiated? Or is the agent’s social
behavior only locally controlled and the system’s behavior completely emergent?

Electronic institutions are a typical example of a complex society architecture. Elec-
tronic institutions provide a computational analogue of human organizations in which
agents interact through roles that are defined as specified patterns of behavior [79].
Similarly, virtual organizations can potentially take advantage of the new electronic
environments through coalition formation among disparate partners to form aggregate
entities capable of offering new, different or better services than might otherwise be
available. To design such systems requires a theory of organization design, and know-
ledge of how organizations may change and evolve over time. Sociological organization
theory and social psychology are clearly important inputs to the design. Moreover, for
the design of open societies, political theory may be necessary. Open systems permit
the involvement of agents from diverse design teams, with diverse objectives, which
may all be unknown at the time of design of the system itself. How the system as a
whole makes decisions or agrees on joint goals will require the adoption of specific
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political philosophies, for example whether issues are subject to simple majority voting
or transferable preference voting, etc. (cp. [51]).

Of course, the above examples for different degrees of sociability — single–agent,
homgeneous/heterogeneous MAS — do not form a discrete, categorical discrimination.
On the contrary they are exemplary operating points on a continuous scale. Hetero-
geneous MAS, e.g., may have sub–societies that are homogeneous themselves. Or, a
system may be mainly homogeneous, but has one specialist agent for a certain task.
And even between several aspects of communication the structure of the system may
differ. So, the topology for making decisions may be a hierarchy, while information may
be spread based on a market or fully connected network model [29]. It is also clear that
there are dependencies between the three facets of system description. Not all possible
combinations fit equally well together, not all of them are equally useful. For instance,
if we have a highly structured agent society (like the electronic institutions outlined
above) we can normally profit from known social structures when designing effective
co-ordination, communication, and decision-making mechanisms, and do not have to
use such a general, but “expensive” mechanism as a fully connected network. On the
other hand, the more social structure is explicitly implemented into an agent society, the
more “closed” this society might be in the sense that entering it will probably be based
on a well-specified procedure, depending both on the current status of the society and
on the capabilities and goals of a new agent that wants to enter it. On the other hand,
if we have a relatively “democratic” way of co-ordination, like a market model, and a
completely implicit social structure, it might be pretty easy for such an agent society to
act as a pretty “open” system.

2.3 KM Application Area

The two classification dimensions for multi agent systems described in the previous
subsections are not directly related to applications in the KM domain. Up to now, we
looked at the level in system development where the notion of agents is used, and at
the macro–level structure of the agent system7. The third dimension for characteriz-
ing agent–based KM applications, described in this subsection, deals with the specific
knowledge management functionality of the system: What is the scope of the systems?
Which Knowledge Management processes or tasks are supported?
In this paper, we do not want to prescribe a detailed framework for this dimension, but
only want to gather and offer some possibilities and general directions.

Principally, all high–level Knowledge Management models can be seen as a starting
point to form the vocabulary for this dimension, and there are many such KM models.
We will start with the famous KM cycle by Probst et al. [64] which — in addition to
the management–oriented tasks of defining knowledge goals and assessing the organi-
zation’s knowledge — e.g., identifies six building blocks:

– Identification processes analyze what knowledge exists in an organization, what the
knowledge containers are, who the stakeholders are, etc.

7 Though it should be noted that the emphasis on the degree of sociability as an important di-
mension of characterization is strongly biased by our theoretical analysis of KM in Section 1.



Towards Agent-Mediated Knowledge Management 11

– Acquisition is the process of integrating external knowledge into an organization.
– Development processes generate new knowledge in the organization.
– Distribution processes connect knowledge containers with potential users.
– Preservation aims at the sustainability of knowledge, i.e., that is accessible and

understandable over a period time.
– Utilization means to operationalize available knowledge in order to solve actual

business tasks (better).

Originating in the management sciences, Probst et al.’s view has been widely adopted
and adapted in technology–oriented KM literature (e.g., [1, 76]). Likewise, the classical
model of Nonaka and Takeuchi [58]—which focuses on knowledge generation—can
be used to describe the KM application area of a system. These authors claim that
new knowledge is created by four types of transformation processes between implicit
/ internal knowledge (e.g., competencies, experiences, skills) and explicit / external
knowledge (e.g., facts, coded rules, formal business processes):

– With socialization, knowledge that is implicit to a person is transferred to another
person by sharing experiences. Apprenticeship learning, for example, makes heavy
use of socialization.

– Externalization is the process of making implicit knowledge explicit, e.g., by talk-
ing about it, writing it down informally or by formalizing it. Knowledge acquisition
techniques developed in expert system research mainly aim at externalization.

– Combination is the basis for generating new knowledge from external knowledge
by relating knowledge pieces with other knowledge pieces. Data mining and ma-
chine learning are technical approaches of this type of knowledge creation process.

– Internalization is the transformation of explicit knowledge into implicit knowledge
and thereby making it applicable.

From these classical models, several further distinctions have been developed in Know-
ledge Management research that can be utilized to describe the application area. For
example, systems can take a more process–oriented or a more product–oriented view
[47, 54]. The latter emphasizes the management of explicit knowledge contained in
”kowledge products” such as databases, documents, formal knowledge bases etc.; the
former focuses on human beings and their internal knowledge, i.e., the ”process of
knowing” and the ”process of knowledge exchange” between people. Typical systems
with a product–oriented view are document retrieval agents. Expert finder systems, on
the other hand, take a more process–oriented view. Furthermore, a KM system can sup-
port individuals and their tasks at hand, it can support teams and groups, or it may
take a more global, organizational perspective. The theoretical analysis of Knowledge
Management characteristics in Section 1 may be the source of further possible applica-
tion areas for information technology, e.g., facilitating trust, motivating users to share
knowledge, or establishing group awareness.

Concrete agent–based KM applications may deal with one or a few of these aspects,
or they may be more comprehensive frameworks that try to cover large parts of the KM
cycle. In the following section we will analyze existing agent-based KM applications,
illustrative for the different approaches.
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3 Exemplary Agent-Based KM Applications

In the previous section, we proposed three dimensions to describe agent–based Know-
ledge Management systems: i) the system development level (analysis, design, imple-
mentation), ii) the macro–level structure of the system (single agent, heterogeneous, or
homogeneous MAS), and iii) the KM application area (knowledge distribution, gener-
ation, use, etc.). In this section, we will present some examples of agent-based systems
developed to support and/or model Knowledge Management domains. We group these
systems by the second dimension (macro–level structure), because this also largely re-
flects and matches the historical evolution of research in this area. Since compiling a
complete overview of the systems in all three dimensions is well beyond the scope of
this paper, we briefly sketch some systems which we consider typical for the specific
approach. Our aim is to present current developments in Agent-Mediated Knowledge
Management, indicate their differences to conventional approaches, expose their bene-
fits, and suggest areas for further work.

3.1 Predominantly Single Agent Approaches

Most KM support systems that take a single agent approach are User Interface Agents or
Information Agents. A User Interface Agent embodies the metaphor of “a personal as-
sistant who is collaborating with the user in the same work environment” [53]. Though
this rather general definition would comprise agent support for all kinds of KM activ-
ities that a knowledge worker can perform (e.g., distribute knowledge, generate new
knowledge), virtually all systems in this class are information agents8. These agents
typically

– have access to a variety of information sources,
– handle a model of the user’s information needs and preferences, and
– try to provide relevant information to the user in an adequate way, either by filtering

incoming information from the sources or by actively retrieving it.

Prototypical systems in this category use e-mail in-boxes, news forums, dedicated KM
databases within the company, intranet documents, or internet search engines as infor-
mation sources.

A representative architecture for an intelligent information agent that assists the user
in accessing a (not agent–based) Organizational Memory, in this case the OntoBroker
system, is described in [77, 73]. The agent relies on an explicit model of the business
process the user is engaged with and uses this knowledge of the work context to de-
termine when information support may be appropriate and what information may be
useful in that context.

Two variants of the system are available, a reactive and a proactive one. In the re-
active case, the user triggers the agent by selecting a specific (pre–modelled) query
in a specific application context. The agent then tries to retrieve relevant knowledge
from the Organizational Memory and passes it on directly to the respective application

8 For an overview of personal information agents, also for other tasks like expert finding and
information visualization see [49].
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that triggered the information need and thereby to the user. The reactive agent must
have complete knowledge about the process context and about the information needs.
The proactive agent, on the other hand, relaxes these two requirements, i.e., the appli-
cation context and the relevant queries may be only partially defined when the agent
becomes active. Instead, the agent has a proactive inferencing mechanism which em-
ploys heuristics to retrieve relevant information based on uncomplete context and query
specifications. In order to cope with the potentially huge number of possible results and
related problems (e.g. storage, processing time) from inferencing with underspecified
context, the proactive agent is equipped with a mechanism for bounded resource con-
sumption. For their actual knowledge retrieval step, OntoBroker agents, both reactive
and proactive, exploit the ontology-based structure of the Organizational Memory .

However, many personal information agents are designed for an environment where
such an ontological structure of the information sources cannot be assumed, e.g., the
World Wide Web. In this case, agents often rely on standard information retrieval tech-
niques for searching. Rhodes and Maes [70] present three just-in-time information re-
trieval (JITIR) agents: The Remembrance Agent continually presents a list of documents
that are related to a document that is currently being written or read in the Emacs editor,
Margin Notes uses documents loaded in a Web Browser as context, and Jimminy uses
the physical environment (location, people in the room, etc.) to determine what infor-
mation may be relevant. All three agents use the same back–end system Savant [69] for
the actual information retrieval step.

Nevertheless, the primary contributions of research in personal information agents
are not so much the various core retrieval techniques (from statistics–based similari-
ties of text documents up to ontology–based access to formalized knowledge items),
but the development of adequate sensors and effectors for personal information agents.
Sensors define the way the agents can assess the context of their services, i.e., when
to perform a service proactively and what the user’s actual information need is. Here,
a wide range of approaches are covered in literature, from the pre–modelled business
processes described above, to observing knowledge workers in their usage of standard
office applications like text processors, web browsers or mailing tools (cf. Watson [17]
or Letizia [48]).
The effectors of user interface agents, on the other hand, determine the way informa-
tion can be presented to the user. The JITIR agent Margin Notes [70], for example,
automatically rewrites Web pages as they are loaded, and places links to personal infor-
mation items in a dedicated area of the page. Watson presents suggestions in a dedicated
window, and in KnowMore [2], information from the Organizational Memory can be
directly handed over to specific fields in a form–based application.

We now discuss the characteristics of personal assistants along the other two char-
acterization dimensions for AMKM applications described in section 2. Concerning the
level of system development, personal assistant approaches are mostly deployed at the
modelling level. The most relevant aspect used from the agent metaphor is that an agent
acts on behalf of a user who has specific goals and interests. Regarding the implemen-
tation level, personal assistants are currently mostly implemented using conventional
programming techniques, i.e., without using a more general “agent development kit for
personal information agents”. A well–known exception is Letizia, developed at MIT
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[48]. With respect to the KM application area, personal assistants, as user–directed ap-
proaches, are mainly related to the dissemination of knowledge to be used by knowledge
workers, in a just–in–time, just–enough fashion. Applications such as OntoBroker take
a product–oriented view on knowledge, as they emphasize the management of explicit
knowledge sources.

To sum up, we can say that many of the presented ideas are already well-developed
in the technological sense, and some of them have even found their way into commer-
cial software products of advanced vendors. In those applications, the agent term is
often not used in the narrower technical sense, but merely as a communication or as
a design metaphor, but not built upon dedicated agent software platforms. There is a
clear, but indirect, link between the functionalities achieved by such systems and our
KM software requirements R1 – R4 defined above. Usually one can see that the soft-
ware functionalities provided here are useful, because they address issues caused by
our items R1 – R4 (e.g., in frequently changing environments, push services achieved
by personal information agents are much more important than in stable environments,
since an agent can continuously monitor whether some relevant change has happened).
Altogether, though the software functionalities are stable to some extent and appar-
ently useful, the logical next step for research and application has seldom been done,
namely a rigorous assessment of usability and usefulness issues. There are a few spe-
cific experiments about evaluation of Personal Information Agents and the influence of
process-aware, proactive information delivery, respectively (see [16, 18, 32, 70]), but
in our opinion there is still a need for broad and long-term experiments about usability
issues, user acceptance, and influence on working behavior and working efficiency /
effectiveness by KM tools.

3.2 Homogeneous Multi-agent Approaches

As described in Section 2.2, homogeneous multi–agent systems are formed by several
agents belonging mainly to a common “agent class”, i.e., on an abstract level they have
comparable competencies and goals (albeit they might act on behalf of different users)9.
Pure homogeneous multi–agent systems are rarely found in literature. Typically, facili-
tation functions (e.g., matchmaking and management of collaboration) are encapsulated
as (centralized) service agents, different from the other agents, which might be homo-
geneous. Examples of such “weakly homogeneous” systems, mostly specialized on one
KM task, are presented later in this section.

An obvious extension to the personal information agents described in the previous
section is to see each user not only as an information consumer, but also as a provider.
In this case, besides retrieval and presentation support, the personal agent should assist
the user in serving as a source of information. A very simple example for such agents
are the clients for peer-to-peer file sharing support like Kazaa, ED2K, or – in the do-
main of learning resources – Edutella [57]. These agents have specialized interfaces for
expressing queries, passing them on to other agents and displaying the results. But they

9 This definition identifies homogeneous multi–agent systems as close conceptual relatives of
peer-to-peer (P2P) systems, even though their implementational basis can be quite different
(cf. Section 2.1).
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are also able to receive queries and process them by answering with result documents
or by passing a query to other agents. Such interaction between different personal as-
sistants can be considered as a multi–agent system. In the following, more elaborate
approaches are also described.

MARS, an adaptive social network for information access described and evaluated
in [86] has a purely homogeneous structure that is based on the idea described in the
previous paragraph. Each agent basically has two competencies: i) to deliver some do-
main information with respect to a query, and ii) to refer to other agents that may fulfill a
specific information need. Additionally, the agents learn assessments of the other agents
in the network with respect to the two aspects. This means they assess the other agents’
expertise (ability to produce correct domain answers) as well as their ability to produce
accurate referrals.

DIAMS [20] is a system of distributed, collaborative information agents that help
users access, collect, organize and exchange information on the World Wide Web. DI-
AMS aims at encouraging collaboration among users. Personal agents provide their
owners with dynamic views on well–organized information collections, as well as with
user–friendly information management utilities. These agents work closely together
with each other and with other types of information agents such as matchmakers and
knowledge experts to facilitate collaboration and communication. In order to promote
easy information sharing and exchange, an object–based structure is used for the infor-
mation repositories. DIAMS furthermore uses a flexible hierarchical presentation of in-
formation integrated with indexed query functionalities to ensure effective information
access. Automatic indexing methods are employed to support translation between user
queries and communication between agents. Collaboration between users is aided by
the easy sharing of information and is facilitated by automated information exchange.
Connections between users with similar interests can be established with the help of
matchmaker agents.

The focus of the research described in [62] is to add context–awareness to per-
sonal information agents that are (homogeneous) peers in a larger society of agents.
The so-called CAPIAs (Context–Aware Personal Information Agents) have a model of
their social and potential process context (e.g., the user’s schedule) as well as of their
physical context (time and location). In the COMRIS Conference Center system the
CAPIAs are employed for context–sensitive presentation of relevant information, e.g.,
whether “interesting” conference attendees or events (sessions, exhibition booths) are
to be found nearby.

Homogeneous multi–agent approaches in Knowledge Management seem to be a
good way for leveraging single–agent approaches by taking advantage of the know-
ledge of other users in the organization. In the GroupLens project these leveraging ef-
fects are systematically investigated [41]. However, such systems are often not designed
as agent systems. Due to their focus on one KM task (e.g., recommendation of one spe-
cific type of information objects) and a relatively controlled environment, centralized
implementations are common. For example Let’s Browse [50], the successor of the per-
sonal information agent Letizia [48], does not model its collaborative web browsing as
a cooperation between independent agents, but as one central agent that comprises the
profiles of several users. An interesting but open question is to what extent multi–agent
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modelling has an “added value” (e.g., wrt. user trust, privacy concerns, willingness to
disclose information, ...) compared to a “functionally” (e.g., with respect to the quality
of the recommendations) equivalent monolithic system.

As with the single agent approaches presented above, homogeneous multi–agent
systems applications to KM are mainly seen at the modelling level of development. On
the other hand, in relation to the KM dimension, multi–agent approaches are mostly
directed to the modelling of collaboration and interaction between users and systems,
that is, with socialization issues. While most systems still lean considerably towards a
product–oriented view of knowledge, these systems take a more process–oriented view
on the management of knowledge than single agent approaches do, and can support
teams and groups, as well as individual users. Homogeneous multi–agent approaches
mostly provide a multiplication of a single–agent, and as such may not be able to sup-
port enough depth needed at the analysis and design level for comprehensive KM.
Complex KM domains often require the combination of global and individual perspec-
tives, and activities to follow desired structures, while enabling autonomous decisions
on how to accomplish results. In order to cope with these requirements, heterogeneous
approaches may be more appropriate, such as those described in the next subsection.

3.3 Heterogeneous Multi-agent and Society-Oriented Approaches

Heterogeneous multi–agent systems not only consist of a potentially high number of
agents, but these agents also belong to different classes. This means the agents have
diverse competencies and types of goals. The heterogeneity can be due to the large
number of “real–world” entities of the organization that are reflected in the system, or
due to a purely functional decomposition from a software engineering point of view.
Also, the more Knowledge Management functions a systems covers, the more hetero-
geneous the system will be. The systems we present in this section comprise both types
of heterogeneity. Some of them only have a limited scope in terms of KM functionality
(e.g., storing and retrieving knowledge objects), but encapsulate various service func-
tions in separate specialized agents. Others are meant to be more comprehensive KM
backbones and therefore employ agents for more diverse aspects like process support,
retrieval support, and personalization. The society–oriented approaches we sketch at the
end of this section demonstrate a potential way to cope with this heterogeneity and the
complexity of such systems.

The design of many agent–based Knowledge Management systems emerges from
the “standard” three–tier enterprise information architectures that are often the basis for
business applications (e.g., [55, 34, 45] and others):

– The data layer manages repositories with knowledge objects such as documents,
e-mail, etc.

– The application layer realizes the business logic of the system.
– The presentation layer organizes the interaction of the system with its users.

KAoS [14, 19], a generic agent architecture for aerospace applications, is quite an
early agent–based system for the management of technical information contained in
documents, that is based on such a layer model. Aiming mainly at flexible information
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delivery from heterogeneous information sources in a distributed environment, KAoS
employs agents on all three layers. In addition, a layer with generic service agents pro-
vides the middleware functionality of an agent platform (whitepage and matchmaking
services for agents, proxies for connections to other agent domains, agent context man-
agement). The data services wrap the information sources by encapsulating indexing,
search and retrieval functions, but also monitor them to allow for proactive information
push. The prototype system Gaudi uses the KAoS platform for situation–specific, adap-
tive information delivery in the context of training and customer support in the airplane
industry [13]. Recent versions of KAoS also incorporate social aspects in agent com-
munities [34]. However, the relevance of this approach for Knowledge Management
applications has not yet been discussed.

Fig. 3. Three-layer KM Architecture [45] (reprinted with kind permission)

The focus of KM systems based on a layer architecture like the one presented above
is mostly the reuse of information contained in the information sources. Consequently,
the knowledge flow is mainly from the data layer to the presentation layer. The concep-
tual model for Knowledge Management that Kerschberg presents with his Knowledge
Rover architecture [44] does not have this principal restriction. He broadens the pre-
sentation layer to a Knowledge Presentation and Creation Layer, which also comprises
discussion groups and other types of potential knowledge creating services [45] (cf. Fig-
ure 3). Hence, knowledge flow from the presentation to the data layer is also taken into
account. Consequently, the application layer comprehensively embraces all basic KM
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processes — acquisition, refinement, storage/retrieval, distribution, and presentation of
knowledge (cf. Section 2.3).

For a knowledge reuse–oriented view, the integration of information from various
sources (cf. [80]) is essential. One project that deals explicitly with the fusion of know-
ledge from multiple, distributed and heterogeneous sources is KRAFT [63]. KRAFT
has an agent–based architecture, in which all knowledge processing components are
realized as software agents. The architecture uses constraints as a common knowledge
interchange format, expressed in terms of a common ontology. Knowledge held in local
sources can be translated into the common constraint language, fused with knowledge
from other sources, and is then used to solve a specific problem, or to deliver some
information to a user. The generic framework of the architecture can be reused across a
wide range of knowledge domains and has been used in a network data services appli-
cation as well as in prototype systems for advising students on university transfers, and
for advising health care practitioners on drug therapies. The implementation of KRAFT
is based on the FIPA standard with RDF as a content language.

Sharing knowledge between people can take place directly, e.g., in face–to–face col-
laborations or with synchronous media like video conferencing, or indirectly, e.g., via
information objects that are exchanged. Even hybrid approaches are possible, for ex-
ample by analyzing the use of information objects and establishing direct links between
people using the same objects. This direction was investigated in the Campiello project
[46]. Campiello aims at using innovative information and communication technology
to develop new links between local communities and visitors of historical cities of art
and culture. The objectives of the project are to connect local inhabitants of historical
places better, to make them active participants in the construction of cultural informa-
tion and to support new and improved connections with cultural managers and tourists.
The system includes a recommender module, a search module, and a shared data space.
In order to facilitate the integration, tailoring and extensibility of these components,
an agent model was chosen for the services in Campiello. The architecture supports
interaction between distributed, heterogeneous agents and is built on top of the Voy-
ager platform10 which was extended towards an agent platform by adding directory and
broker services, administration tools and agent classes.

In an organizational environment, one of the main context aspects is the business
process a knowledge worker is involved in. Business process–oriented Knowledge Man-
agement (BPOKM, cf. [5]) considers these processes i) as knowledge objects them-
selves, ii) as knowledge creation context, iii) as trigger, when some knowledge objects
may be relevant, and iv) as context what knowledge may be relevant. The EULE system
[67] shows an integration of business process modeling and knowledge management.
The system takes a micro–level view on business processes by modeling and support-
ing “office tasks” of a single worker by just–in–time information delivery, but does not
coordinate complete workflows performed by groups of people. While EULE is not
an explicitly agent–based system, in the FRODO framework for Distributed Organiza-
tional Memories [3] workflows themselves are first–order citizens in an agent–society
for KM in distributed environments. An Organizational Memory in FRODO can be seen
as a meta-information system with tight integration into enterprise business processes,

10 http://www.recursionsw.com/products/voyager/voyager.asp
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which relies on appropriate formal models and ontologies as a basis for common under-
standing and automatic processing capabilities [1]. Figure 4 shows FRODO’s four layer
architecture for each Organizational Memory (OM): i) The application layer manages
the process context in form of weakly–structured workflows [32]. ii) The source layer
contains information sources with various levels of formalization (process models, text
documents, etc.). iii) The knowledge description layer provides uniform access to the
sources by means of ontologies. iv) By utilizing these descriptions, the knowledge ac-
cess layer connects the application with the source layer. Agents in a FRODO OM
reside on all four layers:

– Workflow–related agents (task agents, workflow model manager, ...) are on the ap-
plication layer and control the execution of business processes.

– Personal User Agents are also on the application layer and provide the interface to
the individual knowledge worker.

– On the knowledge access layer, Info Agents and Context Providers realize retrieval
and other information processing services to support the task and user agents.

– The knowledge descriptions are handled by Domain Ontology Agents. Dedicated
Distributed Domain Ontology Agents serve as bridges between several OMs.

– Wrapper Agents and Document Analysis and Understanding Agents enable access
to the sources and informal–formal transitions of information, and are thus located
in the knowledge object layer or at the intersection between knowledge objects and
knowledge descriptions, respectively.

In order to cope with the heterogeneity and complexity, as well as to constrain the
overall behavior of the system, agents in FRODO are organized in societies. Therefore, a
FRODO agent is not only described by its knowledge, goals and competencies, but also
by its rights and obligations. The description of ontology societies in [30] exemplifies
FRODO’s concept of socially–enabled agents for KM. The implementation is based on
the FIPA–compliant agent platform JADE11.

FRODO’s approach towards Distributed Organizational Memories is strongly driven
by the general considerations of KM presented in Section 1. The overall goal is to find
a balance between the organizational KM needs and the individual needs of know-
ledge workers. This is reflected in the way domain ontologies are handled in the dis-
tributed environment. Coming from a comparable analysis of KM characteristics [11],
the Edamok project12 also aims at enabling autonomous and distributed management
of knowledge. Edamok completely abandons centralized approaches, resulting in the
peer–to–peer architecture KEx [10]. Each peer in KEx has the competence to create
and organize the knowledge that is local to an individual or a group. Social structures
between these peers are established that allow for knowledge exchange between them.
In addition to the semantic coordination techniques that are required for this approach,
the Edamok project also investigates contextual reasoning, natural language processing
techniques and methodological aspects of distributed KM.

An approach which is closely related to FRODO and Edamok has been developed
in the CoMMA project [9]. The CoMMA architecture also employs societies of agents
for personalized information delivery [38]:
11 http://sharon.cselt.it/projects/jade/
12 http://edamok.itc.it/
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Fig. 4. FRODO Architecture for a Single Organizational Memory

– Agents in the ontology dedicated sub–society are concerned with the management
of the ontological aspects of the information retrieval activity.

– The annotation dedicated sub–society is in charge of storing and searching doc-
ument annotations in a local repository and also of distributed query solving and
annotation allocation.

– The connection dedicated sub–society provides white page and yellow page ser-
vices to the agents.

– The user dedicated sub–society manages user profiles as well as the interface to the
knowledge worker.

The sub–societies in CoMMA can be organized hierarchically or peer–to–peer [39]. The
position of an agent in a society is defined by its role [37]. The system was implemented
on top of the JADE agent platform, and special attention was paid to the use of XML
and RDF for representing document annotations and queries.

As already stated above, business processes play an important role for providing
context of knowledge generation and reuse. The utilization of the process context ranges
from rather static access structures to knowledge objects (e.g., as a browsing hierarchy
in a portal, or as an annotation that can be exploited by a search agent) to workflow–like
agent–supported execution and the triggering of proactive information delivery.
An interesting system that uses a concrete, domain–specific process model for its in-
formation support is K-InCA [71, 6]. In K-InCA, agents are used to guide, monitor
and stimulate managers towards the understanding of KM concepts and the adoption
of KM practices in organizational contexts, so that the system behaves as a personal
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KM coach for its users. The underlying process model of a K-InCA agent describes
how changes are adopted by individuals and thereby new knowledge is incorporated
into a person’s spectrum of working habits. K-InCA agents can be seen as experts on
organizational behavior and change management, assisting users in the transition from
their current working habits to new habits that integrate some new behavior (e.g. KM
practices, entrepreneurial attitude, etc.). The system allows for different modes of inter-
action (practice and coaching), aiming at bringing the user to adopt a desired behavior.
In order to achieve this goal, agents react to the current user activity on the basis of
information stored in a domain model and a user model, as well as through interaction
with other agents.

With respect to the question of where in the development cycle the notion of agents
is used (cf. Section 2.1), most of the systems presented up to now take a kind of middle–
out approach: All of them have an agent–based description of the system’s components.
This description is partly motivated by a functional decomposition from an IT point of
view and partly a result of reflecting real–world entities (users, groups, etc.) in the sys-
tem. Some of these architectures are then implemented using “conventional” software
technology (e.g., most user interface agents), others build upon dedicated platforms for
agent systems (e.g., based on the FIPA13 specifications). Only a few of the described
systems complement their architectures with an agent–based Knowledge Management
methodology for guiding the development of such a system in an organizational context
(e.g., Edamok, stemming from the general MAS methodology Tropos and developing
it towards KM).

role
agent actual interaction (contract)

structural interaction
Legend:

Organizational model Social model Interaction model

role
agent actual interaction (contract)

structural interaction
Legend:

role
agent actual interaction (contract)

structural interaction
Legend:

Organizational model Social model Interaction model

Fig. 5. Relations between the Different Models in OperA

13 http://www.fipa.org/
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A recent proposal for a design methodology specifically tailored to agent societies is
OperA [25]. This methodology is based on a three–tiered framework for agent societies
that distinguishes between the specification of the intended organizational structure and
the individual desires and behavior of the participating agents:

1. The organizational structure of the society, as intended by the organizational stake-
holders, is described in the Organizational Model (OM).

2. The agent population of an OM is specified in the Social Model (SM) in terms
of social contracts that make explicit the commitments which are regulating the
enactment of roles by individual agents.

3. Finally, given an agent population for a society, the Interaction Model (IM) de-
scribes possible interaction between agents.

After all models have been specified, the characteristics and requirements of the so-
ciety can be incorporated in the implemented software agents themselves. Agents will
thus contain enough information and capability to interact with others according to the
society specification. Figure 5 depicts the relation between the different models. The
OperA methodology supports the specification of an Organizational Model by analyz-
ing a given domain and determining the type and structure of the agent society that best
models that domain is described in [29]. The methodology provides generic facilitation
and interaction frameworks for agent societies that implement the functionality derived
from the co–ordination model applicable to the problem domain. Standard society types
such as market, hierarchy and network, can be used as starting points for development
and can be extended where needed and determine the basic norms and facilitation roles
necessary for the society. These coordination models describe the different types of
roles that can be identified in the society and issues such as communication forms, de-
sired social order and co-operation possibilities between partners. The OperA method-
ology and framework have been applied to the design of Knowledge Market, an agent
society to support peer–to–peer knowledge sharing in a Community of Practice; this
has been designed in such a way that it preserves and recognizes individual ownership
of knowledge and enables the specification and monitoring of reciprocity agreements
[26].

3.4 Description of Example Systems: Concluding Remarks

In Section 2, we presented a framework for the description of agent–based Knowledge
Management systems with the main dimensions system development level, macro–level
structure, and KM application area. The analysis of several KM systems in Sections
3.1–3.3 shows that this space is not fully covered by the research approaches and pro-
totypes presented (see also Table 1). Two factors may contribute to this fact:

1. Though at first glance, only the last dimension — the application area — seems to
be KM specific, the dimensions are not really independent. If for example, know-
ledge use and internalization by specialized presentation techniques is the focus
of research, an “agentification” of all knowledge sources may well be technologi-
cal overkill. Or, the other way around, comprehensive KM frameworks may require
more powerful agent architectures to cope with the complexity of various KM tasks.
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Macro–level
Structure

Single–agent System Homogeneous MAS Heterogeneous MAS

Example
application

OntoBroker [77],
Jimminy [70], Remem-
brance Agent [70],
MarginNotes [70],
Watson [17], Letizia
[48], Lets Browse [50]

MARS [86], DIAMS
[20], GroupLens [41],
CAPIA [62]

KAoS [34], Knowledge
Rover [45], KRAFT
[63], Campiello [46],
FRODO [3], CoMMA
[38], KEx [10], K-
InCA [71], OperA
[25]

System–
development
Level

Organizational analysis
(seldom)

Design (acting on be-
half of –metaphor)

Design (restricted no-
tion of agents)

Design (more com-
prehensive notion of
agents: belief-desire-
intention architectures,
speech acts)

Implemented mostly
with conventional
techniques

Implemented on top
of middleware for
distributed systems
(Web, Peer–to–Peer)

Implementation with
dedicated agent plat-
forms and/or Semantic
Web technology

KM Applica-
tion Area

Distribution and utiliza-
tion of knowledge

Distribution, utilization
and preservation of
knowledge

Often KM frameworks

Adequate presentation
to ease internalization

Presentation for inter-
nalization, connecting
people for socialization

Aiming at covering
large areas of the
knowledge cycle

Mostly “knowledge as
product”

Product and (rudimen-
tal) process view

Product and/or process
view

Table 1. Typical Operation Points within the Design Space of Agent–based KM Sys-
tems

2. Sparsely populated areas in the design space spanned by the description framework
just may not yet be investigated by current research.

While the first case covers operating points that simply make no sense for agent–based
Knowledge Management, the second may lead towards new research aspects. We think
that some papers in this book are well suited for stimulating thoughts in new directions.
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4 Summary and Outlook

The goal of this paper was twofold, i) to clarify the relationship between typical charac-
teristics of Knowledge Management environments and core features of software agents
as a basic technology to support KM, and ii) to provide a framework for the analysis
and description of agent–based KM systems.

In Section 1 we emphasized four main characteristics of Knowledge Management
which in our opinion fundamentally account for the suitability of agent–based systems
for supporting KM:

– The distributed nature of knowledge may — from a technical point of view —
raise special challenges, but for an organization and its individuals it is the only
way to cope with the complexity of knowledge and should therefore be seen as
an imperative and not as a nuisance. Agents are a natural form to represent that
knowledge is created and used by various actors with diverse objectives. Socially–
enabled agents can also help to tackle derived questions like accountability, trust,
etc.

– The inherent goal dichotomy between business processes and KM processes leads
to the fact that knowledge workers typically do not adopt KM goals with a high pri-
ority. Proactive agents may be able to stand in for (or at least remind the knowledge
worker) when KM tasks fall behind.

– Knowledge work as well as KM in general is “wicked problem solving” without a
fixed a-priori description of goals and solution paths. Reactive and proactive behav-
ior of agents help to reach the necessary degree of flexibility. Social skills of agents
can facilitate the management of the complexity of interactions that are typical for
wicked problem solving.

– The continuously changing environments are not entirely an intrinsic KM charac-
teristic, but nevertheless any IT support for KM has to deal with this given factor.
Agent approaches allow for extensibility and openness in situations where it is im-
possible to know at design time exactly which components and uses the system will
have.

In Section 2 we developed a framework for the description of agent–based KM
systems with the main dimensions

– system development level (analysis, design, implementation),
– macro–level structure (single agent, heterogeneous, or homogeneous MAS), and
– KM application area (knowledge distribution, generation, use, etc.).

The synopsis of exemplary agent–based KM systems in Section 3 with respect to these
dimensions showed how the design space is covered by today’s research approaches,
prototypes and systems. Though most applications are not entirely agent–based from
organizational analysis to system implementation, the potential of agent technology in
all phases was demonstrated. On the other hand it is a fact that the vast majority of
KM applications nowadays is not explicitly agent–based. Thus, there is still much work
to be done in order to fathom the capability of agent technology for KM information
systems.
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As the development of a comprehensive “Agents–in–KM Roadmap” is well beyond
the scope of this paper, we just briefly sketch a couple of directions that may be inter-
esting for future research:

1. Socio–technical: How can the teamwork of human knowledge workers and artificial
agents (that might act “on behalf of” people) be balanced? Questions from human–
computer interaction arise here, but also questions of trust, responsibility, etc.

2. Agent technology and KM functionality: What agent models and architectures are
needed for what kind of KM application? Should concepts of trust, responsibility,
rights, obligations be integrated in the models? How can the flexibility of reactivity
and proactivity be better exploited for KM tasks? Which new functionalities can
agent–based systems offer to KM?

3. Methodological and engineering aspects: Which functionalities can be provided
as a kind of “KM middleware” or as modules for building KM applications? How
should agent–orientation of design and implementation be reflected in an “agent–
based KM methodology” in order to facilitate transitions between different phases
in the development cycle?

4. Evaluation of agent–based KM: How well does the integration of (non agent–
based) legacy systems into agent environments work in real–world applications
(case studies)? How easily can new agent–based components really be integrated
into an existing system? Which evaluation paradigms can be used to make different
KM applications more comparable (agent–based vs. agent–based, but also agent–
based vs. “traditional”)?

At the moment it is hard to argue (and indeed not aimed at in this paper) that agent–
based systems can do things that could not also be done using conventional technology,
especially when only the implementation level is considered. However, we believe that
agent technology helps building KM systems faster and more flexibly. We think that
the results presented in this paper and in the other contributions in this book have the
potential to strengthen the hope that an agent–oriented view (regardless of the imple-
mentation technology) leads to a more human–centered, more agile, and more scalable
KM support.
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Abstract. Distributed Knowledge Management is an approach to
knowledge management based on the principle that the multiplicity (and
heterogeneity) of perspectives within complex organizations should not
be viewed as an obstacle to knowledge exploitation, but rather as an
opportunity that can foster innovation and creativity. Despite a wide
agreement on this principle, most current KM systems are based on the
idea that all perspectival aspects of knowledge (including the process of
its creation) should be eliminated in favor of an objective and general
representation in a sort of corporate knowledge base. In this paper we
criticize this approach, and propose a peer-to-peer architecture (called
KEx), which implements a distributed approach to Knowledge Managa-
ment in a quite straightforward way: (i) each peer (called a K-peer) pro-
vides all the services needed to create and organize “local” knowledge
from an individual’s or a group’s perspective, and (ii) social structures
and protocols of meaning negotiation are introduced to achieve semantic
coordination among autonomous peers (e.g., when searching documents
from other K-peers). A first version of the system, called KEx, is imple-
mented as a knowledge exchange level on top of JXTA.

1 Introduction

Distributed Knowledge Management (DKM), as described in [10], is an approach
to knowledge management (KM) based on the principle that the multiplicity
(and heterogeneity) of perspectives within complex organizations should not be
viewed as an obstacle to knowledge exploitation, but rather as an opportunity
that can foster innovation and creativity.

The fact that different individuals and communities may have very differ-
ent perspectives, and that these perspectives affect their representation of the
world (and therefore of their work) is widely discussed – and generally accepted
– in theoretical research on the nature of knowledge. Knowledge representation
in artificial intelligence and cognitive science have produced many theoretical
and experimental evidences of the fact that what people know is not a mere
collection of facts, as any “fact” always presupposes some (typically implicit) in-
terpretation schema, which provide an essential element of sense-making (see, for
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example, the notions of context [25,20,2], mental space [19], partitioned repre-
sentation [15]); studies on the social construction of knowledge stress the social
nature of interpretation schemas, viewed as the outcome of a special kind of
“agreement” within a community of knowing (see, for example, the notions of
scientific paradigm [23], frame [22]), thought world [17], perspective [5]).

Despite this large convergence, it can be observed that the high level architec-
ture of most current KM systems in fact does not reflect this vision of knowledge
(see [9,10,7] for a detailed discussion of this claim). The fact is that most KM
systems embody the assumption that, to share and exploit knowledge, it is nec-
essary to implement a process of “knowledge extraction and refinement”, whose
aim is to eliminate all subjective and contextual aspects of knowledge, and create
an objective and general representation that can then be reused by other people
in a variety of situations. Very often, this process is finalized to build a central
knowledge base, where knowledge can be accessed via a knowledge portal. In our
opinion, this centralized approach – and its underlying objectivist epistemology
– is one of the reasons why so often KM systems are deserted by users.

In this paper we describe a peer-to-peer (P2P) architecture, called KEx,
which is coherent with the vision of DKM. Indeed, P2P systems seem partic-
ularly suitable to implement a DKM system. In KEx, each community is rep-
resented by a knowledge peer (K–peer), and a DKM system is implemented in
a quite straightforward way: (i) each K–peer provides all the services needed
by a knowledge node to create and organize its own local knowledge, and (ii)
social structures and protocols of meaning negotiation are introduced to achieve
semantic coordination (e.g., when searching documents from other peers). A
first version of KEx has been implemented on top of JXTA, a P2P open source
project started in 2001 and supported by Sun (see http://www.jxta.org/).

The paper goes as follows: first, we briefly discuss the centralized vs. dis-
tributed paradigm in KM; second, we describe the main features of KEx, a peer-
to-peer system for knowledge discovery and exchange, and argue why it provides
a suitable system for distributed KM; then we describe the implementation of
KEx; finally, we draw some conclusions and future work.

2 Social and Technological Architectures for KM

The starting point of our analysis is the wide agreement – in the organizational
and sociological literature – on the fact that the creation, codification, and shar-
ing of knowledge within complex organizations is a process that can be described
along two qualitatively different dimensions:

– on the one hand, knowledge is developed within communities, namely groups
of people that share a common perspective (e.g., because they have a com-
mon goal, a common education, a common culture). This process, called per-
spective taking in [5], corresponds to the incremental development of knowl-
edge within a community, an idea closely related to the notion of normal
science within a paradigm proposed by the philosopher T. Kuhn with re-
spect to the development of scientific theories [23];
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– on the other hand, knowledge is developed as a consequence of the interaction
between different communities. This process, called perspective taking in [5],
corresponds to a discontinuity in a community’s development (in science,
Kuhn would call it a scientific revolution). It is not as common (and is
definitely harder) of the first one, as it requires the ability of “mapping” the
point of view of another community into another community’s perspective,
an operation that presupposes the cognitive ability of “transcending” a local
perspective and making explicit the assumptions that, within a community,
all take for granted.

An important assumption underlying our work, which we share with the
structurationist approach [27] in organization sciences, is that technology and
organization are tightly interrelated dimensions, which need to be reciprocally
coherent. The more an organizational process involves high level human activi-
ties, the stronger the interdependence between technological and organizational
dimensions is. In particular, since each approach to cognition makes specific as-
sumption on the role of communication, a technology that strongly structures
social communication implies a particular model on how cognition occurs [6].

From this point of view, we suggest that the main problem of most current
KM systems is that they do not support the two social (“pre–technological”)
knowledge processes described above, but rather tend to impose a process of a
very different nature, namely a process whereby people:

– generate knowledge through peripheral socialization in communities of prac-
tices [33,14]: through work practice, employees generate implicit knowledge
in terms of working solutions that can be fruitfully made explicit and thus
reusable;

– contribute with their knowledge through a codification process: knowledge
is categorized and validated by experts according to a corporate language;

– retrieve knowledge using a unified access to the organizational memory:
through the use of manuals, procedures, routines, or the access to formal
training, people have access to corporate knowledge.

Technological architectures are then designed in accordance with this view
of organizational cognition. The result is a semantically centralized KM archi-
tectures which aims at:

– creating and enabling communication within formal and informal groups and
communities (e.g., through “virtual communities” and groupware applica-
tions, which allow individuals to interact and produce their “raw” peripheral
knowledge);

– collecting “raw” peripheral knowledge through participation. Workers can
contribute to create and feed knowledge using automatic document manage-
ment tools, clustering, text mining, and information retrieval applications to
explicit and collect knowledge;

– categorizing and storing knowledge in databases and repositories according
to a common and shared system of meaning, this way distilling knowledge
that is useful for the entire organization;
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– designing a corporate system of meanings in the form of a common language,
an ontology, a knowledge map, a categorization, or a classification system
that is necessary to codify knowledge according to a shared interpretative
schema;

– creating an Enterprise Knowledge Portal (EKP) that provides a unique,
standard access point to corporate knowledge for the members of different
organizational units. Typically, people access the KB through various forms
of personalization tools (e.g., individual or group profiles, views, chats, and
so on).

Through the analysis of a paradigmatic case study (a worldwide consulting
firm), [9] shows that centralized KM systems are often deserted by end-users;
indeed, as Bowker and Star argue in [13], any approach which disregards the
plurality of interpretative schemas is perceived either as irrelevant (there is no
deep understanding of the adopted and centralized schema), or as oppressive
(there is no agreement on the unique schema, which is therefore rejected).

Recently, different groups of researcher are starting to realize that we need
technological architectures that are more coherent with the social model of or-
ganizational cognition. In [9,8], a distributed approach is proposed, in which
organizational cognition is viewed as a distributed process that balances the
autonomous knowledge management of individual and groups, and the coordi-
nation needed to exchange knowledge across different autonomous entities; from
this perspective, technology is viewed as a way enabling distributed control, dif-
ferentiation, customization, and redundancy. In such a vision, technology should
mainly support the autonomous creation and organization of knowledge locally
produced by individuals and groups and, on the other hand, support coordi-
nation processes among autonomous entities, in order to exchange and share
knowledge. In particular this means:

– giving each community the possibility to represent and organize knowledge
according to its goals and interpretative perspective. The building blocks of
the system are the so-called knowledge nodes [7] (KNs), namely the organi-
zational units - either formal (e.g. divisions, market sectors) or informal (e.g.
interest groups, communities of practices, communities of knowing) - which
exhibit some degree of semantic autonomy3;

– providing tools to support the exchange of knowledge across different KNs
without assuming shared meanings, but rather enabling the dynamic transla-
tion of different meanings. The KNs are thus materialized by local technolo-
gies that represent a semantically autonomous expression of local knowledge
owned by an individual or a group;

– setting mechanisms and protocols to enable the emergent and bottom-up for-
mation of informal communities and communication practices (such as find-
ing or addressing people to trusted individuals/communities). Here a DKM

3 Semantic autonomy means the ability to develop autonomous interpretative schemas
(perspectives on the world) to interpret, organize, and store useful information.
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system supports the formation of groups and knowledge discovery/propaga-
tion through social cooperation.

In the following section we show how this architecture has been implemented
in a P2P system, which provides a peer-mediated support to a distributed ap-
proach to designing KM systems. In the conclusions, we will make some remarks
on the relation between P2P and agent–mediated knowledge management, and
why we went for the first.

3 KEx: A P2P Architecture for DKM

KEx is a P2P system which allows each KN (be it an individual or a community)
to build its own knowledge space within a network of autonomous K–peers, to
make knowledge in this space available to other K–peers, and to search relevant
knowledge in the knowledge space of other K–peers. We stress the fact that
a K–peer may contain not only a structured collection of documents, but also
relational knowledge, such as references to experts in some domain, links to other
K–peers, to external resources, and so on.

In the following sections, we describe the high-level architecture of KEx, and
explain the role that each element plays in a DKM perspective.

3.1 K–peers

K–peers are the building blocks of KEx. From an organizational perspective, each
K–peer represents a Knowledge Node [7], namely the reification of an organiza-
tional unit – either formal (e.g. divisions, market sectors) or informal (e.g. inter-
est groups, communities of practices, communities of knowing) – which exhibits
some degree of semantic autonomy, namely the ability to develop autonomous
interpretative schemas (perspectives on the world) to interpret, organize, and
store useful information.

In KEx, each K–peer can play two main roles: provider and seeker. A K–
peer acts as a provider when it “publishes” in the system a body of knowledge,
together with an explicit semantic view on it (called a context, in the sense
defined in [11]); a K–peer acts as a seeker when it searches for information that
matches some part of its context.

Each K–peer has the structure shown in Figure 1. Below we illustrate the
main modules.

Document Repository The Document Repository is the place where the data
of a knowledge node are stored. In general, it can be viewed as a private space in
which document and other data are organized according to some local semantic
schema (e.g., a directory structure, or a database schema) and managed by
some local application (e.g., a DBMS, a HTTP server, a file system, a document
management system).
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Fig. 1. KEx main components

Context Repository A context is an explicit semantic schema over a body of
local knowledge. More that one context can be used to classify local knowledge.
The contexts in use in a K–peer are stored in a context repository. We observe
that local knowledge definitely includes documents from the document reposi-
tory, but it may also include links to other resources and mappings to contexts
stored in the context repository of other KNs.

To make contexts usable in KEx, we use a web-oriented syntax for them,
called CTXML [11]. CTXML provides an XML–Schema specification of a con-
text; currently, contexts are concept hierarchies, whose nodes are labelled with
words and phrases from natural language, arcs are Is-A, Part-Of or generic re-
lations between nodes.

From an organizational point of view, a context is the manifestation of a KN’s
semantic autonomy. Even though a context can be a newly defined schema, in
typical situations a context is a “translation” in CTXML of the local application
schemas. For example, a context can be the representation of a user’s file system
(where directory names are used as concept names and the sub–directory struc-
ture is used as the structure of the concept hierarchy); or a context can be the
representation in CTXML of the taxonomy of a document management system
(where the taxonomy is used as a structure, and relations are Is-A relations).

From the standpoint of DKM, contexts are relevant in two distinct senses:

– on the one hand, they have an important role within each KN, as they provide
a dynamic and incremental explicitation of its semantic perspective. Once
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contexts are reified, they become cognitive artifacts that contribute to the
process of perspective making [5], namely the consolidation of a shared view
in a KN, continuously subject to revision and internal negotiation among its
members;

– on the other hand, contexts offer a simple and direct way for a KN to make
public its perspective(s) on the information that it can provide. There-
fore, as we will see, contexts are an essential tool for semantic coordina-
tion/negotiation among different KNs.

Context Management Module. The context management module allows
a users to create, manipulate, and use contexts. This module has two main
components:

– Context editor: the context editor provides users with a simple interface to
create and edit contexts, and to associate documents and other information
with respect to a context. This happens by allowing users to create links
from a resource (identified by a URI) to a node in a context. Examples
of resources are: documents in local directories, the address of a database
access services, addresses of other K–peers that provide information that a
KN wants to explicitly classify in its own context.

– Context Normalization and Enrichment: this module provides two im-
portant services for achieving semantic coordination among K–peers. The
first, called normalization, uses NL techniques (e.g., deleting stop words, to-
kenizing, tagging part-of-speech, etc.) on user defined contexts; the second,
called enrichment, provides an interface with an external linguistic resource
(in the current version of the system we use WordNet) or with an ontology
to add semantic information to concept labels (for example, that in a given
context “apple” means a fruit and not a computer brand). Both steps are
described in detail in [24].

This notion of enrichment is not equivalent to introduce a shared (universal)
semantics in KEx. Indeed, the intuition is that the meaning of a concept label
in a context has two components:

– the first is the linguistic component, which means that the words or phrases
used as concept labels have a standard meaning (or, better, a set of meanings)
in a “dictionary”. This helps, for example, to distinguish between “apple”
as a fruit and “apple” as a tree;

– the second is a sort of pragmatic component, which is given by its position
in a context (e.g., in a concept hierarchy in CTXML). This helps in under-
standing what the user means on a particular occasion with a word (e.g.,
“apple” in a path like “computer/software/apple” is different from “apple”
in a path like “computer/hardware/printers/apple”, even though “apple”
has the same dictionary meaning’).

The first component is public, namely is shared among those who speak a
given language. The second is highly contextual, and cannot be computed a pri-
ori, namely independently from the context in which it appears. In this sense,
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contexts are not to be thought of as an alternative to the use of ontologies in
a KM system, but as a necessary integration4. Indeed, a typical context does
not provide semantic information on the terms used in a concept hierarchy nor
on their relations, but only on how these terms are combined to create more
complex concepts in a classification schema. Consider again the path “com-
puter/hardware/printers/apple”. Even if we can decide that “apple” is used in
the sense of a computer brand, this path does not provide a definition of what a
computer brand is, whereas this definition could be found in a general ontology.
However, it is clear that understanding what is the concept associated to such a
path requires to use a lot of ontological knowledge about computers, hardware,
printers, and their relation in the domain of computers (e.g., that printers are a
kind of hardware, that there are different printer makers, that Apple is one of
them, and so on). Indeed, in the context matching algorithm we developed for
coordinating K–peers (see below), both ontological and contextual information
are used to find relations over concepts in different contexts.

It is also important to notice that different linguistic resources or ontologies
can be used to enrich a context. So far, we’ve been using WordNet, but there’s
no reason why other resources can’t be used to replace WordNet. From the
standpoint of KM, this is an interesting feature, as we can imagine that different
communities may decide to adopt a different linguistic resource or ontologies to
enrich their contexts, namely those which better suit their needs. This fact has
a significant impact on the mechanisms for sharing knowledge across K–peers,
as we will discuss later in this paper.

4 Roles of K–peers in KEx

Each K–peer can act as a provider, as a seeker, or can play simultaneously
both roles. The main components of the two roles are described in Figure 1; the
interaction between seekers and providers is described in Figure 2. The following
sections explain in details the components needed for implementing the two roles,
and their interaction.

4.1 Seeker

The seeker module of KEx allows users to search and retrieve useful knowledge
from other K–peers. The main module of the seeker component is the query
maker. A query is built as follows:

– the user opens a context from the context repository;
– the user browses the context until a concept (i.e., a node in the context) is

found which describes the topic of interest for that query;
– the user clicks on that concept, this way telling the system that she is inter-

ested in finding documents about that concept;

4 See [12] for a preliminary investigation of how this integration can be done.
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– the system extracts a focus, namely the portion of the selected context which
contains relevant information about the selected concept (in the current
version of the query maker, the focus is the entire path from the concept to
the root of the concept hierarchy, (see [24] for a formal definition of focus);

– if needed, the user can add one or more keywords to the query.

When the user submits the query, the seeker activates a session that is associ-
ated to that query and is in charge of resolving it (step 1 in Figure 2). The query
is propagated to the P2P system (see below for details). The active session can
receive asynchronously several incoming replies from those providers that have
been selected/suggested by other peers, and collects results that are composed
by the aggregation of all those that have been received; each result is made up
of a list of document descriptors (name of the document, short description, and
so on) and the indication of the part of the providers context that has been used
in order to interpret the meaning of the query and provide a resolution. Finally
the seeker allows the user to access the K–Peer downloading service; if the user
finds in the result set one or more interesting documents, she can contact the
providing K-Peer to download it.

4.2 Provider

The provider contains the functionalities needed to accept and resolve a query,
and to identify the results that must be returned to the seeker. When a K–peer
receives a query (keywords and focus), it instantiates a provider, configured to
use a set of contexts and some documents (a particular directory), and to resolve
the query.

The main modules needed for the provider role are the following:

– Query Solver: the query solver takes a contextual query as an input and
returns a list of results to be sent back to the seeker. A contextual query is
resolved:
• by the Semantic Query Solver, if a focus is associated to the query

itself;
• by the Lexical Query Solver, if a list of keywords is associated to the

query.
If the query contains both a focus and a list of keywords, then both solvers
are invoked and the result set is the intersection of the two result sets.

– Query propagation: this module is in charge of propagating a query to
other K–peers (see K–services below for the two modes of propagation al-
lowed in KEx).

The Semantic Query Solver invokes a context matching algorithm, namely an
algorithm that finds relations between concepts belonging to different contexts.
The details of the algorithm are described in [30]. Here we only say that the
algorithm is based on two main ideas:

– that the information provided in a context presupposes a lot of implicit
knowledge, which can be extracted automatically from an external resource
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(in our case, WordNet). In the current version of the algorithm, the result
of this extraction, combined with the explicit information of the context,
is represented as a logical formula associated to each node in the concept
hierarchy of a context;

– that the problem of discovering what the relationship is between concepts of
different contexts can be codified as a problem of propositional satisfiability
of a set of formulae, namely the formulae associated to the concepts to be
matched plus a set of “axioms” obtained by extracting relevant facts from
the external resource.
Given two concepts in two different contexts, the current version of the al-

gorithm we implemented returns one of the following relations as its output: (i)
the two concepts are equivalent, (ii) the first is more general than the second,
(iii) the first is less general than the second, (iv) the two concepts are disjoint. In
KEx, if one of the first three relations holds, then the URIs of the resources as-
sociated to the concept on the provider side are returned to the seeker, together
with the focus of the concept in the provider’s context. This is important, as
users on the seeker side may have the opportunity to learn how users on the
provider side classify a document in their context.

It is important to observe that the semantic match is performed on the
provider side. This means that the result reflects the provider’s interpretation
of the seeker’s query. This explains why we can match contexts normalized and
enriched with different linguistic resources or ontologies. The intuition is that,
in this case, the provider will normalize and enrich the query’s focus using its
own resource, this way assigning to it a meaning from the perspective of its
users. Of course, the seeker’s users can disagree with the resulting match (if
any). However, this is not dissimilar from what happens among human agents,
as it may happen that an hearer’s answer is completely incompatible with the
speaker’s intended meaning for the question.

The interaction between seeker and provider is depicted in Figure 2. The
seeker sends a query to a provider (step 1). When a provider receives a query,
it starts a query resolution session and selects relevant documents (step 2). The
provider sends back to the seeker the result set (step 3). A provider can propagate
a query to other providers that, from its perspective, are “experts” about the
query’s topic (step 4). Each provider to which the query is propagated activates
a query resolution session, and sends the results to the seeker.

4.3 K–services

KEx provides a collection of knowledge related services that have an important
role in supporting knowledge exchange in a network of autonomous K–peers.
The more important among them are described in the following sections.

K–federations. KEx provides a federation management service. A K–federation
is a group of K-Peers that agree to behave like a unique entity when other K–
peers perform a search. In other words, each K–federation is a “social” aggre-
gation of K–peers that display some synergy in terms of content (e.g., as they
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Fig. 2. The KEx system: interaction between Seeker and Provider roles

provide topic-related content or decided to use the same linguistic resource to
create a common “vocabulary”, thus providing more homogeneous and specific
answers), quality (certify content) or access policies (certify members). In this
sense, the addition of federations to KEx is not trivial, as they embody a first
(simple) form of semantic-driven aggregation.

To become a member of a K–federation, a K-Peer must provide a K–federation
Service (quite similar to that required by the Provider role) that implements the
required federation protocol (reply to queries sent to the K–federation) and ob-
serves the federation membership policy. Each K–peer can be member of more
than one K–federation.

Currently, we do not make any assumption on how K–federations are formed
(see, for example, [29,16] for two different methods of automatic and dynamic
formation of communities). However, we anticipate two principal methods of
constitution:

Top–down: a group of K–peers decide to create a federation for organizational,
commercial, or strategic reasons. Depending on the type of agreement, a new
K–federation can be created and membership policies can be defined;

Bottom-up: there are tools that observe the interactions among K–peers and
detects the emergence of synergies among K-peers. In a corporation, this
may suggest the existence of a new (informal) community, and lead to the
creation of a K–federation to support it.

From a technological point of view, a K–federation becomes a new possible
target for a seeker’s queries. And indeed, as we can see from Figure 1, the
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federation module uses the provider module, the main addition being that queries
are forwarded to all members of the federation. Currently, the result of sending
a query to a K–federation is the very similar to the result of sending the query
directly to each member of the federation. Two are the main differences: on the
one hand, each K–peer can select which of its contexts and documents can be
used to answer a query that comes from each federation to which it belongs; on
the other hand, K-peers that reply to a query notify seekers that they replied as
members of that K–federation.

In the future, we plan to implement smarter policies for handling queries
within K–federations, like a query pre-processing or a selection of the members
to which the query should be forwarded.

Discovery. Discovery is a mechanism that allows users to discover resources
in the P2P network. Users need to discover K–peers or K–federations available
in the network as potential targets of a query. Each K–peer may advertise the
existence of a resource by publishing an XML document (advertisement). In
KEx, two type resources are currently advertised:

– K–peers that have a provider service to solve queries. The main elements
of the advertisement are: a description of the peers contexts, and an address
to contact the K–peer in order to send it a query or retrieve documents;

– K–federations, namely groups of peers that have a federation service to
solve queries. The main elements of the advertisement are: the federation
domain description, contact information, membership policy.

To discover resources in a P2P network, K–peers can send a discovery request
to an already known K–peer, or send a multi-cast request on the network, and
receive responses (list of advertisements) that describe the available services
and resources. It is possible to specify search criteria (such as a keyword or
textual expression) that are then matched against the contents provided by the
advertisement related to each K–peer or K–federation description.

Query Propagation. When a provider receives a query, it can decide to for-
ward it to another Provider that is considered “expert” about the query’s topic.
To decide to which peers the query is to be forwarded, a peer has two possibili-
ties:

– physical “neighborhood”: the query will be sent to peers known through the
discovery functionality. This way, providers that are not directly reachable
by the Seeker, or have just joined the system, can advertise their presence
and contribute to the resolution of queries;

– semantic “neighborhood”: if the provider computes some matching between
a query and a concept in its own context, the system will look for addresses
of other K–peers that are linked to that concept. If some are found, then
the query is propagated to them, based on the assumption that K–peers
classified under a concept may possess relevant information about it.
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Obviously, there are several parameters and mechanism controlling the scope
of the search and prevent a message “flooding”: setting a time to live (TTL),
limiting the number of hops, storing in the query the name of peers that already
received the query, and so on.

Learning. When the matching algorithm finds a semantic correspondence be-
tween concepts of different contexts, the Provider can store this information for
future reuse. This information is represented as a semantic “mapping” between
concepts (see [11]), and can be used in three ways:

– when the K–peer receives a query from a seeker, it can reuse the correspond-
ing stored mapping to avoid running the matching algorithm;

– a provider can use the existing mapping to forward the query to other peers
that present a semantic relation with the topic of the query (see semantic
propagation above);

– the seeker can search into the mapping relations in order to suggest the user
a set of providers with which it had past interactions and are classified as
qualified with respect to the meaning of the concept selected in a query.

Using this mechanisms, the K–Peer network will define and increase the
number and quality of the semantic relations among its members, so that it
becomes a dynamic web of knowledge links.

5 Development Framework

KEx is built on top of JXTA, a set of open, generalized peer-to-peer protocols
that allow devices to communicate and collaborate through a connecting net-
work. This P2P framework provides also a set of protocols and functionality
as a decentralized discovery system, an asynchronous point-to-point messaging
system, and a group membership protocol. A peer is a software component that
runs some or all the JXTA protocols; every peer has to agree upon a common
set of rules to publish, share and access “resources” (like services, data or ap-
plications), and communicate among each others. Thus, a JXTA peer is used to
support higher level processes (based, for example, on organizational consider-
ations) that are built on top of the basic peer-to-peer network infrastructure;
they may include the enhancement of basic JXTA protocols (e.g. discovery)
as well as user-written applications. JXTA tackles these requirements with a
number of mechanisms and protocols: for instance the publishing and discov-
ery mechanisms, together with a message-based communication infrastructure
(called “pipe”) and peer monitoring services, supports decentralization and dy-
namism. Security is supported by a membership service (which authenticates
any peer applying to a peer group) and an access protocol (for authorization
control). The flexibility of this framework allows to design distributed systems
that cover all the requirements of a DKM application, using the JXTA P2P ca-
pabilities, completed and enhanced through the implementation of user-defined
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services. As shows in the previous sections, in the Kex system we combine the
P2P paradigm (characterizing a KN network as a network of distributed peers)
and JXTA as an implementation infrastructure in a coherent vision with the
DKM paradigm.

These features of a peer-to-peer system seem to match the spirit and the
main non-functional aspects of a KN in a DKM application, and suggest a P2P
systems as a natural architectural solution (see [3] for a discussion of this idea).
In particular:

– autonomy is guaranteed by the fact that each KN can be seen as a peer which
owns local knowledge, stored and organized through local technologies and
applications;

– coordination is guaranteed by enabling peers to collaborate with each other,
using a set of dynamic and heterogeneous services that peers provides to
each other, in order to support both communication features (as the discov-
ery functionality) and semantic services (e.g. exchange information without
imposing a common interpretation schema, but through a meaning negoti-
ation service that automatically maps concepts among different systems of
meanings).

6 Conclusions and Research Issues

In this paper, we argued that technological architectures, when dealing with pro-
cesses in which human communication is strongly involved, must be consistent
with the social architecture of the process itself. In particular, in the domain
of KM, technology must implement a principle of distribution that is intrinsic
to the nature of organizational cognition. This distributed approach is becom-
ing more generally accepted, and other groups are working in the direction of
building distributed organizational memories (see e.g. [18,32]).

Here we also suggest that P2P infrastructures are especially suitable for dis-
tributed KM applications, as they naturally implement the principles of auton-
omy and distribution. it is interesting to observe that also other research areas
are moving toward P2P architectures. In particular, we can mention the work
on P2P approaches to the semantic web [1,31], to databases [21], to web services
[28]. We believe this is a general trend, and that in the near future P2P in-
frastructure will become more and more interesting for all areas where we can’t
assume a centralized control.

A number of research issues need to be addressed to map aspects of dis-
tributed cognition into technological requirements. Here we propose two of them:

– social discovery and propagation: in order to find knowledge, people
need to discover who is reachable and available to answer a request. On
the one hand, broadcasting messages generates communication overflow, on
the other hand talking just to physically available neighbors reduces the
potential of a distributed network. A third option could be for a seeker
to ask his neighbors who they trust on a topic and, among them, who is
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currently available. Here the question is about social mechanisms through
which people find – based on trust and recommendation – other people to
involve in a conversation. A similar approach could be used in order to
support the propagation of information requests;

– building communities: if we consider communities as networks of people
that, to some extent, tend to share a common perspective [5], mechanisms are
needed to support the bottom-up emergence of semantic similarities across
interacting KNs. Through this process, people can discover and form virtual
communities, and within organizations, managers might monitor the evolv-
ing trajectories of informal cognitive networks. Then, such networks, can be
viewed as potential neighborhoods to support social discovery and propaga-
tion. To this end, not only techniques based on the explicitation of semantic
schemas can be used (e.g., contexts in KEx), but also techniques based on
the observation of what users do; a possible extension in this direction in
under development using the notion of implicit culture described in [4].

A final remark concerns the relation between agent–based and P2P platforms
for distributed KM. We believe that P2P infrastructures are a very straightfor-
ward way of mapping social architectures onto technological architectures, this
way guaranteeing the coherence between the two structures. From a conceptual
point of view, peers are much simpler than agents, and do not allow to exploit
the potential of reasoning tools, coordination and collaboration, planning, that
agents can provide. However, we need to be very careful in introducing soft-
ware which can have a significant impact on the way people work and manage
their own and corporate knowledge. In other words, we need conceptual tools
for designing agent-based applications which are coherent with the social archi-
tecture. An interesting attempt to provide such a methodology can be found
in [26], where intentional modeling techniques are used to analyze organizations
as sets of actors that cooperate (or compete) to achieve their goals. This analysis
is applied in particular to applications of distributed KM.
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Abstract. Distributed knowledge management systems (DKMS) have been sug-
gested to meet the requirements of today’s knowledge management. Peer-to-peer
systems offer technical foundations for such distributed systems. To estimate
the value of P2P-based knowledge management evaluation criteria that measure
the performance of such DKMS are required. We suggest a concise framework
for evaluation of such systems within different usage scenarios. Our approach
is based on standard measures from the information retrieval and the databases
community. These measures serve as input to a general evaluation function which
is used to measure the efficiency of P2P-based KM systems. We describe test sce-
narios as well as the simulation software and data sets that can be used for that
purpose.

1 Introduction

Many enterprizes have spent large amounts of money to implement centralized knowl-
edge management systems to keep in business in today’s knowledge-based economy,
often with little success. Among others [1] suggest a distributed approach to knowledge
management which better fits organizations and their employees.

Participants can maintain individual views of the world, while easily sharing knowl-
edge in ways such that administration efforts are low. The distributed environment is
implemented by a peer-to-peer network (which is basically equivalent to a system of
distributed agents) without any centralized servers. P2P systems have been used for
collaborative working or file sharing, but knowledge sharing applications herein mostly
relied on keyword search and very basic structures. Modern (centralized) knowledge
management systems are based on ontologies which have shown to be the right an-
swer for problems in knowledge modelling and representation [2]. An ontology [3] is
a shared specification of a conceptualization. Through their structure ontologies allow
answering a wider range of queries than standard representations do. Semantic Web
technologies can augment this [4]. Current research projects1 attempt to exploit the
best of the two worlds. Specifically, we want to do semantic information retrieval in a
peer-to-peer environment - resulting in a Distributed Knowledge Management System
(DKMS).

1 SWAP (swap.semanticweb.org) and Edutella (edutella.jxta.org)

L. van Elst, V. Dignum, and A. Abecker (Eds.): AMKM 2003, LNAI 2926, pp. 73–88, 2003.
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In this work, we suggest a framework for evaluation of such distributed knowledge-
based systems. Only through a thorough evaluation we can gain the insights to further
develop and enhance ideas and systems. Evaluation is either possible through user-
based evaluation or system evaluation. User-based evaluation measures the users satis-
faction with a system, system evaluation compares different systems with respect to a
given measure.

While system evaluation permits a more objective confrontation of different ap-
proaches, the correlation of the results with the final user satisfaction is not always
clear. However, user-based evaluation is expensive, time-consuming and it is difficult
to eliminate the noise which is due to user experience, user interface and other human
specific factors.

Tools developed within the cited projects focus on the technical aspects of knowl-
edge management. Thus, we use the system evaluation approach. The need for a stan-
dard evaluation mechanism is also recognized in other papers in this book e.g. [5].
Techniques from traditional Information Retrieval [6] and networking research [7] will
have to be combined with ontology specific measures to gain meaningful results.

This paper is structured as follows: in the first section we will introduce a set of
use cases to illustrate the different dimensions of the problem at hand. A definition of
evaluation measures will be given in the second section. In the following section we
want to give a notion of tools which can be used. A part on generation of test data for
these simulations follows in the succeeding section. Further we give a practical view
describing the test parameters. Related and future work conclude this paper.

2 Scenarios

The field of possible applications for peer-to-peer computing is huge. Currently running
systems include file sharing (e.g. Gnutella2 [8]), collaboration (e.g. Groove3), comput-
ing (e.g. Seti@home4), knowledge management [9], to name but a few. For this reason
we provide some scenarios for DKMS we examine. Various conclusions for our ontol-
ogy based KMS will be drawn from these scenarios.

2.1 Application Scenarios

This part will describe some real life situations in order to find characteristics which
influence the distribution of information within the examined scenarios (Figure 1). The
purpose of the scenarios is not to give a detailed impression of the entire IT-structure
within the scenario. But rather to emphasize the challenging points for an ontology
based KM-system realized by a peer-to-peer network.

Corporation With their organization in many different units, entire corporations impose
the most complex situation, with respect to number of domains, conceptualizations and

2 http://www.gnutella.com
3 http://www.groove.net
4 http://setiathome.ssl.berkeley.edu/
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Fig. 1. Scenarios Overview

documents, we want to consider here. Typically these units are distributed according
to organizational tasks, like accounting or human resources, or more product related
such as development and marketing. The product related units, for example, work on
one product (topic) with diverse perspectives or on varying products with similar views,
viz. use the same vocabulary.

We assume each peer5 has its own ontology, but with the addition that employees
working in similar business units use ontologies which have some concepts in com-
mon while ontologies in unrelated units describing e.g. the same product are not easily
comparable, viz. use a different hierarchy and vocabulary.

Our evaluation has to show which techniques make best use of existing ontologies
in order answer queries according to the user needs. These demands will be examined
precisely in the future. Therefore queries must reach quickly the peers which can answer
them, without flooding the network. The answers should be relevant with respect to the
query. Further the demand for computer resources like storage and processor time has
to be monitored.

Working group A special case within a big company is the single department. In this
case the domain is predefined and terms with the same meaning occur more often in
each ontology. However, the demand in terms of retrieval accuracy increases. A major
research question here is, how to capitalize on ontologies from other peers. viz. Self-
organization is often cited as one of the advantages of peer-to-peer systems. If every
peer partly conceptualizes information the combination will result in a more detailed
description for everybody, because each peer can add concepts from other peers to its
own structure.

5 A peer can be the computer system of one user or a general database.
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Very structured department A department of the kind using a very structured process.
In this case it is possible to define and implement a single ontology which any employee
has to follow.

2.2 Summary

To summarize the single cases from an ontological point of view we distinguish two
dimensions. The number of domains which are conceptualized and conceptualizations
used for one domain. From the combination four possibilities evolve. This observation
is in line with the suggestions in [10].

nm ontologies Each peer uses its own ontology. These ontologies conceptualize dif-
ferent domains.

n1 ontologies Each peer uses its own ontology, but all peers conceptualize the same
domain.

1m ontologies There is one general ontology, but it conceptualizes many domains. The
peers use only parts of the entire ontology. But they can be merged from a top level
perspective. In this case two different possibilities evolve:

disjoint The peers commit to a particular part of the ontology. Hence two peers
use either the same or a different ontology.

overlapping Each peer has parts of the ontology without respect to the ontologies
others are using.

11 ontology Each peer uses the same ontology in one domain.

From a technical point of view we consider networks with a small numbers of peers
to huge corporate networks. This means, that different routing strategies have to be
analyzed.

The evaluation criteria are straightforward. In all cases the relevance of the answer
should be high and response time low using little resources of the peers. Further aspects
are the network behavior if single peers fail or return wrong answers.

Ontologies provide means to define contexts. The effects on these criteria through
incorporation of meaning will be evaluated.

The case studies have demonstrated the kind of peer-to-peer system we focus on.
To evaluate our techniques we use well established measures from the Information Re-
trieval and Peer-to-Peer community, but we also have to introduce new ones which take
the use of ontologies into account. These measures are described in the following sec-
tion.

3 Evaluation Functions and Their Parameters

This section presents a theoretical model of evaluation. In a general overview we define
the evaluation function followed by its premises. Additionally we present ideas of which
input and output parameters can be of interest in a DKMS.



Towards Evaluation 77

3.1 Evaluation as a Function

One can imagine our DKMS as a black box doing information retrieval in a Semantic
Web environment. This black box is supposed to have a certain behavior from which
evaluation figures result giving us insight into the DKMS. To test and measure this
behavior we can adjust different input parameters and collect the output figures.

This can be modelled as a function. The function (F ) describes the setting and the
basic algorithms used, that is, the interior of our system. Different parameters are used
as input (in) e.g. the number of peers. Specific output figures (om) result from it, e. g.
relevance or performance measures. Input and output in this context are not queries and
answers of the peer network, they rather are parameters of the DKMS and its method-
ologies.

(i1, i2, . . . , in) F−→ (o1, o2, . . . , om)
Having discussed the correlation between input and output one can adjust the parame-
ters until an optimal solution is found.

This approach is designed along an implementation line with the function repre-
senting the hard-coded program and the parameters being variables of it.

3.2 Function Modelling

The function depends on the algorithms and other properties which will be described
further.

Topology. The topology is crucial for the network load imposed by each query. Do
we want to evaluate random graphs, the star topology, or the HyperCuP environment
[11]? Further the content of each peer (and its semantic context) could be used for
building a network structure.

Document distribution. The distribution of the documents in a real peer-to-peer
system is hardly random. The influence of different document distributions on the out-
put figures will be evaluated.

Query language. The query language defines the expressiveness of queries. It can
be interesting to compare performance results of the peer-to-peer system between query
languages which only allow conjunctions or disjunctions and query languages which
allow complex recursive queries.

Selection function. Having a peer structure and a formulated query the next step is
to find good ways of matching them. How to select and route to the best peers is a core
component [12].

For the reader it might be confusing why the mentioned points belong to function
rather than to input parameters. In a way the function premises are also input param-
eters. The difference lies in fact that they are explicitly modelled in the algorithm and
can not be changed easily. Input parameters on the other hand are more flexible and can
be adjusted by changing the value of a variable of the algorithm, the algorithm itself
will stay the same. The next paragraph will show this.

3.3 Input Parameters

A list of possible input parameters that can be entered into the system will follow:
Number of peers. The size of the peer-to-peer network affects the results of the

system. The scalability of the system is represented by this number.
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Number of documents or statements. Another type of scalability is checked with
this parameter. Whereas peers are physical locations, this parameter describes content
objects. They represent the smallest entities in the system.

Structure. Most of the decisions around topology directly influence the function.
But depending on the chosen topology different parameters can be used for further ad-
justment. When using indexes an important figure is the index size. How much content
will eventually be stored in the network and how detailed is the knowledge about other
peers. Slightly different is the level of connectivity or the size of the routing table. These
are figures representing the characteristics of the network.

3.4 Output Figures

The output figures of evaluation functions ensure comparability to other systems. As the
area of semantic peer-to-peer systems is rather new, there are no established standard
evaluation functions which makes it difficult to fulfill the first mentioned requirement.
The following list will provide well-known evaluation functions from related research
fields.

Relevance. Relevance is the subjective notion of a user deciding whether the infor-
mation is of importance with respect to a query. Approximations can be done using,
e. g., keywords. For comparison purposes one could imagine to have a rating between
0 and 1 for each answer.

Recall R. Recall is a standard measure in information retrieval. It describes the
proportion of all relevant documents included in the retrieved set.

R = |relevant∩retrieved|
|relevant|

Precision P. Precision is also a standard measure in information retrieval. It de-
scribes the proportion of a retrieved set that is relevant.

P = |relevant∩retrieved|
|retrieved|

F-measure F. Several combinations of the two first mentioned measures have been
developed. The most common one is the F-measure [13] describing the normalized
symmetric difference between retrieved and relevant documents.

F = (β2+1)PR
β2P+R with β = P/R

Information loss. A measure to evaluate the loss of information which occurs when
a query must be generalized on the answering peer. This might happen if the queried on-
tology does not contain a specific concept, but one which is more general and included
in the ontology of the requesting peer [14].

Reliability. This can be split into two sub-parameters. Fault tolerance describes
which degree of failures and problems are still tolerated until the system finally breaks
down. Failures in a DKMS can be a peer leaving the network or unacknowledged mes-
sages. The failure rate specifies the percentage of actual breakdowns of the whole sys-
tem.

Real time. This measures the time from sending off the query to getting a result. As
this figure is critical for end users, we take it into consideration as well. It was used in
[15].

Network load. This technical figure can be measured with different sub-parameters.
This is especially important for internal technical measurements [16]. Messages per
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query traces to what extent the network is being flooded by one query. The number of
average hops can indicate how goal-oriented a query is routed and how fast a answer
may be returned.

Time to satisfaction. It is a combination between relevance and real time, with
relevance having to exceed a certain value[17]. Again this is a very subjective figure.

3.5 Output Combination

We have set up a theoretical model for evaluation. The benefit of semantic peer-to-
peer lies not on its single areas but its strength actually is the combination of them.
Just like the input parameters come from the different areas of peer-to-peer, Semantic
Web, and information retrieval, it is also necessary to unite the output figures to achieve
meaningful results. A possibility would be to arrange linear combinations. Normalized
vectors represent another. The combination of different output figures will finally allow
us to decide upon the quality of the new system.

The output figures will be provided using a simulation package.

4 P2P Network Simulation

P2P systems are not set up and maintained by a central authority; thus, creating and
observing a non-trivial network and measuring the evaluation functions as described in
the previous section is a hard task. Simulation can help to gain insight into the behavior
of the system. Many research contributions such as Freenet [18] and Anthill [19] have
used simulations in order to demonstrate the performance of their systems. Simulation
is a core component for evaluation.

4.1 Discrete Event Simulation (DES)

Discrete Event Simulation observes the behaviour of a model over time [20]. The model
has a state described by variables of the model that completely define the future of the
system. The state of the model is usually encapsulated into a set of entities (cp. objects
in OOP). Discrete Events changing the state of the system occur at discrete points in
time (as opposed to continuous state changes). Events may trigger new events. Statis-
tical Variables define the performance measure the user is interested in. This could be
something like “average load on the server” or “maximum queue length”.

Event oriented DES describes the dynamic behavior of the system solely by a se-
quence of events; the actions triggering the events are not considered. Process oriented
DES combines the entities containing the state of the system and the actions that cause
events (cf. OOP).

Typical Components of Simulation Software Packages DES software typically includes
abstractions for entities, connections between entities, and events transmitted on those
connections (see fig. 2), which corresponds well to the P2P scenario. Process oriented
packages also include an abstraction for processes running on entities. Some simulators
provide a glue language which can be used to compose models easily.
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Fig. 2. Abstractions in DES packages

4.2 Simulation Packages

Several simulators, all of which contain the abstractions mentioned above, were exam-
ined in more detail: SSF in its incarnations DaSSF6 (C++-based) and Raceway SSF7

(Java); OMNet++8; JavaSim9; Simjava10; JADE11.

Simulators Feature Matrix We only present a short overview of the details, as the fea-
tures of the above mentioned packages are similar.

Name Language Distributable Glue language
Raceway SSF Java DML
DaSSF C++ MPI DML
Omnet++ C++ PVM/MPI NED
JavaSim Java Tcl/Python
SimJava Java
JADE Java CORBA

Table 1. Overview of different simulations systems

6 http://www.cs.dartmouth.edu/ jasonliu/projects/ssf/
7 https://gradus.renesys.com/exe/Raceway
8 http://www.hit.bme.hu/phd/vargaa/omnetpp.htm
9 http://javasim.cs.uiuc.edu/

10 http://www.dcs.ed.ac.uk/home/hase/simjava/
11 http://sharon.cselt.it/projects/jade/; JADE is a special case here because it is an agent platform

rather than a simulation package, but nevertheless it contains the same abstractions as the
others.
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4.3 Selection Criteria for Simulation Infrastructures

Performance considerations Qualitative experiments concerning model sizes and per-
formance were conducted on a commodity PC in order to find out how large models
could become.

JavaSim could handle about 6000 entities, while all other Java-based systems are
restricted to less than 1024 active entities. The C++ systems can handle hundreds of
thousands of entities and process tens of thousands of events per second.

Ease of implementation Undoubtedly, a model based on a Java-based API and sim-
ulator is much easier to program and debug than C++. The exception handling and
debugging capabilities of the Java language facilitate a rapid generation of models.

Glue languages, graphical environments While glue languages and graphical edi-
tors are useful in order to get started, they may not be able to cope with complicated
and/or large models. In that case, a clean programming interface on the C++/Java level
is crucial.

4.4 Conclusion

A Java-based simulator would be much easier to get started with. On the other hand, for
large models the C++ systems are able to handle numbers of entities that are two orders
of magnitude larger than those of the Java systems.

We are currently implementing a simulation environment with JAVA using the SSF
framework.

5 Data Generation - Evaluation Datasets

No evaluation can be done without using a dataset which we can query on the semantic
level. The choice of this dataset will be influenced by different criteria. First, we need
to consider what type of semantic data we want to query. Then we explore the problem
of how the data should be distributed on the network.

5.1 Data Understanding

One can see the peer-to-peer network as a network of repositories called peers. Each
provides a set of resources, which we will call documents. Every single document is
then described by some sort of schema shared across the network. In usual peer-to-peer
systems, the metadata is provided with a very simple schema of fields containing plain
text (e.g: title, author or format of the document considered). The query must then have
the following form: return all instances (approximately) having the following values
v1, ..., vk in the fields f1, . . . , fk.

A semantic query in the peer-to-peer network is a query using the semantic metadata
available on the given objects. The structure of the metadata is enriched in order to
address certain issues. We list them here with a few words of explanation as well as the
kind of query that might require it.

1. identity problem: simple values do not determine identity
e.g return all the documents written by the CEO aka Mr Johnson
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2. relational problem: values in fields are not links to other objects
e.g return all the papers of scientist who had an accepted paper at the SIGMOD
conference

3. the classification problem: a given classification needs to be shared to be useful on
the network 12?
e.g return all documents written by university professors

4. the inference problem: inclusion of classes also need to be shared
e.g return all documents on semantics theory in Computer science ( not equal to
the intersection of “semantics theory” and “Computer science”)

Moreover, these different types of queries can be combined, for example:
e.g return the different names of all oil companies quoted at the Stock Exchange. An
ontology is a metadata schema whose semantic description addresses these issues.

Ontology

Hierarchy

Classification
Relations

Fields

Fig. 3. Different types of metadata schema

5.2 Generating the Data - Existing Data

A possible approach for the evaluation of a semantic peer-to-peer network is to define a
generation mechanism, which generates data with a semantic-like structure. However,
for evaluation purposes the difficulty of deciding whether the data generated corre-
sponds to typical real data might turn out to be a drawback.

A second approach is to use existing datasets and distribute them over the network.
However, for certain types of datasets of very specialised domains, the drawback here
will be that one might have some difficulty to interpret the results (for example MED-
LINE dataset). Table 2 summarizes the different datasets considered.

Corpus name nb of Docs Text? type
DBLP 310000 no relational

Reuters 21578 21,578 yes classification
Reuters 2002 806,791 yes small hierarchy

DMOZ 190,000,000 yes hierarchical
Medline 1141893 no ontology

Table 2. Datasets of different types

12 the difference to keyword-based is that the values belong to predifined values, shared in the
network
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Each row corresponds to a given corpus we considered, whereas the columns are
criterias of interests for our purpose. DBLP13 is a computer science article bibliogra-
phy database. Medline14 offers the same purpose for medicine. Both of the Reuters
datasets15 are newswire collections from Reuters. DMOZ16 is a collection of internet
links organized in a hierarchy. The following criteria have been considered for our eval-
uation: the number of documents, whether the texts of the documents are available, and
then the kind of metadata schema used.

5.3 Distributing the Dataset

Once the dataset has been chosen, it must be distributed on the peers of the network. For
this, different possibilities might be chosen depending on the structure of the network
and of the datasets. Of course, it is always possible to distribute the content among the
peers randomly. However, this is probably not going to be the case in a peer-to-peer
network. For instance, on a given peer it is more likely to find the similar content than
on any other peer. Thus, other data distribution schemes have to be chosen according to
the test scenarios we want to cover.

6 Test Scenarios

In this section we suggest several test scenarios to evaluate different retrieval strategies.
As discussed before the function modelling as well the input parameters influence the
performance of the peer-to-peer system. It is essential that we examine each parameter
separately to obtain meaningful results. Therefore we now outline the dimensions of
our special interest.

6.1 Ontology

The first dimensions is the number of ontologies as discussed in the scenarios. Since
already available ontologies are rare we will use different approaches to generate dif-
ferent kinds of ontologies. To generate different ontologies out of one general ontology
it is possible to take the existing one and to exchange concept names with synonyms
and deleting other concepts completely. However, we keep in mind that the generating
strategy will certainly influence our results.

The availability of ready made ontologies will certainly increase as projects like
[21] proceed.

6.2 Matching Algorithms

In the test cases with more than one general ontology mappings must be applied to
identify the concepts with the same meaning on different peers. Some strategies are

13 http://www.informatik.uni-trier.de/ ley/db/
14 http://www.nlm.nih.gov/bsd/sample records avail.html
15 http://kdd.ics.uci.edu/databases/reuters21578/reuters21578.html

http://about.reuters.com/researchandstandards/corpus/index.asp
16 http://www.dmoz.org
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already available like [22, 23, 24] which are based on lexical, textual and structural
matchings. Other are focusing on statistical information [25]. An interesting approach
was presented at the symposium. [26] uses knowledge maps and keyword assignment
to documents to identify keyword assignment differences within communities.

6.3 Network Topology and Routing

The network topology directly influences the available routing algorithms. In the fire-
work routing model [27], for example, a query is forwarded until a peer knows some-
thing about the query. The query is then distributed to all peers in the neighborhood.
Within a semantic context the network topology must support that peers with similar
domains know each other to use this model efficiently.

6.4 Query Language

Query languages will be tested which support simple keyword based search but also
complex recursive queries. Besides, it is also important to consider the construction
of a query. Possibilities are to take just the actual chosen keyword and concepts or to
expand them with various techniques.

6.5 Number and Distribution of Documents or Statements

Our scenarios do not impose restrictions to the number of documents within the peer-to-
peer network. However, the distribution of the documents will influence our results. In
distributed database research documents are generally distributed uniformly [28]. When
semantics come into play this does not seem appropriate. A short analysis of the Ya-
hoo! categories suggests, that not only single words in documents are following a Zipf
distribution [29], but also the allocation of documents in categories. Besides statistical
distribution functions we also consider to distribute clusters. Different methods can be
used to cluster our documents [30].

6.6 Number of Peers

The number of peers surely influences the behavior of any peer-to-peer system. There-
fore we will use ranges from small (about 10) to big (about 106) scenarios in our test
cases. As with documents, the distribution of peers in a network at large follows power-
laws [31].

6.7 Structure

The available resources on each peer influences the information a peer can hold about
the others. In this early phase of our projects we will not pay too much attention to this
parameter but rather put as much (within reasonable limits) information on each peer
as we need. The same holds for the computational effort on the peers. Therefore we
distinguish three cases
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1. All peers offer only a limited resources to the network.
2. Some peers offer a lot some peers offer limited resources.
3. All peers offer a lot of resources to the network.

Figure 4 gives an overview of the different scenarios.

Fig. 4. Test scenarios Overview

7 Related Work

We found that there are different communities coping with the task of retrieving in-
formation from knowledge sources. They use either system evaluation or user-based
evaluation.

Classical information retrieval from text documents is mostly affected by technical
changes to the system. Therefore they predominantly use system evaluation to com-
pare different methodologies [6]. Closest to the peer-to-peer approach in information
retrieval are the results from e. g. [28, 32] to search distributed databases. The focus
has been to choose from a known set of databases where the structures are known.
The selection was made on keyword based criteria. As a testing environment the TREC
dataset17 was chosen and the different documents where distributed uniformly accord-
ing to their creation date.

Our approach adds new dimensions to these results since the total number of peers
is not known; neither are the information structures on the peers. Further we introduce
new methods to distribute data on different peers.

Research in Ontology based search in distributed environments has been conducted
with systems like OBSERVER [14]. The focus was rather to find strategies for better

17 http://trec.nist.gov
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information retrieval in one particular case in our scenario than on comparing different
strategies for many scenarios as is proposed here.

The first user-based evaluation of an ontology based KM system was realized by
[33]. It delivers encouraging results about the use of ontologies to retrieve knowledge.
In contrast to our scenarios the tests were accomplished on a centralized system using
one ontology.

Efficient file allocation with hashing algorithms in peer-to-peer networks has been
the focus in research such as [34]. However, this approach is feasible only for rather
simple knowledge representation as necessary for music-file search, where keyword
matching on a file name may be sufficient. [7] introduced a function to calculate search
costs in peer-to-peer networks and algorithms to optimize the function with respect to
varying parameters. The peer selection is based on rather simple meta information such
as response time. We want to advance this approach including more content based meta
information.

[35] have summarized evaluation attempts regarding the economic-financial and the
socio-organizational viewpoint of KM. The research in this area is complementary to
our approach.

Furthermore there is ample research on evaluation methods to classify response
times of databases, e.g. TPC18 and other technical aspects of information retrieval. This
is also complementary to our suggestions.

Our impression is that there is a lot of research dealing with certain aspects of peer-
to-peer systems and knowledge management but no general framework to compare the
different systems.

8 Conclusion

We have examined the problem of evaluating a distributed knowledge management
system. While evaluation of a centralized KM system is a challenging task in itself, the
distributed case adds more parameters to the evaluation function.

The well-known notions of precision and recall are not sufficient to evaluate the
performance of a DKMS. A performance measure for DKMS must include semantic
retrieval quality as well as measures from the P2P field like the number of hops needed
to answer a query.

Simulation packages for testing have been investigated.
For traditional database and information retrieval systems the generation of test data

has been examined, and standardized data collections are supplied. In our case of P2P
knowledge management, neither standardized data generation methods nor test data
sets are available. We have made suggestions on how that problem may be tackled;
it will have to be verified that the test data we generated are valid in the sense that
they resemble real-world data from use cases like ours according to certain similarity
measures.

Different application scenarios have shown a variety of possible uses for a DKMS
which have different impacts on the performance of the system, and thus on the evalu-
ation process.

18 http://www.tpc.org/
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Our suggested framework for evaluation can be used as a basis for future research
and development of distributed knowledge management systems.
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Abstract. Agent-mediated Knowledge Management is a promising ap-
proach to handle and maintain knowledge, especially in a distributed and
mobile environment. One example for such an environment is a mobile
community: mobile individuals that group together because they share
the same interests. The members of a mobile community maintain a
common knowledge base by exchanging and managing information via
mobile devices (e.g. PDAs). Trust is essential in such an environment for
the assessment of communication partners and their knowledge.
This paper presents our conceptual framework for trust-based agent-
mediated knowledge exchange with respect to the highly distributed
environment of mobile communities. We extend an existing knowledge
management system by using mobile agents that serve as autonomous
delegates of mobile users. These mobile delegates spread out onto other
devices and trade knowledge while the user is not present. When the user
and one of his1 delegates get in contact again, a knowledge reconcilia-
tion takes place. We propose a trust-based approach to the process of
autonomous knowledge acquisition. Trust is organized in a distributed
way among the participants of a mobile community and serves as a basis
for the decisions of mobile delegates and mobile users.

1 Introduction

After several years of research and application, knowledge management is still
one of the most important challenges in IT infrastructures. Especially, as knowl-
edge became a profit criterion for businesses, it seems to be a critical factor to
organize it and make it intelligibly and ubiquitously accessible. This gets even
harder as the society becomes increasingly decentralized and mobile.

A promising approach for solving distributed and mobile management tasks
is the paradigm of software agents. Several current projects apply this paradigm
to the area of knowledge management. Software agents are used for user sup-
port and personalization [8], organizing and sharing information over the Web

1 For the remainder of this paper, the male form is used for readability reasons,
implying that male or female may perform the role.
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[24], building and maintaining Organizational Memories [12], and supporting
the fusion of knowledge [20]. Moreover, software agents are often applied as an
intermediate layer to provide ubiquitous access and a unified information pre-
sentation for distributed, heterogeneous information sources.

Our approach of trust-based agent-mediated knowledge exchange for ubiq-
uitous peer networks (TAKEUP) can be seen as an extension to existing agent-
based systems for mobile and stationary knowledge management systems: Firstly,
to ease the process of finding and exchanging information and, secondly, to raise
the acceptance of knowledge management by providing benefits for both the or-
ganization and the individual. We aim at integrating the process of knowledge
management into the users’ natural behavior.

Managing knowledge exchange between mobile users that connect to each
other in an ad hoc fashion via short-range radio technologies like Bluetooth is
a tough challenge. However, individuals and organizations can benefit from mo-
bile knowledge management systems since modern citizens adopt mobile com-
munication devices and get increasingly mobile in their daily life. Addition-
ally, communication devices become more and more invisible and integrated in
the environment, which results in ubiquitous peer-to-peer networks for informa-
tion exchange. We propose the extension of an existing knowledge management
framework (Shark) [27] for mobile ad hoc networks [13] with mobile agent tech-
nology to decouple the task of distributing and collecting knowledge from the
physical presence of the user. Mobile agents autonomously position themselves
in specific locations and act as virtual representatives of their users. They ex-
change knowledge with other users and agents while their own user resides in
a different physical location. To let mobile agents decide autonomously which
pieces of information to exchange with whom, we introduce the notion of statisti-
cal trust management. Trust information is accumulated and propagated among
the agents to enable them to gauge communication partners and the information
received from them. We discuss the concept of a trust network that is motivated
by recent discoveries in the area of complex social networks. We argue that
the structure inherent to these networks of human relationships have a strong
influence on mobile knowledge management and trust management because a
person’s mobility is correlated with his social relationships. We exploit the ten-
dency of social networks to self-organize into highly clustered structures with
very efficient communication paths between individuals. This phenomenon was
first discovered in the late sixties and has gained some popularity under the term
small-world phenomenon.

In the following section we shortly describe our previous work in the area
of software agents and knowledge management. In section 3 we introduce the
underlying concepts adopted from the domain of social networks and our con-
ception of trust levels. In section 4 we present the technical aspects of TAKEUP,
especially regarding the organization of knowledge and the integration of trust.
This is followed by an example scenario in section 5 which illustrates the ap-
plication of TAKEUP. Finally, conclusions and an outlook on future work are
given in sections 6 and 7.
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2 Previous Work

The basic technologies and mechanisms used to realize TAKEUP have been
developed in various research activities. In this section we give an overview on
each of the relevant technologies including a mobile agent-based middleware
platform and a knowledge management framework.

2.1 MESHMdl – A Mobile Agent Platform for Mobile Devices

To cope with the fundamental challenges of knowledge management in mobile ad-
hoc networks (MANETs) [13], we employ MESHMdl [16] as a mobile agent plat-
form for mobile devices. MESHMdl allows developers to implement distributed
applications for ad-hoc networks as groups of cooperating mobile agents. These
agents are able to move from one mobile device to another at their own will if
both devices are within each other’s transmission range. To deal with the dy-
namics of a MANET, MESHMdl decouples mobile agents by introducing tuple
spaces as an asynchronous communication medium. Agents may write tuples
(data objects) into the space and read or take (read and delete) tuples from
the space. Read and take are available as blocking and non-blocking primitives.
Moreover, an agent may request to be notified when a specific tuple is put into
the space. Tuples are addressed associatively. They are read from the space by
specifying the contents of the desired tuple partially in a so-called template. The
space matches the existing tuples in the space with this template and returns
matching tuples. On each participating device a MESHMdl runtime environment
(called engine) is installed. Each engine runs its own space for the agents that are
locally present. Agents on remote devices in transmission range have restricted
access to an engine’s space.

This simple communication paradigm allows agents to communicate and co-
ordinate their actions in a very flexible way without tying them too close to-
gether. This decoupling is very important in a MANET. Agents need to be
flexible enough to use their mobility in a timely fashion when a migration to
another mobile device seems advantageous.

MESHMdl agents are mobility-aware. Each engine presents a view of the other
engines (devices) that are currently within transmission range. Thus, an agent
may react directly to changes in the neighborhood. It may decide to migrate to
a neighboring device or access its space to deposit tuples for the agents on that
device.

In TAKEUP, the ability to migrate, the flexibility, the decoupling, and the
asynchronous space communication are exploited by specialized mobile agents.
These agents explore a mobile community and position themselves on key devices
from where they can coordinate a user’s knowledge management process.

2.2 Shared Knowledge

The basis for TAKEUP is the Shark system [27]. We developed this technol-
ogy for sharing knowledge in mobile peer-to-peer networks. In Shark, we apply
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TopicMaps [30,26] as a knowledge representation language. In this approach,
knowledge is assumed to consist of documents, which contain arbitrary data
in arbitrary formats, and a layer describing the semantics of these documents.
These semantics are defined by a network of topics. By assigning documents to
one or more topics, the documents’ semantics (context) is given.

Fig. 1. Two KEP scenarios with Bluetooth.

Shark is a mobile extension to TopicMaps and the Semantic Web [29]. It
provides a peer-to-peer knowledge exchange protocol (KEP) that is similar to
KQML [11], but specialized in knowledge exchange and restricted in its func-
tionality with respect to the limited resources of mobile devices. KEP comprises
two phases: negotiation and exchange. During negotiation, the peers inform each
other about the topics on which each of them is willing to receive or disseminate
knowledge. Knowledge is exchanged, if one or more topics match.

Figure 1 illustrates two KEP scenarios with Bluetooth. The Local Station is a
stationary PC with an XML TopicMap engine. Mobile Stations run J2ME with
a small Shark Knowledge Base. Whenever two Shark stations are close enough
to establish a Bluetooth connection (about 10 meters) knowledge exchange can
take place. In this example, one Mobile Station exchanges knowledge with both
a Local Station and another Mobile Station.

3 Informal Networks and Trust

Several surveys and articles have examined the existence of informal networks in
organizations (e.g. [25], [28]). The benefit of such networks for the performance
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of the whole organization is immense and has been analyzed extensively (e.g.
[19], [31]). The key of informal networks is a natural process in which people
become a part of communities.

The general goal of such a community is to share knowledge on a common
interest. Thereby, each of the members actually gains knowledge and the common
knowledge in the community increases through the exchange of information. For
each member, the community represents a collaboration platform, where both
the organization and the individual benefit.

3.1 Organized Anarchy

Self-organization plays a major role in our approach since communities are an-
archic networks of individuals who share information. Anarchic, in this context,
means that associations between people do not necessarily obey the structures
imposed by superordinate organizations or institutions. Although, usually com-
panies are hierarchically structured, the information flow does not always follow
these structures. The same holds for TAKEUP, where each individual defines
his own interest profile and exchange policies.

What seems contradictory at first glance does not thwart the original goal
of managing knowledge. From our knowledge management point of view, indi-
viduals and communities (groups of individuals) behave in much the same way.
Similar to a single individual, a community has its own interests and its own
rules for exchanging knowledge. For example, a company may define a set of
policies for knowledge management stating which content is relevant, confiden-
tial, or inappropriate for the whole company. When an employee represents his
company, he must obey these rules like any other employee. Thus, all members
of the company community act in a consistent way and the community as such
may be viewed as an individual in terms of knowledge exchange. However, the
role as employees may differ from the role (or profile) they have in their private
life. Therefore, we support role-based knowledge dissemination and allow users
to take on different roles.

Moreover, the anarchic aspect of social relationships that do not follow the
paths imposed, for example, by a company structure, turns out to be well-
structured in itself. This structure is embodied by a social network among users
as we will see in section 4.2.

In TAKEUP, knowledge management is performed by means of agents. Such
agents act on behalf of a network member. Thus, a user takes along his personal
agent and may also carry agents of other members. Communication in TAKEUP
always is peer-to-peer, where peers are agents. If two individuals physically meet,
with their mobile devices, actually several network members (i.e., their agents)
meet to exchange knowledge. These knowledge agents exploit the structure of
the social network among the users to self-organize a mobile knowledge network
in an efficient way (see section 4.2).
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3.2 Levels of Trust

Related to the aspect of mobility and self-organization are the questions of find-
ing actually needed or requested knowledge within the community and exchang-
ing knowledge with the community members.

The aspect of trust in individuals and acquired information plays a major role
for communities and, thus, for exchanging knowledge. Trust has been studied as
a means for evaluating the relationship between individuals (cf. [14]). In most
cases an individual as such is regarded as being trustworthy.

For knowledge exchange, we adopt the viewpoint of Marsh [23], who iden-
tified three aspects (dimensions) of trust: basic, general, and situational trust.
In TAKEUP, the value of initial trust reflects the basic trust, i.e., the general
willingness of an individual to share knowledge with others. With trustability we
represent the general trust an individual has in a specific community member.
Finally, with the notion of competence we map the situational trust to an indi-
vidual’s trust in a communication partner regarding a specific topic (or domain),
i.e., reflecting a member’s reputation with respect to that topic.

Hence, a level of trust reflects the combination of initial trust, trustability,
and competence. As trust is not a binary decision, we use a continuous interval
between [-1, +1] for the trust values (cf. [23]). Naturally, a high level of trust in
a person also renders information given by that person trustworthy, whilst a low
level of trust usually does not. On the other hand, it is rather difficult to judge
information given by a person who is either not trustworthy or not competent.
However, such information is not necessarily incorrect. If trustability is negative,
a person can be regarded as being hostile. Therefore, the most difficult case
occurs when there is a lack of trustworthiness or competence. In this situation,
trusted sources are needed to judge given information.

4 Trust-Based Knowledge Management

An environment for trust-based knowledge management must be able to cope
with mobility and fluctuation. For these requirements, an agent-based system
offers a technical platform, where mobile agents represent community members.
They encapsulate a mechanism to manage topics and related information and
implement trust-based exchange protocols. Equally important is the fact that
the agent paradigm provides a natural way for representing the different roles a
person takes depending on his current situational context.

4.1 Principle of Roles

With very few exceptions, each individual in our society is part of at least
one community. Communities are, e.g., companies, sport teams, fan clubs, and
cliques. The context in which a communication takes place has a strong impact
on communication behavior of the participants. People usually behave differ-
ently, e.g., at business talks or when playing tennis, because they act in different
roles.
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The difference in communication behavior is twofold. Firstly, people filter
information based on its relevance. The measurement of relevance is more or
less subjective and strongly depends on the context. For instance, a weather
forecast will be less interesting during working hours but more interesting at
leisure time.

Secondly, communities evolve information policies that define what kind of in-
formation is allowed for dissemination, to whom, and under which circumstances.
These policies are more formal and restrictive in functional differentiated groups
like companies, and more informal in private social groups. Nevertheless, people
follow these (formal or informal) policies when acting as member of a community.

Figure 2 illustrates the relationship of relevance, information policy, role and
context. The person in the middle communicates with his environment in two
different roles due to different situational contexts: business talk and leisure
activity. Both, impression of relevance and communication policy depend on
the person’s current role. This means, he will receive and disseminate different
information depending on the context.

Fig. 2. Relationship of relevance, information, policy, role, and context.

Applying agent technology, we encapsulate the roles of communities in sepa-
rate knowledge operating agents. Such agents hold the role-specific topic profile,
communication policies, and trust values. The bases for these knowledge oper-
ating agents are the core components and protocols of the Shark system.

4.2 Organizing Knowledge in a Community

To extend Shark’s scope and to enable autonomous knowledge acquirement and
management, we have developed two classes of MESHMdl agents:

KnowGents (knowledge agents) reside on the users’ mobile devices and con-
trol their knowledge management processes. They acquire knowledge from other
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users and maintain his local knowledge base. To enable a user’s knowledge man-
agement system to expand into the MANET of his community, the second class
of mobile agents is needed.

DeleGents (delegate agents) are proxies of a KnowGent (and thus, of the user)
that may be sent into the community MANET. A KnowGent can autonomously
take the decision to create and dispatch a new DeleGent to another device.

While KnowGents represent the classical knowledge management application
component, DeleGents explore a mobile community and position themselves on
key devices from where they can coordinate the users’ knowledge management
process.

The basic assumption behind the idea of DeleGents is that the users within
a community do not move and meet other people by chance. They are situated
inside a social network. They have friends and colleagues that define their social
environment and thus their communities. Therefore, the people a user meets are
an indication for the structure of his social network. In addition, Shark provides
a sophisticated mechanism for defining and maintaining the topics that are of
interest to a user.

Finally, as the following sections will explain, information exchange among
mobile users is based on trust. Thus, in order to autonomously acquire and
distribute knowledge on behalf of its user, a DeleGent may use patterns of en-
counters with other users, those users’ topic profiles, and the accumulated trust
information.

Using Patterns of Encounter. In recent years the research on complex
self-organized networks resulted in some remarkable insight in the structures
underlying all sorts of different networks. Among others, social networks, net-
works of humans and their relationships, turned out to be so-called small worlds.
These small worlds are characterized by a low average path length between nodes
(e.g. humans), a high tendency to build clusters or cliques, and the formation
of hub nodes [2]. This structure allows for a very efficient communication in
such networks. Experiments proved that humans are quite effective at using
their acquaintances (i.e. only local information) to transport a message towards
an individual of which only sparse information is given. Thus, incomplete local
knowledge can be used to efficiently organize the flow of knowledge.

This is exactly the idea of using patterns of encounter. KnowGents maintain
a local model of the world they perceive through their MESHMdl engine. Upon
encountering another KnowGent (mobile user) a KnowGent records certain data
about the other KnowGent’s user. Essentially, it registers which topics the other
user is interested in. It then updates its local encounter profile (EP) in which it
stores information, e.g., on which topics it encountered how often and for how
long. Hub users will get in touch with many different topics while users with
a more restricted range of interests are more likely to meet other people who
are interested in the same topics. Thus, the inspection of the recorded profiles
lets a KnowGent or a DeleGent assess which other types of users are currently
around. Moreover, when two users meet, their KnowGents also exchange their
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encounter profiles. The receiver of an encounter profile incorporates it into his
own profile. As a result, each encounter profile reflects not only the interests of
the user’s first-order (direct) acquaintances, but also, to a certain degree, the
interests of the higher-order (indirect) acquaintances. This enables our mobile
agents to disseminate and collect knowledge in an altruistic fashion. Users can
be employed to transport knowledge between communities without personally
being interested in its content.

In our experiments on information diffusion in mobile communities we were
able to proof that a simple strategy with egoistic and altruistic elements based
on encounter profiles is superior to the pure egoistic approach in which users
only store information that is of interest to themselves. In these experiments we
have shown that an information flow can be established that spans large parts
of a social network and organizes the information in the network in a way that
optimizes its accessibility.

DeleGents on the Move. Apart from the direct interaction among Know-
Gents based on KEP, a KnowGent is able to create and dispatch a DeleGent
when it comes across another device with an interesting EP. This DeleGent may
then be equipped with subsets of the topic profile, the EP, and also the knowl-
edge base before dispatching it to the other device. Policies may be specified
beforehand to let the system decide what exactly the DeleGent carries, based,
for example, on the target device’s capabilities and security restrictions. Once
the DeleGent is on the target device, it begins to live a life of its own. It may
contact other DeleGents or KnowGents and exchange knowledge (figure 3).

Fig. 3. A mobile device encounters a stationary knowledge server. The user’s
personal KnowGent (PK) creates a DeleGent (PD) and dispatches it to the
Local Station.

DeleGents employ encounter profiles to decide about an optimal position
in the community network. They may autonomously migrate towards devices
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Fig. 4. Another mobile user encounters the local station. The user’s personal
KnowGent discovers the foreign DeleGent and engages in a knowledge exchange.

that share many interests with their owner. These positions are strategically
advantageous because they represent focal points for interesting topics. With
high probability the DeleGents in these position are able to acquire knowledge
that their user would not have been able to collect otherwise.

Besides the EP and the topic profile, the trust information is vital to make
decisions with respect to knowledge acquisition and distribution. Several Dele-
Gents can represent a single user at different locations while he is not locally
present. Based on the EPs, the user’s KnowGent will choose target devices,
which the user meets frequently for dispatching DeleGents. Consequently, the
KnowGent and its DeleGents will get in contact again and be able to reconcile
their profiles and knowledge bases (figure 4).

The real novelty of this approach lies in the fact that dispatching a DeleGent
and thus creating a virtual presence, enables individuals to exchange knowledge
that would otherwise not even have met. Figures 3 and 4 depict a scenario that
is explained in more detail in section 5. In this scenario two users engage in a
knowledge exchange indirectly without the need to meet each other. Thus, by
spreading out DeleGents, a user may increase the scope of his knowledge man-
agement activities considerably. By exploiting the properties of the underlying
social network via the EP, this can be done automatically. Over time, a personal
knowledge network develops when the user’s DeleGents find the best places to
get in contact with the user and other community members. This network is also
able to adapt by reacting to changes in the EPs and thus in the social network.

4.3 Exchanging Knowledge on Trust

For exchanging knowledge we extend the protocol defined in the Shark frame-
work with the notion of a level of trust as described in section 3.2. Therefore,
the KnowGent owner can specify thresholds or strategies for the trust values
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describing the minimal competence he requires his communication partners to
have. This information is then used to decide about the subset of the topic profile
that becomes visible to the partner. Gathered information then will be assessed
for its true value by the level of trust.

Modeling and exchanging trust as a form of knowledge makes it possible to
use the same mechanisms for exchange, storage, and organization of trust that
are used for knowledge. Through these mechanisms, trust will be propagated
within a community like any other form of knowledge. Additionally, the trust-
based exchange protocol allows for an automated adjustment of the level of trust
for communication partners.

Initial Trust. Initially, there is a default level of trust for users one has never
met before. If user A has no information on the trustworthiness of user B, A
uses a default value depending on his preferences. This default value represents
his general willingness to put trust in other individuals and in their competence
(cf. [23]). Furthermore, user A may have community-related trust information
on B. If B works for a well-known company, A may assign the company’s specific
initial trust value to B. This is common practice in human interaction.

Previous experience with an individual provides a basis for an initial level of
situational trust for topics that have not been discussed before. This might be a
trust value for a similar topic. For example, user A may have established a trust
value for user B on the topic “tennis” and uses this value to infer an initial trust
value for information on a specific female player (figure 5).

Fig. 5. Competence profile for a specific communication partner and derivation
for a new topic. The competence value for the new node Davenport will be
determined by a function on its superordinate node tennis.
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Adjusting Trust. To adjust the level of trust, we identified three aspects
continuously influencing trustability and competence: knowledge evaluation, in-
formation consistency, and trust exchange.

Knowledge evaluation depends on the result of direct exchange. According
to this result, the trust value for the competence of its provider will be adapted.
This applies to information being accurate and of good quality as well as to
information being incorrect and incomplete. A (manual) decision on the quality
of each piece of information is needed to achieve this.

Information consistency complements the knowledge evaluation. In a consis-
tency check, new information is (manually) compared with existing information.
If a piece of information is found to be inconsistent with a number of already ex-
isting information, the provider’s trustability value is degraded and, vice versa,
if consistency is confirmed, his trustability is increased. This review process im-
plies that adjusting the trust value of a knowledge provider does not necessarily
require direct interaction.

Finally, it is possible to exchange the trust values. Similar to the knowledge
exchange, policies decide upon which trust values to exchange and with whom.
Hence, gathered trust values are used to adjust the receiver’s trust in knowl-
edge providers. However, the trust information about person P received from
a communication partner CP is also subject to a trust-based evaluation. Like
any other piece of information received from other users, trust information is
gauged based on the receiver’s trust value with respect to the sender. Hence, an
adjusted trust is a function of the current trust value for P, the exchanged trust
value for P, and the trust in CP (see figure 6). The resulting trust values not
only represent the experiences gained from direct knowledge exchange, but also,
to a certain degree, the experiences of other individuals.

Obviously, an appropriate user interface that integrates manual evaluation
seamlessly into the process of consuming knowledge is necessary. However, the
fact that trust is propagated and that many users benefit from one evaluation
helps in decreasing the personal overhead associated with manual evaluation.
It is not necessary that every user evaluates every piece of information he gets.
Moreover, information evaluation is always a natural part of consuming infor-
mation. Therefore, the overhead should be restricted to pressing the appropriate
button in the user interface if an information seems to be of low quality or
inconsistent.

Trust Propagation. The mechanism of adjusting trust as described before
has a side effect regarding knowledge and trust in communities. By exchanging
trust values, the level of trust will adjust and propagate throughout the social
networks and especially within the communities an individual belongs to. Trust
propagation self-organizes a network of trust and provides an overall statisti-
cal trustworthiness based on continuous and repeated interactions with other
community members. As a consequence, an individual will be able to deal with
each member of the social network on an appropriate basis of propagated lev-
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Fig. 6. Adjustment of trust values (simplified): exchanging competence informa-
tion with communication partner CP on a specific person (P) and topic (T).

els of trust since the trust network provides him with trust information about
community members he never met.

5 Tavern-Based Knowledge Exchange

Taverns present a favorite hot spot for personal communication. In such a place,
people with various social backgrounds meet to enjoy the company of others,
sharing similar interests, arguing about politics, sports, etc. It is one of the most
natural but, at the same time, challenging scenarios for a mobile knowledge
management system.

As stated before, in section 4, people usually do not meet by chance. They
regularly return to places visited before, to exchange information matching their
topic profile. A tavern represents a naturally occurring information hub for dif-
ferent communities as people tend to visit the same taverns periodically.

Assume the tavern called “Advantage” is well-known as a meeting point
for tennis fans. Here, knowledge is shared and discussed on the latest games,
single players, and of course the latest gossips on tennis stars. This scenario
of physical mobility and peer-to-peer knowledge exchange already is covered
by Shark, which electronically supports human communication. Using Shark,
images, news reports etc. might be exchanged in addition to the vocal knowledge
exchange in a conversation. The mobile devices of guests may also exchange
knowledge on common topics that are not actively discussed.

The agent-based approach extends Shark by introducing the notion of a
virtual presence (DeleGent) in addition to the physical one. To support the
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communities meeting in the tavern, its publican sets up a tavern server. This
server acts as a Local Station, maintaining a knowledge base as well as a tavern
KnowGent. Besides exchanging knowledge with guests, this server also allows
for guests to leave a DeleGent in the tavern (see figures 1 and 3).

As described above, a KnowGent will decide to create a DeleGent, if the
tavern server provides an interesting EP. The KnowGent creates a subset of its
topic profile describing the information that is to be gathered. The DeleGent will
be equipped with this profile subset (figure 7), an excerpt of the KnowGent’s
knowledge base, and information on trust and exchange policies. Finally, the
DeleGent migrates to the tavern server (figure 3) to act as a virtual presence
and to interact with DeleGents or KnowGents of other guests (figure 4).

Fig. 7. The personal KnowGent (PK) builds a DeleGent (PD) with a subset of
its topic profile, only containing information on tennis.

By the time, the KnowGent’s owner returns to the tavern, the KnowGent
recognizes its DeleGent and synchronizes the knowledge on tennis, communica-
tion partners, and trust values (figure 8). If necessary, the DeleGent is updated
with knowledge, policies, and new topics.

Not only Local Stations can carry DeleGents. If capabilities allow it, Dele-
Gents can also migrate to Mobile Stations. Therefore, members of a community
can carry DeleGents of each other and act as a delegate for other members.
Synchronization happens each time, the KnowGent meets one of its DeleGents
or two DeleGents meet. Because of this and the small world paradigm discussed
before, new relevant information quickly reaches interested users.

6 Conclusions

TAKEUP provides the means to further automate and evaluate the exchange of
knowledge between individuals. It provides a framework for exchanging knowl-
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Fig. 8. The personal KnowGent (PK) synchronizes with the DeleGent (PD) and
updates it with the latest knowledge, i.e. topic profile subset, trust information,
etc.

edge in a highly dynamic and mobile environment. To achieve this, we make
use of the advantages introduced by mobile agent technology. Mobile agents are
a well-accepted means for the development of highly distributed, dynamic, and
decoupled systems like the one presented in this paper. We use mobile agents
to extend the Shark system, a knowledge management framework for mobile ad
hoc networks. We demonstrated how DeleGents can spread out into the network
of a mobile community and use trust information to serve as a virtual presence
of a mobile user. By extending Shark with this agent-based approach, we enable
mobile users to be virtually present in several locations at the same time. The
sphere of knowledge acquisition can extend beyond the limits set by mobility
and physical presence.

Applying software agents as technology for mediating knowledge exchange in
our concept provides the abstractions needed to model, develop, and implement a
system that is modular and scalable to the needs of a social network. The agents
autonomously act on behalf of their users, providing support for decisions upon
knowledge, strategies, and policies. They encapsulate the users’ personalized
interest profile and allow for implementing separate strategies and policies for
each community member.

On the other hand, the resulting AMKM framework provides a basis for the
extension of existing knowledge management approaches by means of mobil-
ity and distributed management and introduces mechanisms to support quality
measurement and a well-organized distribution of knowledge. These abilities
strengthen the autonomy of software agents and therefore the agents’ usefulness
for managing knowledge on behalf of their users.
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7 Outlook

Regarding the formalization of trust, several approaches have been taken (e.g.
[7]), also regarding distributed systems (e.g. [4]) and security issues in agent-
based systems [18]. The use of trust is closely related to reputation management,
where approaches are mainly targeting security aspects [33], especially in decen-
tralized systems [1]. We are currently working on an appropriate adaptation for
trust and reputation, focusing on the exchange of knowledge.

In this paper, we left out discussions regarding an individual’s personal com-
munication strategy (cf. [6]) and exchange policies. Users may implicitly follow
different general strategies with respect to their communication habits. In our
view, the concept of trust may be extended to include information on these
strategies in order to reach an even more precise validation of knowledge.

The notion of context is a very important aspect for TAKEUP. For example,
[5] describes an approach similar to Shark in which context descriptions are used
for categorizing documents. Besides extending the current topic-based contexts
in Shark to include other context-related information, the overall concept has to
consider aspects of context management. In [21] the authors provide means for
the representation of an agent’s mental state. These concepts could be applied
to KnowGents and DeleGents. And for identifying a context, [3] provides some
initial ideas on how to combine multiple sensual inputs to constitute a perspective
as a context representation container.

As described in section 4.3, there still is a need for manual decisions on the
quality and consistency of gathered information. It is a matter to evaluation
whether current approaches on natural language processing and document deci-
sion (e.g. [9]) at least support and at best automate the decision process. A first
step to support document decision and a step to abstract from operating on a
generalized ontology is the application of classification tools, which largely auto-
mate the process of associating knowledge to topics. For example, [22] provides
a framework to generate such classifiers.
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Abstract. We report on experience with using RDF to provide a rich
content language for use with FIPA agent toolkits, and on RDFS as a
metadata language. We emphasise their utility for programmers work-
ing in agent applications and their value in Agent-Oriented Software
Engineering. Agent applications covered include Intelligent Information
Agents, and agents forming Virtual Organisations. We believe our expe-
rience vindicates more direct use of RDF, including use of RDF triples,
in programming knowledge architectures for a variety of applications.

1 Introduction

Resource Description Framework (RDF) and the associated RDF Schema
(RDFS1) were introduced by W3C as a portable framework for passing struc-
tured data and its associated metadata over the web. To date, much of the
work on RDF and RDFS and on higher level languages such as DAML has
concentrated on its role in supporting ontologies, rather than on how it helps a
programmer working with contemporary agent architectures using Java toolkits.
In this paper we wish to distil experience from using RDF in two very differ-
ent agent-based systems (AKT and Conoise) where we needed to use an agent
platform (such as JADE) to exchange rich content.

We believe that the virtues of RDFS as a sparse extensible metalanguage
for describing data moved across the web have been lost sight of in the rush to
explore more elaborate languages such as DAML and OWL. One should remem-
ber that these languages are themselves layered on RDF/RDFS. Also, languages
such as OWL are evolving rapidly, while RDFS has remained surprisingly sta-
ble. Lastly, there is now very good support for RDF/RDFS in Java-based class
libraries which can easily be integrated with FIPA-compliant Java-based agent
toolkits, such as JADE. Thus from the viewpoint of Software Architectures there
is much to commend the sparse elegance and stability of RDF/RDFS in a fast-
changing world. Indeed, we now believe that it is timely for FIPA agent languages

� Now working in the School of Computing, Robert Gordon University, Aberdeen
AB25 1HG, Scotland, United Kingdom.

1 http://www.w3.org/TR/REC-rdf-syntax
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to move from a LISP-based syntax to an alternative XML version, and to adopt
RDF as a standard content language.

A particular advantage of RDFS is its use from Java as a convenient accessible
metalanguage giving the types of structured data, including possible specialisa-
tions. When data is coming across the web in many forms it is essential to have
this type information easily available in memory. Thus the programmer does
not have to invent their own form of object class for this metadata. They also
have Java methods available to populate these classes from input in a widely
used interchange format. Contrast this with the intricate methods provided for
accessing some fairly basic metadata in JDBC.

We have used this metadata for describing schemas (ontologies), quantified
constraints for planning applications, and structured data for use in modelling
Virtual Organisations. We describe these in more detail below.

When working with RDF, we have found it useful to convert it into RDF
triples held in a Java table. This is equivalent to the usual pointer-based graph
structure, but easier to search and more convenient when merging in extra RDF
triples. Searching the table is easier than trying to work directly with an XML
tree structure, because equivalent XML abbreviations are reduced to a single
form, like a canonical form.

Besides using Java, we have developed in-memory Prolog term structures to
hold these triples, which are more convenient for Prolog pattern matching and
reasoning. This is crucial for semantic web applications. Thus we are not tied
solely to handling triples in Java.

Lastly, we have experience of using this system with several different trans-
port protocols. For web sources, we find the HTTP protocol very useful, particu-
larly where there are firewalls. For remote agents running on different platforms
we find Linda [1] very useful in conjunction with remote procedure calls, while
for Java platforms we may use Servlet technology. Because of the well established
use of XML, support for these protocols is widely available and tested, which is
another plus for RDF/RDFS.

2 The RDF Data Model

RDF is not unlike the Entity-Relational data model in its use of Entity identifier
as Subject, and Property or Relationship names as Predicate in RDF triples.
However, it also includes features of object data models (such as OQL) in its
use of object identifiers and subclasses.

Although it looks simple, it has all the essential features for mapping other
data models or layering extra details, as intended in its design. We have found
it easy to map data from our existing FDM (an early semantic data model)
and also quantified constraints which are formulae of logic expressed in this
model. One very satisfying feature of our constraint interchange format in RDF
(CIF) is that the tags used make a clean separation between information about
logical formulae with the usual connectives, and information about expressions
denoting objects in the data model. Effectively CIF gives another layer with
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richer semantic information, but it is able to use all the processing convenience
of RDF.

Expressions in our CIF language refer to facts about entities, their subtypes,
attributes and relationships, which of course can be expressed in RDF. Note also
that this model abstracts over relational storage, flat files and object-oriented
storage, following the principle of data independence. Thus it does not tie one
to any particular system, such as Oracle or P/FDM. This is a great advantage
to the programmer. Thus we stress the value of using RDFS in place of data
structures that tie the programmer to a particular storage schema. The mapping
to a particular knowledge source or data source can then take place separately
through a wrapper. This makes it very much easier to integrate data from dif-
ferent sources, as is often required over the Web.

We illustrate these programming principles below in two rather different ap-
plications. Firstly we consider the fusion of constraint information from different
sources on an intranet in the KRAFT project. This uses intelligent information
agents as mediators and facilitators. It originally used a textual version of Prolog
term structures for interchange. We are now reworking it to use RDF and XML,
and to use RDFS in place of P/FDM specific constructs. This is being used in
the AKT (Advanced Knowledge Technologies) collaborative project, so that we
can fuse data from other partners.

Our second example uses agents that make bids and that come together to
form Virtual Organisations. This also uses constraints, but more as a way to
give additional desires to BDI agents, whilst allowing them autonomy in how
they cope with other conflicting goals and desires.

3 Agent Architectures for Information Integration and
Fusion

The KRAFT2 system [2] employs an agent-based architecture inspired by the
Knowledge Sharing Effort which has proved to be an effective approach to devel-
oping distributed information systems. The basic philosophy of the architecture
design is to define a KRAFT domain where certain communication protocols
and languages must be respected (figure 1). Within this domain, agents are as-
sumed to cooperate and connections are made dynamically3. KRAFT recognises
constraints as abstract mobile knowledge which can be extracted, transported,
transformed and processed by software components. We use the constraint for-
malism as a domain-independent framework to represent application problems
as constraint satisfaction problems (CSPs). The application domain is mod-
elled by a database schema and domain knowledge is captured as constraints.
Constraints distributed in resources form a library of shareable and reusable
knowledge blocks which can be combined to compose problem specifications.

Having a semantic data model extended with constraints and mapped into
an open interchange format supports a range of applications in which infor-
2 Knowledge Reuse And Fusion/Transformation
3 Hence the absence of explicit connections in the grey area in figure 1.
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Fig. 1. This figure shows a conceptual view of the KRAFT architecture. KRAFT
components are round in shape while non-KRAFT ones are marked as squares. The
grey area represents the KRAFT domain where a uniform language and communication
protocol is respected.

mation needs to be moved across a network with rich metalevel information
describing how the information can be used. An example application common in
business-to-business e-commerce involves the composition of a package product
from components selected from multiple vendors’ catalogues. There are various
kinds of constraints which must be aggregated and solved over the available com-
ponent instances: constraints representing customer requirements, constraints
representing rules for what constitutes an acceptable package, and constraints
representing restrictions on the use of particular components.

In this last case, the ability to store constraints together with data in the
P/FDM database system4 allows instructions, which we called “small print con-
straints”, to be attached to the class descriptor for data objects in a product
catalogue database. When a data object is retrieved, these attached instructions
must also be extracted to ensure that the data is properly used. Thus the at-
tached constraint becomes mobile knowledge which is transported, transformed
and processed in a distributed environment. This approach differs from a conven-
tional distributed database system where only database queries and data objects
are shipped.

3.1 Modelling a Domain in RDF Schema

In the original KRAFT system, we model a domain by a database schema,
using the functional data model. The schema effectively serves as an ontology
that captures knowledge of classes, attributes and subclass relationships in the
domain. The following is part of a schema showing the pc and os classes and the
memory property in an application domain where components are put together
to configure a workable PC. The complete ER model is shown in figure 2:
4 http://www.csd.abdn.ac.uk/∼pfdm/
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declare os ->> entity

...

declare pc ->> entity

declare memory(pc) -> integer

declare has_os(pc) -> os

...

The functional data model is an extended ER model which can be easily mapped
into the RDF schema specification. A mapping program reads meta-data from
the database and generates the corresponding RDF schema, making this knowl-
edge web-accessible. The following RDFS fragment refers to the schema above:

<rdfs:Class rdf:ID="pc">

<rdfs:subClassOf rdf:resource=

"http://www.w3.org/2000/01/rdf-schema#Resource"/>

</rdfs:Class>

<rdfs:Class rdf:ID="os">

<rdfs:subClassOf rdf:resource=

"http://www.w3.org/2000/01/rdf-schema#Resource"/>

</rdfs:Class>

<rdf:Property rdf:ID="has_os">

<rdfs:domain rdf:resource="#pc"/>

<rdfs:range rdf:resource="#os"/>

</rdf:Property>

Mapping a P/FDM schema into RDFS has the advantage of making the domain
model available to RDFS-ready software. On the other hand, some semantic in-
formation is lost. The cardinality of each attribute, for example, is not expressed
in the RDF schema. Information on the key of each entity class is also omitted.
However, this information can easily be added to other metadata held in the
cif:entmet layer [3]

Briefly, entmet is a class of metaobjects whose instances correspond one-to-
one with entity classes, and whose property values give metadata such as class
name, superclass metaobject and RDF URI. One instance is the object in figure 4
whose ID is entmet pc. This gains us extensibility by adding extra properties,

os
name(os) -> string
size(os) -> integer

hard_disk
model(hard_disk) -> string
size(hard_disk) -> integer

model(pc) -> string
cpu(pc) -> string
memory(pc) -> integer
has_os(pc) -> os
has_disk(pc) ->> hard_disk

pc

Fig. 2. This schema shows three entity classes. The single arrow means that each pc

may have only one os installed. A double arrow means that a pc can have multiple
hard-disk.
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such as key, to the metaobjects in entmet or in propmet (for properties). There
is, of course, some redundancy, as where we record subclass information both
in entmet and by using rdfs:subClassOf. However, it is kept consistent, and
provides a clean layering of extra semantic information to be used by enabled
reasoners.

3.2 Capturing Domain Knowledge in RDF

Domain knowledge in KRAFT is captured as integrity constraints expressed
against the database schema, using the constraint language CoLan [4]. CoLan is
based on first-order logic and has proved to be expressive enough to represent
complex constraints [5]. CoLan constraints have evolved from the usual database
state restrictors into mobile problem specifications [6]. The following is an exam-
ple of a design constraint saying that “the size of a hard disk must be big enough
to accommodate the chosen operating system in every PC”:

constrain each p in pc

to have size(has_os(p)) =< size(has_disk(p))

User requirements are also captured as constraints. The following constraint
specifies that the configured PC must use a pentium 4 CPU:

constrain each p in pc

to have cpu(p)="pentium 4"

In practice, the human-readable CoLan constraints are compiled into an in-
termediate format, called Constraint Interchange Format (CIF). CIF expressions
are syntactically Prolog terms, which are easier to process by software compo-
nents.

To make CIF portable, we encode CIF constraints into RDF by defining an
RDF schema for the CIF language that is layered cleanly on top of RDF, serving
as a meta-schema [3]. A constraint encoded in RDF makes explicit references to
classes defined in the domain model as well as the CIF language definition in RDF
schema (figure 3). The RDF fragment in figure 4 shows the cif namespace defi-
nition and references to the CIF language RDF schema resource. In this example,
the variable with name uevar1 is restricted to be an instance of the entity class
pc which is defined by the domain model in "http://www.csd.abdn.ac.uk/
∼schalmer/schema/pc schema#pc". References to the domain model can be
found as value of the cif:entmet rdfname property.

This approach makes no change to the existing RDF and RDF schema spec-
ifications. As constraints are now represented as resources, RDF statements can
also be made about the constraints themselves. A detail discussion of the CIF
encoding in RDF is presented in [3].

3.3 Using Knowledge Encoded in RDF

Knowledge encoded in RDF is a web-accessible resource which can be utilised by
knowledge processing components. While the RDF model is simple and may not
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RDF schema
of the CIF
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"PC configuration"
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on the

"PC config"
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on domain "X"

as an
RDF resource

RDF schema

RDF

Fig. 3. Constraints in RDF make references to the CIF language definition and domain
models in RDF schema.

<rdf:RDF

...

xmlns:cif="http://www.csd.abdn.ac.uk/~khui/akt/cif/cif-rdfs.xml#">

<cif:impliesconstr rdf:ID="eg1">

<cif:qvar>

<cif:setmem>

<cif:setmem_var>

<cif:variable rdf:ID="uevar1">

<cif:varname>uevar1</cif:varname>

</cif:variable>

</cif:setmem_var>

<cif:setmem_set>

<cif:entset>

<cif:entset_entclass>

<cif:entmet rdf:ID="entmet_pc">

<cif:entmet_rdfname>

http://www.csd.abdn.ac.uk/~schalmer/schema/pc_schema#pc

</cif:entmet_rdfname>

</cif:entmet>

</cif:entset_entclass>

</cif:entset>

</cif:setmem_set>

</cif:setmem>

</cif:qvar>

...

Fig. 4. This fragment of a constraint encoded in RDF shows explicit references to the
CIF language definition and the domain model in RDF schema.

be expressive enough to represent complex and sophisticated knowledge, higher-
level layers can be nicely built above RDF to incorporate the richer semantics.
This is demonstrated in our RDF encoding of the CIF constraint language.

RDF provides a uniform framework for the representation of knowledge and
meta knowledge. Although it is simple enough to be processed by different soft-
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ware platforms, we believe that the RDF-encoded format should be used for
transportation only, not for direct reasoning purposes. Instead, inference and
reasoning are better done on the RDF triples; or on Prolog term structures which
are mapped from the triples for processing convenience.5 RDF triples may be
representing knowledge in a small granularity but they can be easily assembled
into knowledge chunks of a convenient size for processing purposes. Thus the
triple is a format which can be readily used in reasoning or as a stepping stone
to other formats. These triples can conveniently be created in memory by Jena
(figure 9).

In this section, we show how constraints, meta knowledge and domain models
encoded in RDF can be used by knowledge processing components.

– Converting Constraints between CIF and RDF
An RDF schema provides knowledge on the class hierarchy and
class properties with type information. For example, as we know
that the CIF constraint class has three subclasses impliesconstr,
unquantified constraint and existsconstr, we have to try all these sub-
classes when we try to parse an RDF statement as a constraint resource.
Similarly when we try to parse a property of a resource, we know what class
of resource is valid.
The RDF schema of the CIF language alone does not give us enough informa-
tion to map an RDF-encoded CIF constraint into its Prolog representation
(and vice versa). There are two pieces of knowledge missing:
• What is the Prolog term structure that corresponds to a certain class in

the RDF schema (of the CIF language)?
• Given the Prolog representation of a resource of a certain class, how can

we find each property of the resource (as Prolog terms)?
This missing knowledge should not be specified in the RDF schema as it
cares only about the semantics of a constraint resource but not the way that
it is represented in Prolog.
To solve this problem, we represent this knowledge as mapping rules be-
tween a Prolog term structure and its corresponding RDF class (in the CIF
language definition RDF schema). Once the missing knowledge is provided,
the mapping process between CIF and its RDF encoding is totally driven
by the RDF schema of the CIF language. Once again, structuring the task
around RDF has made the programming job easier.

– Knowledge Reuse by Constraint Fusion
Declarative constraints stored as self-contained knowledge objects in a dis-
tributed system form a shared library of building blocks. The key to reusing
this knowledge is the process of constraint fusion, which dynamically com-
bines the semantic content to compose problem specification instances. While
a single piece of constraint may not contain enough information to solve a

5 We use the Prolog “Pillow” library (http://clip.dia.fi.upm.es/Software/
pillow/pillow.html) for XML parsing, with an RDF parser sitting on top of Pillow
to map XML trees into RDF triples.



Experience in Using RDF in Agent-Mediated Knowledge Architectures 185

CSP, we hope that by combining constraints together, their total value is
enhanced, thus making the problem solvable.
The domain independent constraint fusion engine in KRAFT looks for any
potential semantic information exchange when constraints are logically con-
joined together. Simply speaking, it works by looking for variable pairs which
are generated in the same way. Under this condition, constraints that apply
to one variable may apply to the other variable. For example, variable x and
y share each other’s constraints as they are both instances of the pc class:

constrain all x in pc

to have cpu(x)="pentium 4"

constrain all y in pc

to have memory(y)>=128

In fact, sharing of constraint also happens between variables of a superclass
and a subclass, as constraints are inherited by the subclass from the super-
class. That means the constraint fusion engine needs knowledge of the class
hierarchy in the problem domain in order to make the correct inference. In
this case, the domain model is readily available as an RDF schema which
can be accessed as RDF triples.
Given a constraint, the fusion engine can easily retrieve the RDF schema of
the domain model by following the explicit links. By collecting RDF triples
on the rdfs:subClassOf predicate, the fusion engine then gets a complete
picture of the class hierarchy in the problem domain. The small granularity
of knowledge represented in the triple form allows the knowledge processing
component (in this case, the constraint fusion engine) to selectively access
the required knowledge in a quick and convenient manner.

4 Conoise and Virtual Organisations

Virtual organisations (VOs) in Conoise6 are composed of a number of au-
tonomous entities (representing different individuals, departments and organ-
isations) each of which has a range of problem solving capabilities and resources
at their disposal. These entities co-exist and sometimes compete with one an-
other in a ubiquitous virtual market place. Each entity attempts to attract the
attention of potential customers and ultimately tries to sell them its services by
describing the cost and quality of the service.

Sometimes, however, one or more of the entities may realise there are po-
tential benefits to be obtained from pooling resources: either with a competitor
(to form a coalition) or with an entity with complementary expertise (to offer a
new type of service). When this potential is recognised, the relevant entities go
through a process of trying to form a new VO to exploit the perceived niche.

6 Constraint Oriented Negotiation in Open Information Seeking Environments
(http://www.conoise.org)
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Given the independent nature of the entities involved, this process may suc-
ceed or it may fail. If it succeeds, the collection of independent entities have to
start acting as a single conceptual unit. In particular, they need to cooperate
and coordinate to deliver the services of the newly formed organisation. In dy-
namic environments, the context may change at any time, such that the VO is
no longer viable. Then it will either need to disband or re-arrange itself into a
new organisation that better fits the prevailing circumstances.

In Conoise we represent the knowledge and communication between the
agents using CIF/RDF. We build on the ability to combine the CIF/RDF knowl-
edge [7] so that we can use many disparate information sources to help in the
formation, management and dissolution of these VOs. The ability to combine
information from these different sources means that our decision making pro-
cess uses as much knowledge as is available at the time to aid in the process of
choosing other agents as VO partners.

4.1 Conoise Agent Design

Conoise uses CIF/RDF constraints to represent the services required in such
VO’s, and uses a CSP (Constraint Satisfaction Program) solver to provide the
reasoning process for their identification, formation, management and dissolu-
tion. The reason for using a CSP is that, as in KRAFT:

– We get data independence across platforms
– It is easy to combine conjunctive First Order Logic constraints compared to

imperative code

Typically the starting point for this process will consist of an agent receiving
a call for bids to provide a service. The agent must then decide what course of
action to take to provide that service. This can be either:

– To provide a bid based on its own resources.
– To provide a bid based on the resources available from its membership of an

existing Virtual Organisation.
– To provide a bid by creating a new Virtual Organisation, thereby initiating

a new call for bids to find new VO partners.

When deciding on which action to take the agent must be aware of the current
status of other agents and their abilities as well as what resources it can itself
provide.

constrain all t in travel_plan such that

travel_method(t) = train and travel_class(t) = sleeper_train

to have arrival_time(t) < 0830

Fig. 5. A call for services in CIF
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constrain all s in service_description

such that name(s) = Euston

to have travel_info(s) = cancelled

Fig. 6. Environment information held as CIF

Figure 5 shows an example call to provide a service (a travel plan repre-
senting a complete travel ’package’ to a specified destination [8]). The RDF is
not shown for reasons of space, but is similar to the example in figure 4. This
constraint determines that if the travel plan includes travel by train and it is a
sleeper train, then it must arrive at its destination by 8:30am. The added bonus
of such representation is that, once in the CIF format, we can combine this call
for services with other information (also held as CIF/RDF), such as previous
knowledge, current commitments and environment information in the CLP pro-
cess, thus providing us with a more detailed constraint problem to manage the
VO.

For example, this train service information can be combined with information
that the agent receives about the availability of trains from London Euston
(figure 6).

This means that the travel plan will not only take into account the sleeper
train and arrival time specific constraints, but can also combine this with knowl-
edge on a specific station it has received.

4.2 Conoise Agent Implementation

Fig. 7. The Conoise Agent Architecture
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The Conoise agent architecture is shown in figure 7. The agents are built
using the JADE Java-based agent platform7. Each agent in Jade communicates
using FIPA ACL 8, leaving the content language to be specified by the agent
(here CIF/RDF).

Do
     options := option_generator(event_queue,B,D,I)
     selected-options := deliberate(options,B,D,I)  
     update-intentions(selected-options,I)
     execute(I)
     get-new-external-events();
     drop-succesful-attitudes(B,D,I)
until quit

Fig. 8. BDI Algorithm

The agent architecture is based on the Beliefs, Desires, Intentions (BDI) agent
model [9]. This uses data structures to represent the beliefs (what the agent
knows), the desires (what the agent wants to do) and the intentions (how the
agent achieves its desires) and the agent’s reasoning and decision making process
comes from the interaction of these data structures according to a deliberation
process (represented as a top level pseudo-code algorithm in figure 8). The
desires of the agent are represented as constraints, and therefore exchangeable
between agents as CIF/RDF constructs.

To parse the RDF we are using the Jena toolkit9, a Java API for parsing
and manipulating RDF data models. It takes the RDF constraint and stores
it as a set of Subject-Predicate-Object triples in a Model object. This object
can then be queried using the API methods getSubject(), getPredicate()
and getObject(). The Java code fragment in figure 9 shows the model variable
being instantiated with the RDF from the URI specified by the constraintURI
variable. The while loop shows how we can then parse this model and extract
the necessary subject-predicate-object values.

Once a message has been received by the agent it is passed into the message
queue (figure 7), where it is parsed into a new Jena Model (as shown). The agent
then creates a desire object and, from this, creates a set of possible intentions
describing ways of completing this desire. It then chooses between these com-
peting intentions (using the CLP solver and its beliefs) and executes the chosen
one, which will complete the necessary steps to fulfill the desire. As we have all
the agent’s other commitments (the other desires it is doing at the same time)
stored in desire objects as CIF/RDF parsed Jena models, we can combine these
with the current desire when deliberating to provide a choice of intention.

7 http://sharon.cselt.it/projects/jade/
8 http://www.fipa.org
9 http://www.hpl.hp.com/semweb
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Model model = new ModelMem();

JenaReader r= new JenaReader();

r.read(model, constraintURI);

StmtIterator iter = model.listStatements();

while (iter.hasNext()) {

com.hp.hpl.mesa.rdf.jena.model.Statement stmt = iter.next();

Resource subject = stmt.getSubject();

Property predicate = stmt.getPredicate();

RDFNode object = stmt.getObject();

...

}

Fig. 9. Using Jena to create RDF triples.

5 Discussion & Related Work

In this paper, we have demonstrated how RDF has a far broader applicabil-
ity than its original role as a metadata format for web resources. Our usage of
RDF places it at the core of an agent-mediated distributed knowledge architec-
ture, in which RDF provides: a carrier for the communication of entity-relational
information between web services, a format for mobile and self-describing con-
straints, and a content language for inter-agent communication. In this section,
we summarise our experience in using RDF, and draw comparisons with related
work.

The most common approach for transport of structured information between
web services is to define the data using XML Schemas (or DTDs) and use an
XML-RPC framework such as SOAP. The use of RDF as a layer on top of
XML means that the communicated information has a data model (semantics),
whereas the XML Schema/DTD-defined data has only a structure (syntax). Most
of the work that acknowledges the importance of a semantics for communicated
data — essentially the founding principle of the Semantic Web movement —
proceeds to define additional layers on top of RDF and RDFS (DAML+OIL,
OWL, etc). O-Telos-RDF [10] even proposes an alternative to RDF, serialis-
able in XML, but with much clearer axiomatic semantics. In contrast, we view
RDF and RDFS as sufficiently useful and extensible in itself; in defence of this
position, we have shown that the RDF data model is adequately expressive to
transport data originally stored against the P/FDM semantic data model. Other
work within the AKT project further supports this position, where RDF is used
to represent a large repository of information on the research activities of UK
universities, and to draw inferences from this information [11]. Further evidence
for the utility of RDF in knowledge management applications is provided by the
EU COMMA project [12]. In all of these approaches, the sufficiency of RDF and
RDFS to represent and communicate both ontological (schema) information and
individual instances is demonstrated.
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Our original inspiration for using RDF and RDFS as a format for mobile and
self-describing constraints was the original OIL proposal [13], wherein the RDF
data model was extended with logical connectives (and, or, not, etc) which were
themselves syntactically defined using RDFS. The more recent Semantic Web
work on DAML+OIL has backed-away from this original position, apparently
because the logical apparatus of boolean expressions has been “pushed up” to
a higher logic layer, above the DAML+OIL ontology layer10. While this is not
unreasonable, we have opted to define our constraint format CIF directly on
top of RDFS, as we view RDF itself as a major application of constraints. For
example, CIF can be used to define integrity constraints on RDF classes, even
though they are not expressible in RDFS itself. Our CIF work is related to the
ongoing RuleML initiative11 (positioned at the Semantic Web logic layer) and,
while we would see our work coming into alignment with RuleML in the future,
we note that currently RuleML is more concerned with traditional if-then rules
rather than declarative constraints.

OCL is a declarative expression language for annotating UML class diagrams
with invariants, especially more complex cardinality constraints. It has been used
to create formal models of configuration problems [14], which is more concerned
with formal correctness than with AI problem-solving. However their logical
formalism is very similar to ours, and a UML class diagram is just an ER diagram
with methods, where we use functions.

Our high-level architecture is agent-based, and RDF serves as the content
language. Again, this communication framework stands in contrast to the main-
stream RPC model of web inter-application communication, where SOAP dom-
inates. However, agent-to-agent communication is far more flexible than RPC,
being loosely-coupled, asynchronous, and allowing individual network nodes full
autonomy [15]. Regrettably, the current state-of-the-art in agent communication
languages is not directly compatible with RDF. Both FIPA and KQML rely pri-
marily on a LISP-based syntax rather than XML and, while FIPA informally
allows RDF as a content language, this is not part of the standard. Nevertheless,
we assert that the combination of an agent architecture and RDF as a content
language is powerful and open, and believe that a fusion of web standards with
agent standards is a desirable goal of both communities.

6 Conclusion

An important theme of the conference, enunciated by Ludger van Elst in his
opening remarks, was the move towards intelligence-enhanced and integrated so-
lutions. This is exactly the motivation behind our paper. We use FDM because
it is a powerful semantic data model, designed for data integration across mul-
tiple platforms, and proven in use. By expressing range-restricted constraints in
portable form, conforming to the data model but independent of the implemen-
tation details of the storage model, we make data semantics available in a form
10 http://www.w3.org/2000/Talks/1206-xml2k-tbl/slide10-0.html
11 http://www.dfki.uni-kl.de/ruleml/
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suited to mechanised reasoning and intelligent processing at the target site. This
is the gateway to intelligence-enhanced solutions. In our case it is done using
finite domain constraint solvers, but other kinds of constraint checker or solver
are applicable.

This theme was also picked up by Charles Petrie in his invited talk in the
opening session. He expressed the need to exchange information in a form that
conforms to W3C standards, yet allows AI reasoners to work with it and so gain
flexibility. Thus he wants interfaces to be flexible enough to allow code to be
generated on the fly to fit them, so that they do not need the intervention of
human programmers. We have found that a combination of Prolog and Java,
as described in this paper, works very well for this purpose. Prolog is excellent
for on-the-fly code generation, and also for pattern-matching type descriptions,
possibly held in memory as RDF triples. Java is excellent for creating exter-
nal interfaces conforming to W3C specifications. A combination of the two, as
in Sicstus, works very well. Prolog is also well adapted to constraint solving
and mechanised reasoning, when working with a logic formalism such as that
advocated by Petrie or Pease [16].

In conclusion, we have argued that, for agent-mediated knowledge systems,
there is a clear need not just to represent and communicate information, but
also to reason with it. We have shown how we are using RDF to do both: we can
readily map entity-relational data into RDF, communicate it within an agent
communication language, and reason with it using constraints also defined in
RDF. In conclusion, we see the desirable features of RDF for agent-mediated
knowledge systems as being:

– simplicity of its triple-based data model;
– uniformity in the representation of both knowledge (instances) and meta-

knowledge (schemas);
– portability of the XML serialisation;
– web-enabled, compatible with W3C standards;
– extensibility, exemplified by the layering of RDFS on RDF.
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Abstract. The present paper describes the Avestruz1 framework, a multi-agent 
based architecture for generating tools for document classification in specific 
domains. We have designed and implemented an architecture that separates the 
concerns related to document search and election (called a concern platform) 
from those related to the classification algorithm. Not only is it possible to use 
and experiment with existing classification algorithms but also to generate new 
algorithms, taking into consideration specific characteristics of the domain 

1. Introduction   

The problem we address in this work is document classification - that is, given a set of 
documents and a set of classes, to decide which documents best match each class. 
When a tool for classifying documents is generated, many concerns need to be taken 
into consideration. These concerns can be divided into two main groups: 
 
 The first group deals with concerns related to general functionalities, such as 

document processing (extraction of important parameters used during 
classification), document location (finding the places where the documents are 
stored), detection of duplicates (to avoid the useless re-classification of already 
classified documents) and report generation (in which way the results will be 
used), just to mention a few;  

 
 The second group deals with concerns related to the document classification 

algorithm that is used. 
 
 Due to its intrinsic characteristics, the second group of concerns strongly suggests 
that it should be handled by someone with accurate skills in algorithm engineering, 
whereas the first group does not require such a specialization. The first group of 
concerns can be "frozen" in a framework [1] to allow for algorithm research. Such a 
framework, in which one can plug and use different algorithms in an easy fashion, 

                                                           
1 the word for ostrich in Portuguese. 
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plays the role of a laboratory where one can analyze the overall performance of 
different algorithms, processing different types of documents (for instance, documents 
about economy, politics, documents written in HTML, PDF or PS). After testing 
different algorithms, the best one can be chosen in order to create a complete 
application that uses the functionalities of the first group. 
 Following this strategy, we have developed Avestruz, a multi-agent framework that 
generates tools to classify documents. Since their work is automatic, the generated 
tools can be highly autonomous: the only inputs required are the places where the 
documents are stored. The existing hot spots [1] are the type of documents supported, 
the reports generated, the degree of memory and pro-activity of the agent, the 
document selection strategy and the classification algorithm. Clearly, the last hot spot 
is directly related to the second group of concerns (which we call classification 
concerns), whereas the others comprise the first group (which we call concern 
platform). 
 The main goal of the framework architecture is to decouple the concerns related to 
the classification algorithm from those related to the platform by using the concept of 
separation of concerns [2].  Once the concerns platform is defined, a specialist from 
the documents domain can handle the concerns related to the classification algorithm. 
The great advantage is the ability to test different algorithms: a specialist in 
algorithms has a powerful tool for making tests. 

2. Methodology 

The decision of adopting a design approach based on multi-agents for the 
development of the framework meant to facilitate the understanding of the problem at 
hand. A classifier agent can be seen as an entity that is constantly searching for 
documents, while selecting the ones that must be processed. It processes them 
according to a classification algorithm and reports the results. 
 In order to prevent that concerns related to a specific agent conflict with concerns 
related to the multi-agent system [2][3] we have adopted a two-layered approach. The 
software agents that are controlled by the second layer are placed in the first layer, 
which is the management layer.  
 The strategy used to obtain the desired independence between platform and 
classification concerns was to concentrate the concerns platform on both the 
management layer and the software agent layer while the classification concerns are 
located only in the agent layer. This is done in a way that by dealing with the software 
agent as a user of external services it hides the software agent concept. Once the 
platform is instantiated (generated), the framework generator is free from the software 
agents concerns to concentrate its attention on the classification algorithm. It does not 
need to know that the framework was built using software agents - this capability is 
completely encapsulated. All the frozen spots [1] are located in the management 
layer, and they deal with concerns such as agent cooperation and coordination. Thus, 
in order to benefit from the proposed two-group approach, it is necessary to 
instantiate the framework following two steps: the first step deals with the concerns 
platform, where all the corresponding hot spots are completed; the second step is 
dedicated exclusively to the classification hot-spot. 
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3. The Avestruz Framework 

Avestruz was developed using the object-oriented paradigm and Java as the 
programming language. The architecture built is completely based on the two-layered 
approach, and we made extensive use of Design Patterns [5] to achieve the desired 
flexibility. We discuss now in detail each of the layers. 

3.1 Agent Layer 

Each classifier agent has its own thread of execution, and is composed of six 
subsystems, as shown in figure 1. The Coordination subsystem encapsulates the 
multi-thread characteristics of the framework, so it appears in the figure as multiple 
instances, while the other subsystems are shared by the coordination subsystems. 
 
 
 
 
  
 
 
 
 
 
 
 
 

Fig. 1. Agent subsystems 

  
Each subsystem is responsible for a very specific task: 
 
 Document Processor: processes the documents and extracts from them all the 

relevant information that is to be used during the classification process. Among the 
classes that compose this subsystem, the most important is the Document interface 
whose methods define a unique interface that is used by other subsystems, 
specially the Classifier. When instantiating the framework, for each type of 
document that is to be processed (for instance, HTMLs, PDFs, etc) there must be a 
parse class implementing Document. Each different document generates a different 
instance of the corresponding parse class, and this instance must be capable of 
providing access to all necessary information of the parsed document. As some 
documents are able to indicate new document paths to be processed., such as 
HTMLs or PDFs (that may contain hyperlinks to other documents), there is the 
getPointedDocuments method, that may return the pointed document paths. This is 
another hot-spot of the framework: the software agents can be able to discover new 
documents other than the ones initially indicated. 
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 Memory: keeps track of the processed documents. It avoids a document to be 
processed twice in the same execution. This is a frozen spot of the framework: a 
document can be processed only once in an execution. However, it may be 
required that a document is processed again in another execution. That is the 
difference between a volatile and a persistent memory. For this reason, although 
the volatile memory is frozen, the persistent memory is a hot-spot. 

 
 Report Generator: This is another important hot-spot as different tools require 

different reports to be generated. For example, it is possible to develop a tool that 
stores all the reports in a database, whereas another one can generate a report and 
send it by e-mail. 

 
 Classifier: responsible for the classification process. This subsystem is another hot-

spot as it encapsulates the classification algorithm used, and uses the instances of 
the classes that implement Document generated by the Document Processor to 
gather all the required information. 

 
 Document Paths List: stores the document paths. When the system starts the 

execution, this list must contain all document paths to be processed. As new 
document paths are indicated by the processed documents, they are also put in this 
list. Avestruz provides a ready-made list, that can be extended to add new features, 
such as implementing filters or priorities for documents to be processed. For 
instance, when selecting document paths to be classified, store only those that have 
the string “cnn.com” in its path. This would imply that only the cnn.com site will 
be classified. The process continues until this list is empty. 

 
 Coordination: coordinates the agent tasks: (i) get a document path from the 

Document Paths List; (ii) ask the Document Processor to open and parse the 
document; (iii) add to the Document Paths List all the document paths pointed by 
the processed document; (iv) check the Memory to be sure the document has not 
already been processed and if not, ask the Classifier to classify the document, and 
send the results to the Report Generator. 

 
 Each classifier agent of the system performs exactly the same tasks in the same 
order – there is no specialization. Also, by analyzing the Coordination subsystem it 
possible to understand why the software agent abstraction is completely hidden from 
the instantiation of the framework: none of the five subsystems require previous 
knowledge about the Coordination subsystem to be instantiated – all the five 
subsystems are seen by the Coordination as external services with a well-defined 
interface. 

3.2 Management Layer 

The concerns related to this layer deal with the overall execution of the system, such 
as (i) creating the software agents with the necessary parameters; (ii) stopping the 
software agents prematurely, if necessary; (iii) generating statistics about the 
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execution of the agents; (iv) providing a framework [1] [5] for the communication and 
coordination of the software agents. 
 Instances of the framework use this layer to communicate with the underlying 
multi-agent system – there is no direct communication with the agents. So, it can be 
seen as the only access point for the multi-agent system. In terms of separation of 
concerns, this means that it is possible to can think of the Management Layer as the 
Facade [5] for a classification subsystem. 
 The adopted communication framework is based on blackboards [4], and is present 
mainly in the Document Paths List and the Memory, as both need to share their 
content among the agents. Even though part of these two subsystems are related to 
communication and cooperation concerns, this part is completely isolated from the 
instantiation process. 

3.3 Instantiation 

The two-step approach proposed means that the first subsystems that must be 
instantiated are Document Processor, Memory, Report Generator and Document Paths 
List, as all of them deal with the platform concern. The Classifier subsystem is the 
one that directly deals with the classification concerns, therefore it must be 
instantiated in a second step, thus allowing for algorithm research. 
 Figure 2 depicts the complete instantiation process, and indicates in which layer 
each part is located. There is a third layer called Application Layer, representing code 
specific for an application, such as user interface or other that is not directly related to 
Avestruz. 

4. The Generated Tools 

The main purpose for making the tools generated from the framework highly 
autonomous is to minimize the need for interference from the user during the 
classification  process. Also important is the fact that the instances of the framework 
are not limited to self-contained applications: it is possible to generate independent 
components to be connected to other knowledge management applications. 
 There are already four substantially different instances derived from the 
framework, two applications and two components: 

 Semantic Probe is an instantiated component that classifies documents in the 
SHOE format [6], a proposal for marking up documents for the Semantic Web [7]. 
The implemented algorithm combines the document content (only the textual 
content) with the author’s original classification. It is an ontology-based algorithm, 
where the taxonomy elements are treated as nodes in an ontology tree. The 
algorithm output either validates the existing classification or adapt it according to 
an external classification taxonomy. As a component, it should be integrated to 
some KM application that makes use of the probe’s output. The current 
implementation saves all the output in a XML file, what proves that it can be 
connected to any application that follows the avestruz framework output format 
classes.  
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Fig. 2. Instantiation Process by Layers 

 
Semantic Probe is currently being used to evaluate how the abundance of meta-
information in documents affects the classification process. 
 

 KM Probe is a variation of the Semantic Probe, except for the fact that the 
documents processed are in HTML. So, its classification algorithm is not as 
sophisticated because there is no abundance of meta-information. 

 
 Webclipper is an instantiated application that searches for news over the internet. 

Everyday, it visits all the new web-pages from a set of three hundred selected 
information sources (portals, online magazines, online newspapers, etc.), what 
means approximately sixty-thousand visited pages each day. Webclipper’s 
classification algorithm is logic-based: its input consists of a list of classification 
classes, each one containing a set of rules that are applied to each news. If one of 
the rules is validated against a news document, the document is included in a 
personalized report automatically generated. We generate one report for each 
classification class, which is either sent by e-mail (to a configurable set of e-mails, 
where each classification class has its separate set) or saved in local file, that can 
be, for example, placed in a web server. The report format is also flexible, and we 
currently use HTML. 

 
 Site Seeker is a simple application that works just like an online search engine, 

searching for combination of words in web-pages, with one difference: there is no 
database involved, the search is directly on the web-page. Because of that, it is 
suitable for small sites. 
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5. Ongoing Work 

We are currently working on two independent ways: 
 

 Improving existing instances and creating new ones in order to validate our two-
step development approach. We are improving the Semantic Probe, to make it 
compatible with other markup proposals, and improving the classification 
algorithm implemented in Webclipper.  

 
 Trying to generalize our two-step approach for other domains. We believe that the 

more the concerns related to the multi-agent system and to the agents are 
independent from the final system functionalities, the more it is possible to 
separate the generation of the system in one step dedicated to the agent technology, 
and another dedicated to the system itself.  

6. Relevance to Agent Mediated Knowledge Management 

Anyone that belongs to the AMKM development/research team has always to deal 
with concerns coming from both Agent and Knowledge Management Technologies. 
This implies that pure Knowledge Management developers/researchers are excluded 
from the benefits that multi-agent systems bring to software development. By 
separating the concerns the way we proposed and implemented in this work, it is 
possible to let pure knowledge management researchers to deal only with their issues, 
leaving the platform concerns to somebody else.  

Another relevant contribution is the creation of an agent-based tool that is suitable 
for researches on how the abundance of meta-dada in marked-up documents for the 
semantic web should affect the classification process. By creating a framework where 
the algorithm can be changed in an easy fashion, a knowledge management researcher 
has a powerful tool to run extensive tests. 

Yet another contribution is the possibility of creating an agent-based knowledge 
miner, that can be defined as a special web-crawler that actually understands the 
documents it is crawling. This special web-crawler can be used, for example, to 
gather content for an intra-semantic web, playing the role of the web wrappers agent 
society generated in [8]. An enhancement to such a tool is using an interpreted-based 
language for parsing documents (like the one proposed in [9]), allowing the user to 
change some classification rules for extraction of document parameters.  
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Abstract. This paper presents a multi-agent model to support decision-making 
in organizations. The model is characterized by being interactive, distributed, 
and incremental and by the use of cognitive maps to represent the knowledge of 
decision-making actors. The main proposition is to consider the context of con-
cepts belonging to cognitive maps in a way that it represents agent’s mental 
states, allowing some kind of inference. To do so, context is conceptualized in 
cognitive maps, defining agent’s mental states from concepts being causally re-
lated to their context. 

1   Introduction 

This paper proposes a multi-dimensional reasoning process in a multi-agent system. 
Software agents are used to support decision making in organizations, representing 
the knowledge of the actors that participate in the decision making process. In the 
model, cognitive maps are used as instruments to represent dispersed knowledge 
sources. This kind of cognitive model is used to compose a collective solution to a 
goal through a distributed and incremental process, based on agent’s interactions. 
Rational relations between agent’s mental states are mapped during agent’s internal 
reasoning processes. Finally, the emergence of collective knowledge, where interac-
tions give rise to some kind of organizational culture, is represented in the artificial 
agent’s cognitive maps. 

The main proposition of this paper is to consider the context of concepts belonging 
to cognitive maps in a way that they can represent mental states, allowing some kind 
of inference. To do that, the philosophical positioning of functionalism is here as-
sumed, aiming to model relationships (some kind of “functional roles”) between 
agent’s mental states.   

Philosophy and artificial intelligence both try to understand, in a physical world, 
all kinds of perception, action, intelligence and consciousness phenomena. In particu-
lar, artificial intelligence is a domain where mental experiments have been conducted 
with a main goal: starting from a given conception of what can be the mind, con-
trolled mental experiments simulate reasoning and they use it in software programs. 
Their main advantage remains on the possibility of refutation during the experimenta-
tion process. This approach is different from the one generally followed in philoso-
phy, where a given reality is studied – in this case there is no artificial model to ex-
periment. Artificial intelligence is inspired by a functionalist conception of the mind, 
characterized by the recognition, by a physical system, of a given functional organiza-
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tion [4]. If this functional idea of the mind is fair, then experiments conducted by 
artificial intelligence can help us to understand the knowledge representation systems 
used in our minds. On other side, artificial intelligence can improve upon the under-
standing of folk psychological constructs such as mental states. Actually, the notions 
of intelligence and mental states are strongly connected. Intelligence can be seen as 
the capacity of problem solving and decision. Mental states are representations of the 
world. There is no problem solving and decision capacity without some representa-
tions of the world. These representations can be, in folk psychology terms, intentional 
states such as intentions, beliefs and desires. According to this point of view, artificial 
intelligence can be seen as a laboratory where new software architectures, starting 
from a specified idea of what is the mind, are conceived and tested [14]. Therefore, 
artificial intelligence experiments can be seen as a way of really doing philosophy, 
because they search the conditions that make possible cognition in general. 

I believe that this position is according to the computational ideas that support 
multi-agent systems. In a multi-agent system we consider the hardware as the brain of 
an artificial agent, the software as its mind, and following this kind of parallel, inten-
tional agent’s mental states can be defined by the roles they play in the system. A 
software agent is characterized by its autonomy regarding the user, by its pro-
activeness – it acts to achieve its goals – and by its intentionality [16]. To represent 
agent’s intentionality, I make use of some mentalistic notions found in folk psychol-
ogy, such as beliefs and desires, as they are described for human behavior. Folk psy-
chology allows us to make conclusions from mental states using assumptions. An 
intentional agent has beliefs, desires and, in a generic way, different kinds of mental 
states. The folk understanding of mental states has been presented as a theory of mind 
with an interesting operational content, to study the role of our own mental states in 
our behavior [28]. According to this approach, the understanding of internal mental 
states, and their internal cognitive mechanisms gives individuals the capacity to pre-
dict and explain their own behavior. Folk Psychology permits also the manipulation 
of knowledge some kind of data structures representing mental states, which mediates 
between our observation and our predictions or explanations. Actually this point of 
view acts as a functionalist theory, identifying mental states in terms of their causal-
functional relations. 

In a recent research [22, 23] I have proposed an inter-disciplinary approach con-
cerning decision-making in human organizations, cognitive mapping and interaction 
between intelligent artificial agents. Multi-dimensional reasoning processes were 
modeled as multi-agent systems. I aimed to process automatically some mental facul-
ties of individuals and groups. To do so, causal cognitive maps [2] were used as in-
struments to support collective reasoning. Those kinds of cognitive models were used 
to represent agent’s mental states and to compose a collective solution to a goal 
through a distributed and incremental process, based on agent’s interactions.  

I propose now to map rational relations among an agent’s mental states and to use 
this mapping to study the emergence of collective knowledge, where interactions give 
raise to some kind of organizational culture. 

This document is organized as follows. The next section presents the functionalist 
idea of contextual mental states, from which is based this research. After that, the 
third section presents the domain of cognitive mapping. The fourth section concerns 
the main proposition of the article, e.g. to consider the context of concepts in a way 
that they can represent mental states, allowing some kind of inference. The document 
concludes with the discussion of some perspectives of research in the domain.  
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2   The Functionalist Idea of Conte tual Mental States 

The philosophical positioning assumed in here is that of functionalism  The philoso-
phical doctrine of functionalism holds that ordinary people understand each common 
mental state descriptor to pick out a distinctive “functional role”, i.e., a set of causal – 
functional relations as stimulus inputs, behavioral outputs, and other mental states 
[12].   

Two main subjects have been studied regarding functionalism: intentionality and 
consciousness. I will focus on the first one. To explain where intentionally come 
from, the base idea of functionalists stands that mental content is identified with 
causal-functional roles. In general terms, functional analysis decomposes mind in 
parts each time smaller until they are uniquely reactive. These components belong to 
a net of mechanical capacities, where the intelligence of the system is in the interac-
tion of its components [4]. Several theories were proposed based on this model, as for 
instance the Functional Role Theories of Content.  

According to these theories, a network of inference relationships among states de-
fines mental states. An example of this approach is the Global Workspace Theory [3], 
where mental states are defined in terms of their functions. The main characteristic of 
the Global Workspace Theory is that a mental state is activated (e.g., it is a conscious 
representation) when its message is broadcasted to the whole system. Then, according 
to the nature of the mental state, some specific receptors will process the message. 
These receptors are working memories acting in parallel, composing a distributed 
control structure with their interactions [10]. This picture of the mind, a collection of 
intercommunicating subsystems where reasoning is done through a set of messages 
posted in a large blackboard for all cognitive subsystems to read, it is far from being 
intuitive for most people [12]. Another problem of this approach is its holistic dimen-
sion – the content of every belief depends on the content of every other belief in the 
blackboard.  

To reduce this holistic dimension to some pertinent and applicable dimension – to 
distinguish mental states from the hole – the Causal Covariance Theory of Content 
[1] proposes that mental states get their content by being causally related only to what 
they are about (e.g., to those mental states belonging to its own specific context). This 
idea is in here adopted in a general way, to define and operate mental states. To un-
derstand this propositions let’s previously present cognitive maps, descriptive cogni-
tive structures used by psychologists to represent the decision making process in 
organizations.  

3   Cognitive Mapping 

From an epistemological point of view, the decision making process can be studied 
through an individual perspective, concerning methodological individualism, or 
through an organizational perspective, relating to holism. The analysis of a behavior 
or situation in its context is the holistic approach used in social sciences [8]. Cogni-
tive mapping facilitates the adoption of this kind of approach, allowing the represen-
tation of knowledge in a holistic perspective, taking into account individual knowl-
edge of deciders in the context of collective decision making in organizations. A 
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cognitive map is a graphical representation of the behavior of an individual or a group 
of individuals, concerning a particular domain. This kind of graphical representation 
can help the understanding of different points of view and can evidence conflicts 
between deciders [2]. 

A cognitive map is composed by concepts (representing things, attitudes, actions 
or ideas) and links between concepts. Those links can represent different kinds of 
connections between concepts, such as causality or influence. 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

  
 

  
  

 

  

  

  

  

   
 

  

  

   
 

 

  

  

   
 

      

  

Fig. 1. Example of a cognitive map composed by three different kinds of concepts – tasks, 
goals and states of the world [22] 

 
The main interest of cognitive maps it’s their reflexive character, allowing people 

to became conscious of their implicit knowledge, through the visualization of all 
direct and indirect links between concepts. We each construct our private versions of 
reality and deal only with those constructions, which may or may not correspond to 
some real world [21]. Cognitive maps are used, mainly by psychologists, as data 
structures to represent knowledge and to make behavioral analysis in what concerns 
decision-making in organizations. According to Karl Weick and others, organizations 
can be seen, at some abstraction level, as systems of construction and interpretation of 
reality [31] [20]. Following this approach, cognitive maps can be employed at an 
individual level, to represent individual viewpoints, and at an institutional level 
through the use of collective cognitive maps. Generally, this kind of cognitive models 
facilitate the analysis of the graphically represented ideas and lines of thought, facili-
tating communication inside a group supporting discussion and negotiation between 
the elements of the group having different points of view. Cognitive maps can also be 
used to detect conflict situations between deciders. 

This cognitive map implements a concept typology similar to the one proposed in 
[6], regarding knowledge representation in an organization. According to this typol-
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ogy, tasks are concepts that describe actions or attitudes (for example, to interact, to 
make reunions, to dialogue, to invest in R D). Goals must be achieved by doing 
tasks (for instance, to achieve the innovation of working processes or to accomplish 
the adaptation of employees to changes). States of the world represent things or quali-
ties of the environment. All those concepts, tasks, goals and states of the world, are 
connected by influence links. Influences can be very negative (--), negative (-), posi-
tive ( ) or very positive ( ).  For instance, in the example above the link between 
tasks t8 – nvest in R D and t7 – Research to improve working processes is ( ), 
meaning that t8 has a very positive influence in t7. On another hand, t7 has a very 
positive influence on the achievement of the goal b2 – novate working processes. A 
particular case is represented by links representing simultaneously different qualities, 
as the case between the task t9 – Professional learning, connected to e4 – Resistance 
to change working habitudes by a (-, ) link. This kind of double links represent the 
existence of different opinions concerning the nature of the link. In this example, the 
cognitive map evidences two points of view: one standing for a negative influence 
between t9 and e4 and another saying that there is a positive influence between those 
two concepts.  

Several methodologies in psychology are used to compose cognitive maps, includ-
ing two main alternatives to extract and represent knowledge from individuals: the 
phenomenological and the normative ways. The first alternative considers the subjec-
tive dimension of behavior - it must be the individual by itself to compose its own 
cognitive map. The normative methodology stands for the use of observers, special-
ized in extracting concepts and links between concepts from written texts and oral 
interviews. These observers are normally psychologists [8]. 

4   Cognitive Maps Standing for Mental States 

In a previous research I have proposed a multi-agent model based on multi-
dimensional reasoning processes [22, 23]. In this proposition each artificial agent 
supports the decision of an individual participating in the collective decision-making 
process in the organization. Causal cognitive maps are used to represent knowledge 
of those deciders. Artificial agent’s knowledge is used to compose a collective solu-
tion to a goal, through a distributed and incremental process based on agent’s interac-
tions. This distributed and incremental process is represented in Fig.2. 
 When an actor requests its agent to propose a solution to a goal, this one uses the 
set of concepts represented in its cognitive map to compose the solution. Throw a 
reasoning process, which is an extension of the egative-Positive- eutral Logic [34], 
named P e Methodology [22], the agent become aware of the tasks, goals and states 
of the world that influence, directly or indirectly, the achievement of the goal. Then 
the agent  
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Fig. 2. An interactive, distributed and incremental resolution process [22] 

composes, with those concepts, its individual solution to the goal, represented by a 
partial cognitive map.  
 The second step concerns the allocation of sub-goals (those goals that belong to the 
previous solution) to other agents in the system. As represented in Figure 2, each 
agent that receives an allocation message including a goal, starts its own reasoning 
process to the sub-goal and, in return, responds with a solution to the sub-goal. This 
distributed reasoning process allows representing several points of view concerning 
the sub-goals. 

Next, agents aggregate their partial solutions in a collective solution, throw the 
P e Methodology of ggregating Cognitive Maps detailed in [23]. This is done, 

mainly, throw de composition of the interaction matri , where are represented links 
between all concepts that belong to the different partial solutions. The matrix repre-
sents all links between to given concepts, including conflicting points of view. Then, 
according to the P  Logic [34], only the most acute opinions are considered to 
compose the collective solution. For instance, lets consider the concepts referred in 
the previous section, t9 – Professional learning and e4 – Resistance to change work-
ing habitudes. Supposing that, after goal allocation, the system obtains three different 
viewpoints: , - and --. In this case the link between those two concepts would be ( ,-
-), evidencing a conflict in the organization. This way, the collective reasoning 
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mechanism will detect and evidence conflicts in a collective solution, graphically 
represented in the form of a cognitive map, allowing a clear discussion and negotia-
tion, in the organization, about those conflicts. 

An extension of the research previously described is the proposition to consider 
cognitive maps composed, on one hand, by concepts and by causal links between 
those concepts, in a strictu senso way [30], and on the other hand to consider the 
context from where we can take the assumptions allowing some kind of inference. 
The idea of context is fundamental to clarify the collective meaning of a concept.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

  
 

  
  

 

  

  

  

  

   
 

  

  

   
 

 

  

  

   
 

      

  

 

 

Fig. 3. Example of a scheme included in a cognitive map [23] 

 
I stand for a pragmatic constructivist approach [19] that allows us to understand 

context following a circular cognitive process that departs from several contextual 
hypotheses to, interacting with the user, arrive to contexts defining the agent mental 
states1. This way, we can define mental states from cognitive maps by getting its 
content (e.g. sub-maps) from the concepts being causally related to their context. 
More precisely, a mental state is represented by a concept and its context.  

According to Krippendorf, meaning connects the features of an object and features 
of his context into a coherent unity [17]. So, we can say that text unifies concepts in 
its mental states. In cognitive mapping terms we have that: (2) concepts can’t be 
understood without context, (3) the context of a concept is composed by concepts that 
influence and that are influenced by the concept, and (3) each concept is coupled to 
its context, which can be called a scheme [5]. 

                                                           
1 A pragmatic adoption of this approach is detailed in [Lou ã,02a]. 
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Given this notion of scheme as a concept and its context, and the notion of context 
as the linked concepts that influence and that are influenced by the named concept, 
the mapping of mental states can take the graphical form represented in Figure 4. 

 

Fig. 4. Mapping mental states that participate in the internal resolution process of an agent 

 
During the internal resolution process of an artificial agent, those mental states that 

have some concept matching a goal allocated to the agent or matching a task to be 
achieved by the agent are activated and participate in the aggregation of the local 
solution. This is a relational perspective of the reasoning process, where the relevance 
of a mental state is a function of its relation with the other mental states of the system. 
The agent’s local solution, in the form of a cognitive map, is like a higher-order men-
tal state, representing the result of the conjunction of the activated mental states.  

On another hand, agents interact by communicating schemes concerning a given 
situation. As a scheme represents the meaning of a given concept, communicating 
schemes influence agent’s mental states. This influence represents the spreading of 
collective knowledge, characterized by schemes shared by the elements of the organi-
zation. 

The mechanism that generates collective knowledge is as follows (see figure 5): 
when an agent communicates a scheme to another one, the receiver verifies if the 
concepts belonging to the scheme are comparable (e.g., if they are the same or simi-
lar) to the concepts belonging to its own cognitive map. If the concepts are compara-
ble, it means that both agents have points of view about the subject of the scheme. 
These opinions can be alike or distinct (they can represent a conflict). In this last case, 
the graphical interface of the software system proposes a discussion between the 
users that correspond to the artificial agents. 
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Fig. 5. Convergence to a common scheme in STRAGENT 

 
The aim of this discussion is to converge to a common scheme. Finally both agents 

actualize their cognitive maps according to the result of the discussion, leading to the 
emergence of a collective point of view about the subject. On the other hand, if the 
concepts belonging to the communicated scheme are not comparable to those existing 
in the cognitive map of the receiver, this means that this agent don’t have an opinion 
about the given subject. In this case the receiver improves its knowledge through the 
aggregation of the scheme to its own cognitive map. In conclusion, collective knowl-
edge is mainly the result of a dynamic process of interaction (argumentation, negotia-
tion) in the interior of the group. The quality of the results and the cohesion of a 
group depend largely on the quantity and quality of its collective knowledge [5]. 

This approach has several advantages: (1) the expressability in verbal behavior of a 
plan of actions, (2) the transmission of the content of some mental state to some other 
mental state in the system, and (3) a higher-order state which reflects on the target 
state [24]. 

These propositions above were tested in STRAGENT, a distributed software system 
to support decision-making in human organizations (Figure 5). This prototype was 
applied in an industrial enterprise in the domain of telecommunications and electron-
ics, to support the collective decision making process. Cognitive maps were design 
from documents and interviews. The main goal of this application was to model col-
lective discussions, to represent actor’s knowledge, to support conflict resolution and 
to identify and understand the interactions between agent’s mental states during the 
decision making process. 
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5   Related Work 

This research can be compared with other propositions about intentional systems and 
mental states concerning artificial agents, as well as bayesian and semantic networks 
concerning knowledge representation. Finally a reference is made to previous systems 
that have already contributed with some notions used in this research, such as the 
aggregation of cognitive maps or the use of an interaction matrix.   

The notion of intentional system was originally proposed by Daniel Dennet, to 
whom those systems are defined by beliefs and intentions [9]. The notion of inten-
tional agent is largely used in multi-agent systems literature. Mental states such as 
beliefs, desires and intentions are studied by what is named the D  approach [26], 
[11], proposing and operational model of agents, founded on a logical formalism. The 
notion of artificial agent presented in this research is also driven by beliefs (concepts 
and links between those concepts) and intentions (schemes to attain goals) – e.g., 
agents have an intentional attitude. Nevertheless, this proposition has the advantage 
of representing mental states using cognitive maps, a non-formal tool really used in 
organizations and by psychologists to represent knowledge.  

The use of cognitive maps to represent knowledge can be put side by side with an 
artificial intelligence approach the uses a graphical notation, named semantic net-
works [27]. Such as cognitive maps, semantic networks represent knowledge through 
nodes connected by arcs. Nevertheless, in those networks, nodes are hierarchically 
typed, with derivation, according to the generality level of the nodes. Those systems 
are mainly used to classify or to group knowledge in natural language systems. On 
another side, cognitive mapping concerns less restraint notions, which do not need 
some particular typing – it is a general methodology, and one of its strengths is pre-
cisely the adaptability to a large variety of domains.  

The same argument can be used when comparing cognitive maps with another 
graphical knowledge representation: Bayesian networks. Actually, those two tools 
have already been associated to define the qualitative probabilistic networks [29], a 
sort of cognitive mapping with causal probabilistic links, allowing bayesian reasoning 
in cognitive maps. However, the use of the original version of cognitive maps has the 
advantage of simplicity – cognitive maps can represent a larger domain of situations, 
it is a tool used by psychologists and allows qualitative reasoning. 

The POOL2 system, proposed by [32], composes collective maps through the ag-
gregation of individual cognitive maps. This system is, as STRAGENT, based on the 

P  Logic. POOL2 doesn’t incorporate the notion of interaction between artificial 
agents. In A-POOL – gent-Oriented Open System Shell [33] the same authors use 
cognitive maps to represent artificial agents knowledge. The communication is done 
through the exchange of partial cognitive maps and the purpose of interactions is to 
compose an organisational map. The most recent evolution of this system includes the 
propagation of numerical values [34]. However, the use of quantitative inference is 
far from the qualitative spirit of cognitive mapping. In the line of thought of A-
POOL, [7] proposes a method of causal reasoning adapted to multi-agent negotiation. 
Chaib-draa introduces the notion of interaction matri  to represent several points of 
view concerning the same subjects. Nevertheless, the conflict detection is not dy-
namic along interactions, it’s done at a given moment – this model isn’t adapted to 
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artificial agents that dynamically and continuously adjust their knowledge to a chang-
ing environment. 

6   Conclusion 

I propose a model of multi-dimensional reasoning in a multi-agent system. In this 
model, cognitive maps are used as instruments to represent agent’s mental states, and 
to compose a collective solution to a goal through a distributed and incremental proc-
ess, based on agent’s interactions. Rational relations between agent’s mental states 
are mapped during its internal reasoning processes. Finally, the emergence of collec-
tive knowledge, where interactions give rise to some kind of organizational culture, 
are represented in agent’s cognitive.  
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Abstract. This paper presents an agent-based approach to semantic ex-
ploration and knowledge discovery in large information spaces by means
of capturing, visualizing and making usable implicit knowledge structures
of a group of users. The focus is on the developed conceptual model and
system for creation and collaborative use of personalized learning knowl-
edge maps. We use the paradigm of agents on the one hand as model for
our approach, on the other hand it serves as a basis for an efficient imple-
mentation of the system. We present an unobtrusive model for profiling
personalised user agents based on two dimensional semantic maps that
provide 1) a medium of implicit communication between human users
and the agents, 2) form of visual representation of resulting knowledge
structures. Concerning the issues of implementation we present an agent
architecture, consisting of two sets of asynchronously operating agents,
which enables both sophisticated processing, as well as short respond
times necessary for enabling interactive use in real-time.

1 Introduction

The basic point of departure of our work can be related to the approach which
argues that knowledge consists largely of a very personal, difficultly articulable
and partly unconscious component, usually referred to as implicit or tacit knowl-
edge [1]. Accordingly, a key to the communication and shared use knowledge, lies
in the transformation of implicit knowledge and hidden assumptions to explicit
structures perceivable und usable by others.

This recognition leads us to the following question: How can existing, but not
yet explicitly formulated knowledge structures, of a given community or a group
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of experts be discovered, visualized and made usable for cooperative discovery
of knowledge in heterogeneous information pools?

In formulating a practical approach to addressing these issues we introduce the
following constraints and definitions. We relate the notion of knowledge discov-
ery to supporting the discovery of semantic contexts and relationships in an
information pool which is either 1) too big or too fast growing to be scanned
and categorized manually, or 2) consists of too heterogeneous content to im-
pose one fixed categorization structure, or 3) serves different user groups with
heterogeneous interests.

This definition immediately reflects the relevance of our approach and research
challenge to practical applications. On one hand these conditions apply today to
a vast range of Intranet/Internet portals in their own right. On the other hand,
they can also be generalized to the problem of connecting existing information
sources on the Internet in a way that allows semantic exploration of information
and creation of both personalized and shared structures of knowledge.

The paradigm of agents is a very promising approach to overcome some of the
problems connected with heterogeneity on the side of the data sources as well
as on the side of the users. As agents should operate autonomously and can be
loosely coupled, they are well suited for the integration of distributed hetero-
geneous data sources, building unifying wrappers around them. This becomes
especially beneficial, if agents can learn to extract information from an infor-
mation source automatically (see for example [2]). On the side of the users,
the paradigm of Personal Information Agents offers a way to encapsulate the
interests, the knowledge as well as the preferences of individual users. This is es-
pecially important in a system serving different groups of users. While agents in
some systems mainly filter and distribute information (as in [3] for distributing
Knowledge Discovery results) they are also very well suited for the task of cap-
turing the (tacit) knowledge of users, as to make it accessible to others. Therefore
Personal Agents can take the role of mediators between users and information
sources, as well as between users among each other (see also [4] and [5]).

Based on the paradigm of “Agent Mediated Knowledge Management”, we present
a model for expressing implicit knowledge structures of individuals and groups
of users and for using this as a means for semantic navigation and discovery of
relationships in heterogeneous information spaces. We will show, how this model
enables the implicit, as well as the explicit exchange of knowledge between users
through intelligent agents. In particular, we discuss a model for unobtrusive
generation and profiling of personalized user agents based on effects of user in-
teraction with information and a related model for visualising and navigating
resulting knowledge structures. Furthermore we present an agent architecture
consisting of two sets of asynchronously operating agents. This architecture en-
ables us to perform sophisticated data and interaction analysis, without loosing
the property of short respond times essential for interactive work in real-time.



Discovering, Visualizing, and Sharing Knowledge 215

2 Personalized Learning Knowledge Maps

In order to develop a working solution for capturing and visualizing implicit
knowledge structures of human users based on their interaction with information,
two basic problems need to be solved:

1. a context for user actions has to be created in order to be able to inter-
pret the meaning of user interaction with information items. The lack of a
clear interaction context is the main difficulty of general user-tracking and
interaction-mining approaches such as [6].

2. a form of visual representation has to be found that communicates to the
user both the semantics of the information space in itself (content, structure
and relationships) and relates this to the meaning of his actions.

As a practical context for addressing these issues we take the process of in-
formation seeking and semantic exploration of a document pool. This can be
understood as a process in which the users interaction with information both
reflects their existing knowledge and produces new knowledge structures. In the
concrete solution we develop a model of agents learning personalized knowledge
maps. The notion of a knowledge map in our approach refers to the represen-
tation of information spaces in which the individual information items are not
isolated but structured according to possible meanings and semantic relation-
ships. This concept serves as a point of departure for both providing an unobtru-
sive context for interpreting user actions as well as for visualizing the resulting
knowledge structures and exchanging them between users.

2.1 Capturing User Knowledge

The basic idea is to build agents, that provide the users with a semantically
structured overview of a document pool as a basis for their exploration and
interaction with information. The results of their interaction can then be taken as
the basis for generating user-specific templates. These templates (personal maps)
are the basis for generating and profiling personal information agents which can
then automatically generate a semantically structured map of a document pool,
in a way that reflects a users particular point of view. In our approach the
generation of user-specific templates is based on a two-stage model. First the
user is presented with an agent-generated knowledge map created by means of
methods for autonomous machine clustering such as in [7], [8], [9], [10]. This
map serves as an initial context and navigation guide for the users exploration
of the document space.

As she explores the information space, the user identifies relevant documents
and relationships between them which she can express by selecting individual
items into personal collections and by (re-)arranging them according to her per-
sonal understanding of their meaning (e.g. by moving objects between groups,
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creating new groups, adding labels and relationships). In this way the user cre-
ates a personal map as a natural result of her exploration of information. This
template can now be learned by a personal information agent by means of meth-
ods for supervised learning. Having learned a user-specific template, the agent
can semantically structure arbitrary information pools or dynamically classify
unknown information items.

2.2 Visualizing the Knowledge Structures

The challenge for the visual representation of the knowledge maps is to develop a
visual tool for both navigating a large information space as well as for discovering
possible contexts and relationships between groups of items. This applies both
to relationships uncovered by the machine analysis and those stemming from
interpretation and knowledge of human users. To achieve this the two main
elements of the knowledge map visualization are: the Content Map and the
Concept Map.

Fig. 1. The content map

The Content Map provides an overview of the information space structured ac-
cording to semantic relationships between information items. In the first realiza-
tion the Content Map visualizes clusters of related documents and offers insight
into implicit relationships between their content. This is the main context for
users exploration and interaction with information.

The Concept Map visualizes a concept-network that is extracted from the docu-
ment pool and redefined by the users. This provides both a navigation structure
and insight into the criteria that have determined the semantic structuring in
the Content Map. These criteria are a kind of semantic axes that define a given
structuring out of a variety of possibilities.

Since the personalized map templates have been produced by a user as an effect
of his interaction with information and can be dynamically applied to reflect his
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Fig. 2. The concept map

point of view, they are a form of representation of the user’s knowledge that
has previously not been expressed. Visualizing the personalized maps and the
related concept structures, and making them available to other users is a way of
making the users knowledge perceivable and available to others.

Hence, our claim that this is a way of expressing a user’s implicit knowledge
resulting out of his interaction with an information space, in a way, which makes
it perceivable and usable by others.

2.3 Exchanging Knowledge

In our model, there are two major ways to enable the exchange of knowledge
between users. Firstly, users can explicitly exchange knowledge maps they have
created, secondly, information contained in personal maps can be analyzed im-
plicitly (without the user being involved) and then be used to support the ex-
ploration and map editing process of other users. In chapters 4.2 and 4.3, we
describe, how both of these possibilities are integrated in our system, the first
through a personal assistant to enable search in the set of knowledge maps, the
second through interaction analysis used for learning personal maps.

2.4 Relationship to Related Work

The basic idea of generating user-specific templates and applying them for per-
sonalized structuring and filtering of information has been previously realized in
several different ways. In one class of approaches the users have to express their
preferences explicitly and as their primary task, such as by voting, preference
profiling or initial selection of items from a given information pool (see [11] for
an overview). One critical issue here is the bootstrapping problem: the available
orientation for users initial identification of relevant items in an information pool
(which they are not familiar with) is based solely on already available profiles of
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other users (e.g. [12]). A related problem is that of communicating the intention
and meaning behind user choices that contributed to the creation of a given
profile to other users: the profiles themselves are typically neither explained,
nor visualised, nor put in relation to the semantic structure of the underlying
information pool. Another typical class of approaches attempts to analyze the
users actions in form of click streams and navigation patterns on the web (e.g.
[13], [6]). The critical issue here is the lack of a clear context for interpreting the
meaning of users actions.

In our approach both of these problems are addressed by introducing a system
generated map as 1) a clear initial context for user actions, 2) a structure for
semantic navigation in an unknown information pool, 3) form of visualising users
personal knowledge structures in relation to the original information space. This
approach also allows us to make the expression of personal points of view unob-
trusive and not distracting from the users main task: that of discovering relevant
information and internalizing it into knowledge. Furthermore, the personalized
maps in our approach provide an easy and understandable way for communicat-
ing and sharing knowledge between different users both through explicit selection
of different maps by the users themselves, as well as through implicit inference
mechanisms of the agents that analyze the relationships between individual maps
(Chapters 4.2, 4.3)

3 Agent-System Architecture

As already mentioned, our system consists of two different kinds of agents (Fig
3). One group of agents is concerned with responding to user requests. These
agents have to work very efficient, as interactive work requires very short respond
times. To achieve this, we use a second group of agents, which asynchronously
preprocess data and store it in intermediate structures. These agents take much
of the work load from the first group of agents. Using this strategy we can
use sophisticated and costly data and interaction analysis methods and even so
have short respond times. In the following, we will roughly describe some of the
systems components.

3.1 Data Preprocessing Agents

These agents allow the user to create a pool of documents by connecting hetero-
geneous data-sources. The user can either choose between readily available data
sources or manually connect other structured data-sources (such as databases
and semi-structured document repositories). This is supported by a dynamic
data adapter for user-oriented semantic integration of XML-based semi-struct-
ured information.

Preprocessing includes a text-analyzer for encoding semantic properties of texts
into a vector space model, link&reference analysis, co-author relationships and
the extraction of other properties.
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Fig. 3. The Agent system structure

3.2 Data Analysis Agents

This layer contains agents for semantic processing of data and for interaction
analysis. Interaction analysis processes the personal maps of all users in order
to identify relations between objects (see 4.2). While preprocessing is performed
only once for an object, interaction analysis is performed at regular intervals, as
the set of personal maps changes.

3.3 Personal Information Agents

Personal Information Agents have three different tasks. Firstly, they construct
knowledge maps, based on unsupervised learning, allowing the user to influence
this process by a set of options. We use Self Organizing Maps (SOM) for this
purpose (see 4.1). Secondly, personal agents are able to learn a personal map,
created by a user and to apply it to an individual object or a whole information
pool. For this purpose, we use case-based reasoning, based on content and in-
teraction analysis, as described in 4.2. The third task of a personal information
agent is to provide its user with interesting maps of other users, enabling a direct
exchange of knowledge between them (see 4.3).

3.4 Visualization Agents

The visualisation agents provide necessary post-processing of the data and of the
interaction-analysis done by the personal information agents. They take care of
collecting all necessary information from different agents, needed to construct all
the information layers of the Content Map and the Concept Map described in
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the previous chapter. In a typical case, a personalised information agent delivers
the logical map of documents grouped into clusters of related content, with
basic parameters such as weight of document membership to a given cluster,
typical members of each cluster etc. Based on the selected visualisation model,
the visualisation agent then retrieves information stored by the data integration
assistant and preprocessing agents, in order to fill in additional information
(e.g. titles, abstracts, term-document frequencies etc.) and compose all necessary
information layers needed for a given visualisation.

3.5 Agent Communication and Coordination

We use two classical techniques for agent communication and coordination. The
exchange of data between agents is realized as shared data space. The idea is,
that on the one hand there are possibly several agents working on preprocessing
in parallel. On the other hand, the preprocessing agents can provide data for
the request processing agents asynchronously, without direct communication or
coordination. Though within each group of agents, there is need for a tighter
form of coordination. This is done by a simple event service based on XML and
SOAP.

4 Personal Agents and Data Preprocessing

In this section, the personal agents used for automatically creating knowledge
maps, for learning personal knowledge maps and for searching the set of knowl-
edge maps from other users are described in more detail. Along with these agents
themselves, the corresponding agents for preprocessing are described.

4.1 Clustering Documents Automatically Using Self Organizing
Maps with Interactive Parameterisation

We use Kohonen’s self-organizing neural network ([7], [8]) to map the high di-
mensional word vectors onto a two dimensional map. As the vectors encode
semantic properties of texts the map will position semantically correlated texts
close to each other.

The information describing the distribution of items and the measure of ”se-
mantic similarity” between both individual items and groups of items (clusters)
provides the basis for the visualization in form of the Content Map (Fig. 1, Fig.
4)

In addition to the content map, a concept map is generated, which visualizes the
relations between different words (Fig 2, Fig 4). We employ an approach similar
to that described e.g in [14] to build this map. The idea is to structure the words
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by examining which other words appear in the context of a given word. The
high dimensional context relations resulting from this are then mapped to a two
dimensional space, again using the SOM. In this way we can create an initial set
of concepts (words) that serve both as an explanation of the clustering and as a
navigation structure. Our system provides the additional feature, that users can
customize the aspects according to which the maps are generated by manually
selecting a number of words on the concept map. The weights for these words
in the vector space are increased making them the most important words. Then
the mapping procedure is re-applied using these modified weights.

In this way, by interactively exploring different possible clustering variants, the
users can develop an understanding of how the clustering works and what makes
out the character of individual document groups. Moreover, they can develop an
understanding of the overall semantic structure and relationships between groups
of documents (e.g. topics, trends, representatives) and the concepts (words) that
determine a particular semantic point of view. This allows semantic navigation
across a document pool for identifying relevant pieces of information embedded in
contexts and relationships from different points of view. The discovered insights
that are internalized by users as acquired knowledge are then reflected in their
own personal maps.

4.2 Combining Content-Based and Collaborative Methods to Learn
Personal Knowledge Maps

By creating a personal map, the user defines a set of classes. The idea of learning
a personal knowledge map is to find a function, which assign new objects to these
classes automatically. After such a decision function has been found, a map can
be applied to any single object or information source provided by the system.
The question of whether an object can be reasonably assigned to any of the user
defined classes or not is to a significant extent subject to individual preference.

As a consequence, the system gives the user the possibility to interactively ad-
just the threshold of minimal similarity. If there is no object in the personal
knowledge map to which the given document is at least as similar as defined by
this threshold, the object is assigned to the trash class. Otherwise the decision
function is used to assign it to any of the user defined classes. This allows the
user to fine tune the personalized classification by exploring the influence of the
threshold between two extremes: if the threshold is maximal then all objects are
assigned to the trash class, if it is minimal all documents are assigned to some
class and trash class is empty.

As method to find such a decision function that assigns documents to clusters
we use Nearest Neighbor(e.g. [15]). This methods first identifies the most simi-
lar objects on the personal map for an object in question, and then performs a
majority vote among them about the class to which to assign the object. This
method offers two important advantages in our context. The first one concerns
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efficiency and respond time, the second one concerns the problem, that the user
usually provides only few training data. The idea is, that the similarity between
objects can be pre-computed using sophisticated algorithms based on data and
interaction mining. The query processing agent needs only some few access oper-
ation to the result matrix making it very efficient. An outdated similarity matrix
could make the result sub-optimal, though in most cases this wont affect the per-
formance, as similarities change only slowly. In the remainder of this section, we
describe how the preprocessing agents build this matrix based on content and
context analysis and how this helps us to deal with the problem of few training
examples.

Content analysis uses properties of items (word vectors, authors, etc.) to measure
the similarity of these items. The idea of context analysis is the following: If
two objects appear together in many user edited clusters, then we can assume,
that these objects are in some way similar. This is a very interesting feature of
our system, as items are not only rated by users, like in ”collaborative filtering”
systems, but are put into the context of other items. This is much more powerful,
as usually an item is not interesting or relevant per se, but only relevant in a
given context. It helps us to deal with the problem, that the user provides only
few examples, as the personal maps of all users can be used to support the
learning and application of a map, not only the one of the actual user.

Both the content-based similarity and the context similarity are in a first step
calculated independently of each other. Content based similarity is a linear-
weighted combination of individual aspects.

For context similarity we use the “Dice”- coefficient:

sim(x, y) = 2
|X ∩ Y |
|X | + |Y |

were X is the set of clusters, which contain object x and Y is the set of clusters,
which contain object y.

Using this measure, clusters, which do not contain any of both objects, are not
counted, which seems appropriate for the given case. Also co-occurrences get
double weight, as we consider them as more important than single occurrences.
The membership of clusters and objects to personal maps is not taken into
account at all, as it is quite unclear, how objects on the same map, but in
different clusters are related.

Beside the direct use of context similarity in the combination with content simi-
larity, there is still another possibility to take advantage of the user interactions.
As mentioned above several aspects describing the content of underlying docu-
ments are combined using a weighted linear sum. Now, to find optimal values for
this function, we can take the context similarity as prototypical similarity and
use it to train a linear regression model (or even more sophisticated regression
models). In this point our system also differs from systems that seek association
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rules [16], which perform a kind of context analysis too, but which do not analyse
the content of the underlying objects and put it into relation to their context.

The remaining question is, how content-based and context similarity should be
finally combined into a single measure, preserving the advantages of both. The
advantage of content-based similarity is, that it is always applicable and does
not rely on user generated data. Though content-based similarity can lead to
poor results, if the underlying objects are heterogeneous, e.g. make use of differ-
ent terminology or are even written in different languages. On the other hand,
using context similarity, we avoid these problems completely. The disadvantage
of context similarity is however, that if only few users add a given object to their
maps or if the contexts, in which it appears, diverge, we do not get any reliable
evidence on the similarity of this object to other objects.

Consequently, we use a statistical test (chi-square based) to examine, whether
the co-occurrences of two objects are significant in a statistical sense. If so, only
context similarity is used, as we have a very direct clue of the similarity of these
objects. If not, we use only content-based similarity, as it works independent
of any object occurrences. First experiments on synthetic data show that the
combination of both methods is on average superior to any of the methods in
isolation.

4.3 Searching the Set of Personal Maps - Matchmaking

In order for a given user to benefit from the possibility of using knowledge maps
of other users, there needs to be a way to efficiently identify knowledge maps
which are relevant to him from a potentially huge set of such maps. The method
we are developing is based on the following idea: on the one hand a user has
preferences, long term interests and pre-knowledge. On the other hand, she has
a current information need. To capture both, we are developing a search facility,
which combines keyword search (current information need) with a similarity
analysis between users based on their personal maps (long-term information
need). Combining both aspects results in a ranked list of personal knowledge
maps available in the system. As this feature is currently under development,
we refer to future work for more details.

5 Visualization and Interface

The critical issue in visualizing the knowledge maps and using them as a tool
for discovering new knowledge is an intuitive interface which allows the user to
unobtrusively construct personalized maps as accompanying effect of his explo-
ration of an information space. On one hand, this requires that the results of
the clustering and personalized classification mechanisms need to be visualized
in a way, which provides clear insight into the meaning and criteria of a given
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Fig. 4. The Knowledge Explorer Interface

grouping. Our basic model for achieving this represents the combination of the
Content Map and the Concept Map discussed in Chapter 2.2.

By displaying the distribution of all items and their grouping in semantically
related clusters, the Content Map gives a quick, general impression of the in-
formation pool. The semantic space of each cluster is described by a number of
keywords. One kind of keywords is extracted from the data records as entered
by the user, while the other is generated by the server side text-analysis. The
left-hand window of the interface in Fig.4 shows one concrete implementation of
the Content Map, with the corresponding Concept Map to its right. The basic
mode for the user to get detailed information is by selecting documents or clus-
ters of interests and moving them into one of the other free windows, which can
also be resized at will.

Creating a personal map functions in a similar way. The user can open an empty
map and fill it with relevant documents (or entire clusters) from the Content
Map per drag&drop. The documents and clusters in the personal map can be
rearranged at will, and annotated with user defined labels and keywords. Also a
typical object per cluster can be defined. In this way a template to be learned
by the personal agent is created. As this template has a clear visual represen-
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tation communicating the semantics of individual elements to the human user
(e.g. clusters, keywords, labels etc.) it is also a medium of (implicit) communi-
cation between the agent and the user. The result of the new, personalised maps
generated by the agent is communicated to the user in the same visual way.

A special issue for the visualization and interface has been the handling of nav-
igation in large information spaces. Especially when investigating possible rela-
tionships between different groups of documents, the user needs both to be able
to keep switching between detailed views of individual groups and the views
encompassing larger, global portions of the map. Furthermore, one also needs
to be able to move smoothly between different information layers such as titles,
keywords (machine and human), abstracts and images. In addressing these issues
we built on experiences from previous work on focus+context techniques such
as in [17], [18] and [19]. As a concrete solution we have developed a model for
semantic zooming with multiple zoom focuses and global and local zoom areas
(Fig. 4). It allows the user to select different zoom focuses and pin them down
as fixed points of interest without loosing the overview. The user can further
decide whether the zooming should have only local effect at the given focus area
(drill-down mode) or scale through the global environment so as to always keep
both focus and overview (progressive-zoom mode).

6 Practical Applications

The practical test bed and first application context of the described work is the
Internet platform netzspannung.org3 [20]. Netzspannung.org aims at establishing
a knowledge portal that provides insight in the intersections between digital art,
culture and information technology. Typical netzspannung.org users are experts
and professionals such as artists, researchers, designers, curators and journalists.

The basic requirement of such an interdisciplinary knowledge portal is: a con-
tinually evolving information pool needs to be structured and made accessible
according to many different categorization schemes based on needs of different
user groups and contexts of use. By using the described system this heteroge-
neous user group will be able interactively compose and collaboratively structure
an information pool coming from different data sources, to visualise and explore
it through personalised knowledge maps, and to construct a shared navigation
structure based on the interconnection of their personal points of view.

The current system prototype has been internally deployed as information access
interface to the submissions of the cast01 conference4 and of the competition of
student projects digital sparks. This simulates the use scenario in which users
can explore possible relations between information usually isolated in separate
archives of different communities in the fields of media art, research and technol-
ogy. The results can be tried out in the guided tour and partially online available
3 http://www.netzspannung.org
4 http://netzspannung.org/cast01/
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interactive demos. A very first visualization prototype for browsing system gen-
erated maps is still being used as public information interface.

7 Summary and Ongoing Work

We have presented an approach of how to use the paradigm of knowledge maps
as a central concept to integrate different methods for interactive information
search and for realising a model for collaborative discovery and sharing of knowl-
edge. We have shown, how supervised and unsupervised learning can be used to
generate knowledge maps, providing users with different views on the content
and semantic structure of an information source.

We have presented an unobtrusive model for profiling personalised user agents
based on two dimensional semantic maps that provide both a medium of im-
plicit communication between human users and the agents, as well as a form
of visual representation of the resulting knowledge structures. Furthermore, we
have presented possibilities to use knowledge maps as medium for explicit and
implicit exchange of knowledge between different users. As pointed out, our sys-
tem differs significantly from so called ”collaborative filtering” systems, as items
are not just rated by the users, but are put into context, in a way which is
unobtrusively embedded into users primary activity. In this sense, our system
enables ”collaborative structuring” rather than just ”collaborative filtering”.

Agents and Agent Mediated Knowledge Management have been used as para-
digms to model and implement the system. This approach has shown to be well
suited for the given problem, as it helped to structure the different components
not only in an understandable, but also in an extendable way, offering the pos-
sibility of future additions and modifications.

Currently we are working on different methods, to extend and optimize the
system. Firstly, we aim to add additional similarity aspects for the learning of
personal maps. Secondly, editing personal knowledge maps, the user can arrange
objects only in flat structures, which is very intuitive and easy to handle, but
not always sufficient. Therefore the system will contain a second editor, capable
of creating hierarchical structures and other relations between objects. From
the point of view of processing, the problem is to develop such methods, which
fully exploit the information contained in such structures. Finally, an evaluation
workshop is planned for analysing the usefulness of the system and comparing
the individual contributions of the different approaches.

The evaluation will proceed in three steps: first the basic model of capturing
user knowledge through personal maps created in unobtrusive interaction with
the system-generated map, will be evaluated. In the next step the exchange of
knowledge between users through explicit sharing of maps, and through implicit
agent inferencing as described in chapters 4.2 and 4.3 will be evaluated. Finally,
the third test will evaluate the emergence of a shared navigation structure as a
concept map network reflecting implicit knowledge of a group of users.
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Abstract.  When people read or write documents, they spontaneously 
generate new information needs: for example, to understand the text they are 
reading; to find additional information related to the points they are making in 
their drafts.  Simultaneously, each Information Object (IO) (i.e., word, entity, 
term, concept, phrase, proposition, sentence, paragraph, section, document, 
collection, etc.) someone reads or writes also creates context for the other IOs 
in the same discourse.  We present a conceptual model of Agentized, 
Contextualized Filters (ACFs) agents that identify an appropriate context for 
an information object and then actively fetch and filter relevant information 
concerning the information object in other information sources the user has 
access to.  We illustrate the use of ACFs in a prototype knowledge 
management system called iviDocs. 
 

1 Information Management 

Developing technology for information management (IM) is a challenge because our 
systems cannot be based on the perfection of any single function such as superior 
information retrieval, for example but rather must derive their usefulness from an 
interaction of many functions.  Effective IM will depend on the integration (and 
exploitation) of models of (1) the user, (2) the context, and (3) the application (or 
information purpose) with (4) the processing of source data. Integration will be the 
dominant factor in making information management systems useful. To aid such 
integration, we seek to mobilize information in the user’s environment. 

IM tasks are highly contextualized, highly linked to other tasks and related 
information never tasks in isolation.  Every time a user engaged in work reads or 
writes, the user spontaneously generates new information needs: to understand the 
text he or she is reading or to supply more substance to the arguments he or she is 
creating. Simultaneously, each Information Object (IO) word, entity, term, concept, 
phrase, proposition, sentence, paragraph, section, document, collection, etc.
encountered or produced creates context for the other IOs in the same discourse. An 
effective IM system will automatically link varieties of such IOs, dynamically 
preparing answers to implicit information needs. 

To this end, rather than focus on a system that performs a single “end-to-end” 
function processing a request for information or finding “similar” documents or 
even “answering a question” we have been focusing on the critical components of a 
system (which we call “ViviDocs”) that operates behind more ordinary user tasks, 

L. van Elst, V. Dignum, and A. Abecker (Eds.): AMKM 2003, LNAI 2926, pp. 229-244, 2003. 
 Springer-Verlag Berlin Heidelberg 2003 
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such as reading messages or writing reports. These tasks are not, explicitly, directed at 
finding information. But when performed in the workplace, these tasks continually 
generate new information needs; and to address these, we require a system that can 
ground a document in a structured web of authoritative information. 

 
 

2 Agentized  Conte tualized Filters 

In ViviDocs, while a person reads or writes a text (an e-mail message; a report), the 
components of the text are continually analyzed into candidate IOs.  A variety of 
agents are generated for each new IO.  These agents identify an appropriate (typically 
local) context for the IO represented by other text or information in the user’s 
environment and then actively fetch and filter relevant information concerning the 
IO in information sources the user has access to. We call such agents “Agentized, 
Contextualized Filters” (ACFs).  They are agents in the sense that they operate 
autonomously and asynchronously; they are triggered by some event; they use their 
own data; and they perform specific functions on the data; and they adjust to changing 
conditions, potentially learning from the user’s behavior [1].  They are conte tuali ed 
because they are anchored to specific IOs in contexts of use. 
 
 
2.1 A Conceptual Model of ACFs 
 
We define an ACF as a function that links one information object (as anchor) with 
another information object (output), taking into account the context of the task and the 
context of the user’s work environment. Formally, we define an ACF as: 
 
  ),,,,,,,,( iiiiiiiiii CSRPC           (1) 
 
where (for time/instance i) Pi represents the feature profile of the information object, 
Ri, the associated knowledge resources, Si, the target sources, i , the threshold, i, 
the history lists, i, the utility function for the user, Ci, the processing context, i, the 
triggering condition that activates the agent, and i, the response function and format. 
We elaborate on each of these factors below. 

rofile . The Profile is a representation of the information object based on its 
textual content. For example, in an information retrieval system, a profile representing 
an IO (e.g., a document or paragraph) might consist of a list of terms with associated 
weights to reflect their usages in the document or with respect to a document 
collection. 

Resource .  Resource refers to language resources (e.g., stop words, grammar, 
lexicons, etc.), knowledge resources (e.g., abstract lexical-semantic types, taxonomies 
or classification schemata, semantic networks, inference rules, etc.), and statistical 
models (e.g., term frequency and distribution counts, language models, etc.) used for 
processing. 

Source . Source refers to the target or available information sources, accessible to 
the user or to the agent, in which responses to information needs may be found.  In a 
workgroup, this might include all the user’s files and the accessible files of the 
members of the user’s team or department.  In a general business setting, this might 
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include the contents of the company intranet, extranet, and, selectively, the internet, as 
well as the user’s personal files. 

istory . History consists of lists of information objects (and perhaps “scores”) 
that have been generated by previous actions of ACFs.  For example, in information 
retrieval with user feedback, the initial ranked list of documents considered as 
relevant by the system can be regarded as the history for the next round of retrieval 
with additional user feedback. 

Threshold i .  A threshold is used to control the cut-off points in decision making. 
Thresholds can be absolute numbers (e.g., the top 100 documents or passages), 
similarity scores, or confidence scores applied to retrieved information. 

Utility . Utility is used to measure and rank system outputs based on the benefits 
they produce for the user or on the degree to which they satisfy the user’s information 
needs minus the associated costs. Such measures are commonly used in information 
filtering and are typically calculated from an explicit or implicit statement of the 
tolerance for “noise” (the ratio of true-positive to false-positive responses) in the 
output. 

Conte t .  Context provides additional information that can be associated with the 
profile. While this concept is inherently open-ended (and subject to overuse), we 
restrict it to information that can be determined operationally by the system. We 
distinguish at least three kinds of context: (a) global context, (b) local context, and (c) 
focus.  In an IR-like action anchored to a specific IO (e.g., word or phrase), the global 
context might be the document in which the IO occurs; the local context the 
paragraph; the focus the sentence (essentially, the proposition expressed). 

Consider, for example, the following passage in a text on the German military 
campaign in the Soviet Union during World War II: 

he attle of Stalingrad represented a major turning point for the Germany 
rmy   he German general Paulus was out-fo ed by the Russian Generals by 

being drawn into the city   he Russians eventually wore the Germans down  cut 
off their supply lines  and made retreat impossible  

The simple IO corresponding to “Paulus” has several constraining contexts. The 
global context establishes Paulus as a German general in WWII. Local context relates 
specifically to his participation in the battle of Stalingrad. Focus involves his 
particular role in the event, namely, being “out-foxed” by the Russian generals. If we 
imagine stepping through the document and selecting each such IO (e.g., person-name 
reference) in sequence, we can see that the general context is stable, and does not 
need to be updated as we move from IO to IO; the local will change frequently, from 
passage to passage; and focus will vary from sentence to sentence. If the user were 
writing a text, we could imagine focus changing quite dynamically, even as the user 
wrote a new sentence or deleted an old one. 

User profiles and work-tasks can be treated as another source of context. On 
projects, the current set of documents that a user is working on or has access to may 
supply the global context, the specific document in which the information object is 
found can be the local context, and the immediate vicinity of the IO can be the focus. 

Trigger . Triggers activate the ACFs. The action associated with opening a 
document or beginning to compose a message could launch a battery of ACFs. Under 



232           David A. Evans et al. 

a GUI, triggers can take the form of highlighting, typing, clicking, etc. For example, 
every time the user types a full stop, an ACF can be triggered on the most recently 
completed sentence. Likewise ACFs could be triggered every twenty-four hours, 
updating the information that they associate with the IOs they are attached to. 

Function .  Function specifies the relation that is to be established between the IO 
and other information by the ACF, including the format for extracting or presenting 
such information.  The function might be as simple as “retrieval” finding a rank-
ordered list of documents or passages or “answer” (a simple sentence) in response 
to an implicit question.  But the function might also be considerably more complex, 
such as establishing the background facts that support the proposition that the IO 
asserts. Functions have associated presentation requirements or formats.  Formats 
typically require that a set of (possibly contrastive) information be developed, such as 
the ranked list of responses to a query, or clusters of passages that each represents 
different senses of a response.  More ambitious combinations of functions and formats 
might involve providing the user with a sense of the structure of the space of answers 
(via topic modeling, perhaps [2]); or the location of centers of importance (via 
semantic hubs and authorities, perhaps); or of related topical "regions" (via semantic-
space abstractions). 
 
 
2.2 ACF arameters 
 
Generally, of course, parameters of an ACF interact with each other. For example, our 
model of the user affects utility. If the user is an analyst who already knows a great 
deal about a topic, then we probably want to maximize the novelty aspect of any 
information we link to the user’s work and discount the information already in the 
user’s background (files, past work, workgroup, etc.). On the other hand, even in the 
case of a user whose “normal” type is well understood, based on the user’s response 
to information or changing assignments, we may need to update or revise the user 
model and other parameters frequently. 

The issue of parameter interaction and calibration would seem to doom the model, 
especially if one considers the need to adapt to specific users over time: the “training” 
problem could be daunting.  However, though parameters can vary quite widely in 
theory, we observe that, for many practical application types, the actual values of 
parameters may be quite limited. In short, in practical use, only a few of the 
parameters will vary freely and these will overwhelmingly assume only a few 
possible values. 

As an illustration, consider one of the most general functions an ACF can perform: 
association finding relevant related material.  Note that, while this might be 
implemented as a simple IR task, taking the text of a document as a query and 
searching available external sources, the proper association of information to a 
document is not a trivial matter.  For example, a long document, taken as a query, will 
typically give high rank to documents (responses) that share terms with its dominant 
(high-frequency/low-distribution) terms.  If the external sources are large, it is likely 
that virtually all the top-ranked responses will be biased to the “summary” or 
“centroid” sense of the document.  Thus, in order to insure that all the parts of the 
document are properly represented, an association process should formulate many 
separate queries from the text of the document and merge results in a fashion that 
insures that all parts will be represented in “high-ranking responses.”  An ACF that 
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performs such a task on “start up” (when a document is opened, for example) might 
well follow a standard procedure to decompose the document into sequences of 
passages (each serving as a source of a query (P)), use default resources for term 
extraction (R) on each passage of approximately paragraph size, and target a default 
large external source (S). Such an ACF might ignore context (C) and history (H), 
since the document itself is term rich and the user’s session is just beginning, being 
triggered (T) upon opening the document.  The function to be performed in this 
case, multi-pass IR (F) can be specified to establish a local cache of material that 
will be of high value if the user wants to explore topics or answer questions that arise 
in reading the text.  Thus, the only open questions relate to what the operational 
interpretation of utility (U) and threshold ( ) should be.  In this regard, a variety of 
heuristics may prove serviceable, e.g., (1) insure that each passage brings back at least 
n documents and all documents (up to a maximum, m) that score above the threshold; 
(2) vary the threshold for each passage based solely on the scoring potential of the 
passage against the data being searched; (3) aim for a final cache of documents in the 
range of 100 to 10,000.  This might be achieved by ranking the results of each 
passage-query using normalized scoring dividing the term score of each responding 
document by the term score of the first-ranked document using a fixed threshold, 
e.g., 0.7 or 0.6 normalized score, and returning (and caching) the top n responses and 
any other responses (up to the mth) that score at or above threshold.  Since we know 
how big the document is (the count of the number of passages we extract from it), we 
can set n and m to insure that the resulting information cache is in the target range 
(e.g., 100 to 10,000 documents). 

 

FindRelevantDocs 
 

rofile:  terms in Passagei  Document, passage-count  
Resource:  English lexicon, English grammar   
Source:  specified Source   

istory: empty  
Threshold:  all documents d in Source to rank   
 max(n,min(count(normscore(d) 0.7),m)), where n 100/  and 
  m 10,000/  
Utility:  not defined  
Conte t:  empty  
Trigger:  opening of Document  
Function: retrieve documents from Source for each Passagei ; cache 
results

Figure 1  Schematic FindRelevantDocs ACF 
 
Figure 1 gives the parameter settings in schematic form for a FindRelevantDocs 

ACF that can effect the association function described above.  Note that the actual 
implementation of an ACF such as this one requires a host of supporting operations, 
such as document-structure processing (e.g,, to find passages), term extraction (e.g., 
NLP to identify the unit features of the profile for each passage), an indexing system 
(for the external sources), and a filtering or IR system with mechanisms for using 
reference data (resources) to weight and score terms and for enforcing thresholded 
retrieval [3].  In addition, these must be integrated with the system’s document-
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handling and editing functions and GUI.  However, if such supporting operations are 
available, the interpretation of an ACF is straightforward and the processing (e.g., 
multi-pass retrieval) can be made quite efficient. 

The essential observation we make is that the number and type of parameters in an 
ACF, itself, is not a barrier to ACF development.  In fact, we believe that the total 
number of ACF types required in order to establish full and rich functionality in a 
system such as ViviDocs probably is less than fifty and possibly less than twenty five.  
Most of these will have a small number of variable parameters in practice, related 
directly to the type of function (e.g., retrieval vs. question-answering) the ACF 
performs. 

 
 

2.3  Types of Information eeds and ACFs 
 
The user’s information needs, whether implicit or explicit, can be organized in a 
hierarchy of increasing complexity. On the first level, we have implicit information 
needs that are local to the information objects mentioned: factoids (such as those 
supplied by current A systems), definitions, localizations, elaborations on 
information objects mentioned.  On a higher level, we have argumentative and 
discovery needs: authoritative evidence for facts, recognition of arguments being 
made, finding support for and against arguments, discovery of unmentioned 
information (e.g., third parties associated with mentioned parties).  

Corresponding to the types of information needs, we design ACFs that generate a 
hierarchy of investigative discourse answer types [4].  These answers range from the 
relatively simple to the very complex and include (a) definitions (“factoids” such as 
who, what, when, where, etc.), (b) descriptions (contextualized facts), (c) elaborations 
(information that expands the background of a contextualized fact), (d) e planations 
(a set or sequence of facts that are causatively related to one another or the anchor 
IO), (e) arguments (a set of facts that reflects alternative points of view on the anchor 
IO), (f) synthesis (a set of facts ordered to reflect steps in a logical process, oriented to 
a goal or outcome), and (g) discovery (a set of facts representing new knowledge). 

The simpler types of information needs, such as definitions, descriptions, and 
elaborations, may be addressed with functions such as small-passage-level IR or 
question answering, especially if these can be targeted to sources that are designed to 
provide answers dictionaries; encyclopaedias; gazetteers; phone and address books; 
company directories; FA  databases; etc.  Even over free texts, we can design 
processes that will retrieve a large amount of information, cluster it (for organization), 
and then order related information for complementary coverage of a topic. 

Clearly, some types of information needs may be very difficult to satisfy (even if a 
human agent were addressing them).  In increasing order of difficulty, e planation, 
argumentation, synthesis, and discovery are at the core of higher intelligence.  We do 
not imagine that there is a facile solution to the challenges they pose.  However, we 
do believe that selective components of such functions can be automated and will be 
useful even though they may be primitive.  For example, the explanation of an event 
or conclusion may lie in antecedent information.  The set of such prior information, 
assembled, sorted for topic, and chronologically presented to the user, may be 
precisely the response required to support the user’s own, efficient discovery of an 
underlying cause. 
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We believe that it is less important that an ACF perform a specific function 
flawlessly than that an ACF perform a function well enough to provide the user with 
information that the user can use to complete the function efficiently. 

 
 

2.4 etworks of Information 
 
When ACFs are activated, they produce a network of linked IOs, with the following 
features. 

 Asymmetric  The ACFs serve as links that process the given information object 
and pass information from it to another information object. For example, in 
ViviDocs, a FindRelevantDocs filter starts with a query and returns a list of ranked 
documents that are relevant to the query. A FindDescriptionWhere filter starts 
with a question and returns a list of documents with location names. In general, the 
linking between two information objects is directional from the anchor to the 
output. 
 Dynamic  Links are created virtually between information objects that may 

themselves be in flux. The relation of one object to another which might serve as 
a basis for establishing context, for example can change as a result of information 
being passed. 
 ersonalized  The interpretation and processing of information objects at linking 

time reflect the user’s unique perspectives. For example, consider the information 
request “find documents about ATM.”  In the global context of a financial analyst, 
the appropriate responses are likely to be related to Automated Teller Machines 
(ATMs), while in the global context of a network engineer, the appropriate 
responses are likely to be related to Asynchronous Transfer Mode (ATM). 
 Conte tualized  The interpretation and processing of information objects at 

linking time depends upon context scope. In the Battle-of-Stalingrad example, the 
information returned about Paulus in the local context is different from the 
information about Paulus in the global context, which tells us about the person and 
his career. 
 Structured  The information that is found by ACFs naturally lends itself to a 

structured interpretation.  For example, different ACFs (anchored to different IOs in 
a user’s document) may “touch” the same passages in external sources or in the 
local store of information associated with the document many times.  Any such 
individual passage is thus “validated” as useful to the document by many 
independent agents; it can be interpreted as an “authority” passage for the 
document.  Similarly, if an external document is the source of many separate 
passages, each of which is referenced by independent ACFs, that document can be 
regarded as playing the role of a “hub” document.  In short, the links established by 
ACFs in the set of related documents and passages create a quantifiable, network 
structure, directly anchored to the user’s task. 
The notion of linked information was already present in the original MEMEX 

vision [5].  Many people regard the World Wide Web as the practical realization of 
MEMEX since the Web offers a concrete example of linked IOs.  Parts of a document 
may be linked to whole other documents or parts of other documents; the link lattice 
can be used to move from point to point along pathways of relevance (or, at least, 
association).  But the network itself is relatively static and the types of links are quite 
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general and must be created “by hand,” explicitly.  Thus the possible interpretations 
of information must be decided at link time by individuals creating links, reflecting 
their unique perspectives.  The possibility that the “same” information might be 
linked to multiple, distinct other objects, depending on the information needs of a 
given user, cannot be accommodated.  Such a static approach is limited.  True 
“knowledge networks” will be subject to constant change and “re-linking” of 
information, dynamically.  Thus, the original vision of MEMEX as a knowledge 
network has not been realized in the Web. 

 
 

3 Illustration and Use Case 

We have implemented a prototype to study the behavior of ACFs. The prototype only 
demonstrates a limited set of the design features of ViviDocs. For instance, in the 
current version, history lists produced at different times are not maintained; only 
immediate history lists are available. Also, there is no modeling of contexts at 
different times; only the latest contexts are maintained.  Utility has not been 
incorporated (except in default settings). 

ViviDocs is build on the back of the CLARIT information-management system 
[6;7], which encompasses numerous IM functions ranging over NLP, extraction (of 
typed entities), IR, filtering, question answering, and concept clustering.  In contrast, 
the current GUI supports little more than reading and writing a text and is not 
integrated with other productivity software, such as e-mail.  We present examples 
below. 
 
 
3.1 An ample Based on Writing 
 
When the user begins to write a text, ViviDocs attempts to anticipate the types of 
information the user may need. Figure 1 shows the simple ViviDocs screen editor, in 
which the user has just typed “Hostage taking has become a contemporary crisis.”  
The period at the end of the sentence is a trigger (T) that activates several ACFs 
working in the background.  Here the IO is by default the new text “hostage taking 
has become a contemporary crisis.”  The profile (P) for this IO is represented as a 
vector of terms that have been extracted using CLARIT NLP, which uses lexicons 
and grammars to identify linguistically meaningful units (R) from text and also uses a 
reference database (R) to obtain occurrence (distribution) statistics, as below. 

contemporary crisis: 0 
hostage taking: 22 
hostage: 587 
contemporary: 2387 
crisis: 4149 
taking: 12042 

The FindRelevantDocs ACF uses this information to create a query over an 
available source (S), a collection of AP-newswire articles. The threshold ( ) is set to 
retrieve the top 100 relevant documents (F).  The response is cached as new IOs (F).  
Both the history list (H) and the context (C) are initially empty. 
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Other ACFs begin to work on the cached IOs as soon as they are available.  Each of 
these ACFs performs a specified function, using the IOs in the text as anchors.  If the 
user wants to see different factual aspects of the topics that have been fetched in the 
background, he right-clicks the mouse and gets a menu of the set of ACFs that have 
been activated (Figure 2). Selecting the Description Where menu item displays the 
responses produced by the FindDescriptionWhere filter (Figure 3).  The 
FindDescriptionWhere filter reformulates the original written text as a question and 
produces documents relevant to the question by specifically finding information 
related to locations.  The additional resources (R) it exploits include resources for 
extracting locative entities.  Now, the history list (H) contains the ranked documents 
returned by the FindRelevantDocs filter, which serves as local context for the 
locations. 

After the user browses through passages on hostage taking in different locations, he 
wants to know more about the hijacking of the TWA jet from Athens to Beirut in June 
1985.  So he cuts the text “The TWA jet was hijacked to Beirut on a flight from 
Athens in June 1985” from the results form and pastes it to the original editor.  High-
lighting (T) of the new text in addition to the original text updates the linking 
maintained by the ACFs.  Now selecting the Description Where menu item returns 
passages that discuss the hijacking of the TWA jet specifically (Figure 4). 

 

Figure 1   The editor screen of ViviDocs 
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Figure 2   Menu for specifying results from ACFs 

Figure 3   Responses of the FindDescriptionWhere filter 
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Figure 4   Updated responses of FindDescriptionWhere 

The parameters used in the two ACFs discussed above are given in Figures 6 and 7.  
Note that information passages (IO2) created by the first ACF (FindRelevantDocs) 
are in the history list and serve as the appropriate task context for future use.  The 
retrieved passages are indexed into a local database (D2), which subsequently is the 
source used by the second ACF (FindDescriptionWhere).  Upon right-clicking of 
the mouse and selecting of the Description Where option in the GUI, the 
FindDescriptionWhere agent is activated and formulates the original IO as a where 
question to extract factual answers from the source (D2).  Currently, instead of 
returning the exact factual answers, the agent brings back passages that potentially 
contain the correct answers. 

FindRelevantDocs 
 

rofile:   contemporary crisis: 0; hostage taking: 22; hostage: 587; 
contemporary: 2387; crisis: 4149; taking: 12042  

Resource:  English lexicon, English grammar   
Source:   indexed AP88 database built with 3-sentence passages   

istory:  empty  
Threshold:  N 100  
Utility:   not defined  
Conte t:  empty  
Trigger:  typing of ”.”  
Function:  retrieval ; caching ( IO2)  

Figure 5   Instantiated FindRelevantDocs ACF 
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FindDescriptionWhere 
 

rofile:   contemporary crisis: 0; hostage taking: 22; hostage: 587; 
contemporary: 2387; crisis: 4149; taking: 12042  

Resource:  English lexicon, English grammar   
Source:   indexed database built based on IO2  

istory:  IO2  
Threshold:  N 10  
Utility:   not defined  
Conte t:  IO2  
Trigger:  mouse click and menu selection  
Function:  answer-where

Figure 6  Instantiated FindDescriptionWhere ACF 

3.2 An ample Based on Reading 
 
When a user begins to read a document in the current version of ViviDocs, the system 
segments the document into passages (paragraphs) and the FindRelevantDocs ACF 
polls external sources for information that is related to the document, as described 
above.  The returned passages/documents constitute an information repository that 
can subsequently be used by other ACFs to find more detailed information.  These 
other ACFs proceed through the document, passage by passage, and attempt to 
perform their respective functions for each IO they encounter.  In such cases, the local 
context will be the passage itself and the focus will be the sentence or proposition in 
which the IO is located.  At any time, if the user selects an IO or a local context, the 
system is prepared to return the information that has been found by the ACFs that 
operated on that IO.  Typically, this results in sets of information that reflect multiple 
perspectives on the IO.  

In the case illustrated in Figure 8, the user has opened an AP-newswire document 
on Bush’s presidential campaign (in 1988).  The article notes that the Iran-Contra 
affair and the associated indictments could be a liability for Bush.  If the user wants to 
know more about who was involved in the Iran-Contra scandal, the user can activate 
the Description Who filter, which brings back passages with the relevant entities 
highlighted, as shown in Figure 9.  For this ACF, the highlighted entities include 
person names and organization names. 
 
 
3.3 ote on Details of Functionality 
 
To summarize, in our current ViviDocs implementation, for both the reading and 
writing tasks, the ACFs are based heavily on two IM functions:  retrieval/filtering and 
question answering.  The retrieval/filtering ACFs use IOs (e.g., a sentence, a passage, 
or a whole document) to bring back associated passages from user-selected databases.  
The returned passages together serve as an information repository and context for a 
battery of other ACFs that establish relationships (such as definitions, description, 
evidence) between IOs in the user’s document and the external sources. 
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Figure   Document opened for reading in ViviDocs 

Figure   ACF responses relating to “Who” 
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The ACFs that establish the description relationships rely on a question answering 
system that utilizes typed entity extraction and passage re-ranking.   The A system 
first retrieves small-sized passages (e.g., 3-sentence passages in our demo) that 
potentially contain the factual answers that are of interest to the user.  These passages 
are then re-ranked taking into account the extracted entities associated with the user’s 
interests (the selected aspect) and the retrieval scores.  For example, if the user is 
interested in the who aspect of a particular topic, the FindDescriptionWho filter will 
rank higher the relevant passages with person and organization names.  The extracted 
entity types in the current system include person names, organization/office names, 
country names, place names, time, currency, and numerical values. 

 
 

4 Challenges for Research 

Various attempts at developing IM systems such as ViviDocs have been proposed and 
attempted over the past decade.  In general, the central themes of such work have 
involved the problems of (1) managing or exploiting context or (2) anticipating user’s 
needs. 

With regard to capturing context, much work has focused on improving context for 
single queries, either explicitly or implicitly.  People often make context explicit, as 
when they type additional terms to help disambiguate an information need.  For 
example, if a user is looking for a personal homepage on the web, he or she could 
contextualize or constrain the query by adding the word “homepage” to the name of 
the person in the query.  This will substantially improve the relevance of the 
information retrieved.  Web search engines such as Google.com are increasingly 
relying on linguistic techniques, such as entity extraction, to provide more context for 
short queries.  

Another attempt to capture context has been the development of niche browsers that 
focus on providing specific types of information such as research reports or stock 
prices.  An example of such a browser is provided by ResearchIndex.com whose 
inherent implicit context (target domain) is research papers.  Other examples include 
FligDog.com (for jobs) and HPSearch.com (for computer scientists). 

A number of document-centric approaches to capturing context have been proposed 
in the literature.  Generally, most approaches try to capture context from the 
documents that are currently being viewed or edited by the user.  One such system is 
the Watson system [8].  Watson attempts to model the context of user information 
needs based on the content of documents being edited in Microsoft Word or viewed in 
Internet Explorer.  The documents that users are editing or browsing are analyzed by a 
heuristic term-weighting algorithm, which aims to identify words that are indicative 
of the content of the documents.  Information such as font size is also used to weight 
words.  If a user enters an explicit query, Watson modifies the query based on the 
content of the user’s current document and forwards the modified query to web search 
engines, thus automatically adding context information to the web search.  Thus, in 
the Watson system, though the user is required to compose the query, the system 
derives constraining context automatically. 

Watson’s mode of operation is similar to the Remembrance Agent [9;10], which 
indexes specified files, such as email messages and research papers, and continually 
searches for related documents while a user edits a document in the Emacs editor. 
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Recently, a number of new approaches to IM have been proposed based upon 
anticipating the information needs of users.  The Document Souls System [11] is 
designed to annotate documents actively with various types of related information that 
is available on the internet or an intranet.  Document Souls specifically tries to 
anticipate the information needs of a user.  When a document is opened, it is 
associated with a “personality” (i.e., a collection of information services and 
lexicons).  This personality then identifies information objects in the current 
document, which are subsequently annotated with links to other related information 
that may help the user.  The text of the information object, the surrounding context 
along with global information such as the topic of the document or the surrounding 
subdocument, is used to construct queries that are submitted to various information 
sources (e.g., databases; folders; automatically selected regions of the classification 
schema of an internet search engine; etc.).  This process of annotation is performed 
periodically. 

Another example of an anticipatory system is Autonomy’s Kenjin program 
(www.kenjin.com).  Based on the documents a user is reading or editing, Kenjin 
automatically suggests additional content it derives from the web or local files. 

ViviDocs clearly follows in the tradition of such past efforts at extending the 
relevance and functionality of IM systems.  However, ViviDocs attempts to 
generalize the model of relations that a document can have to external information 
sources and implements a number of specific functions, such as question answering 
and adaptive filtering, that go beyond simple information retrieval.  ACFs are 
explicitly designed both to promote multifaceted associations among information 
objects and also to facilitate the interaction of filters based on feedback and 
modifications of context. 

 
 

5 Conclusions 

Though the current set of ACFs is limited, the ViviDocs system demonstrates novel 
functionality.  Even in the modest prototype, one can see surprising effects.  Our 
future work will focus on extending the number and variety of ACFs, completing the 
integration of advanced IM processing into the system, and refining the model of the 
user, the work group, and the network of linked information generated via ACF 
actions.  Our challenge is to bring the system to operational completion and to begin 
experiments to test the hypothesis that ACFs can make tasks more productive and 
efficient and can support users in the most creative elements of their work discovery 
and integration of new knowledge. 
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Abstract. We present an implementation of a multi-agent system that
aims at solving the problem of tacit knowledge transfer by means of ex-
periences sharing. In particular, we consider experiences of use of pieces
of information. Each agent incorporates a system for implicit culture
support (SICS) whose goal is to realize the acceptance of the suggested
information. The SICS permits a transparent (implicit) sharing of the
information about the use, e.g., requesting and accepting pieces of infor-
mation.

1 Introduction

In Knowledge Management, knowledge is categorized as being either codified
(explicit) or tacit (implicit). Knowledge is said being explicit when it is possible
to describe and share it among people through documents and/or information
bases. Knowledge is said being implicit when it is embodied in the capabilities
and the abilities of the members of a group of people. Experience can be seen
as a way for accessing and sharing this kind of knowledge. In [10], knowledge
creation processes have been characterized in terms of tacit and explicit knowl-
edge transformation processes, in which, instead of considering new knowledge
as something that is added to the previous one, they conceive it as something
that transforms it. Supporting by means of software systems the transfer of
tacit knowledge among people in an organization represents a challenge whose
difficulties are mainly in the need of explicitly representing tacit knowledge.

In [2], we have introduced the notion of Implicit Culture that can be infor-
mally defined (see Appendix A for a formal definition) as the relation existing
between a set and a group of agents such that the elements of the set behave ac-
cording to the culture of the group. Systems for Implicit Culture Support (SICS
in the following) have the goal of establishing an Implicit Culture phenomenon
that is defined as a pair composed by a set and a group in Implicit Culture
relation.

The use of the Implicit Culture notion allows us to model and design systems
for knowledge tranfer between groups of agents. The architecture of the SICS
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realizes these requirements. In particular, it is possible to apply the implicit
culture framework whenever it is important to guarantee knowledge transfer
between groups of agents without interfering explicitly with them. Supporting
Implicit Culture is effective in solving the problem of improving the performances
of agents acting in an environment where more-skilled agents are active, by
means of an implicit transfer of knowledge between the group and the set of
agents. Implicit Culture can be applied successfully in the context of knowledge
management. The idea is to build systems able to capture implicit knowledge,
but instead of sharing it among people, change the environment in order to
make new people behave in accordance with this knowledge. As a first step in
this direction we have showed how information retrieval problem can be posed in
the implicit culture framework and how the framework generalizes collaborative
filtering [4]. In this framework, supporting an Implicit Culture phenomenon leads
to a solution of the problem of transfer tacit knowledge without the need to
explicitly representing the knowledge itself.

Some assumptions underlie the concepts of Implicit Culture, Implicit Culture
Phenomenon and SICS. We assume that the agents perform situated actions and
perceive and act in an environment composed of objects and other agents. Before
executing an action, an agent faces a scene formed by a part of the environment
and it executes an action in that given situation. After a situated action has
been executed, the agent faces a new scene. At a given time the new scene
depends on the environment and on the situated executed actions. The action
that an agent execute depends on the agent’s state and, in general, it is not
deterministically predictable with the information available externally. Rather,
we assume that it can be characterized in terms of probability and expectations.
Another assumption is that the expected situated actions of the agents can be
described by a cultural constraint theory. Given a group of agents we suppose
that there exists a theory about their expected situated actions. Such a theory
can capture knowledge and skills of the agents about the environment and so it
can be considered a cultural constraint of the group. Agents and objects, (i.e.,
the environment), are specified for each application.

The goal of a SICS is to establish an implicit culture phenomenon that guar-
antees the transfer of knowledge between the groups of agents. The general
architecture we have proposed in [2] (Figure 1) allows to establish an implicit
culture phenomenon by following two basic steps: (i) defining a cultural con-
straint theory Σ for a group G and (ii) proposing to a group G′ a set of scenes
such that the expected situated actions of the set of agents G′ satisfies Σ. Both
steps are realized by using the information about the situated executed actions
of G and G′. An implementation of a SICS has been presented and showed to be
effective in [3] and [4]. Given a SICS the kind of knowledge that it is possible to
share depends only on the technical limitations in a specific application. Firstly,
limitations emerge from the observable situated executed actions. Further lim-
itations are related to the specific theories that it is possible to define on the
expected situated actions. Finally, limitations are posed by the kind of cultural
constraint theories that are satisfiable by means of scene proposing.
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In this paper, we propose a multi-agent system for knowledge management
where each agent incorporating the SICS contributes to propagate the informa-
tion about the actions of the user to other agents. As presented in [2], the SICS
can be seen as a generalization of a memory-based collaborative filtering. The
system adopts a distributed approach to knowledge management opposed to a
centralized one as pointed out in [5].

The paper is organized as follows. Section 2 and Section 3 present the multi-
agent architecture and the implementation of the SICS, respectively. Section
4 describes related work and Section 4 draws conclusions a future directions.
Finally, in order to facilitate the reading, Appendix A recalls the formal definition
of Implicit Culture presented in [3].

Fig. 1. The basic architecture for Systems for Implicit Culture Support consists
of the following three basic components: observer that stores in a data base (DB)
the situated executed actions of the agents of G and G′ in order to make them
available for the other components;inductive module that, using the situated
executed actions of G in DB and the domain theory Σ0, induces a cultural con-
straint theory Σ; composer that, using the cultural constraint theory Σ and the
executed situated action of G and G′, manipulates the scenes faced by the agents
of G′ in such way that their expected situated actions are in fact cultural actions
with respect to G. As a result, the agents of G′ execute (on average) cultural
actions w.r.t. G, and thus the SICS produces an Implicit Culture phenomenon.
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2 A Multi-agent System Based on Implicit Culture

In this section we present the multi-agent system based on the Implicit Culture
we have developed for Knowledge Management applications. The system has
been built using JADE (Java Agent Development Framework) [1], a software
development framework for developing multi-agent systems conforming to the
FIPA standards [8]. Basically, the system is a collection of personal agents that
interact one another in order to satisfies the requests of their users. Each agent
uses locally the SICS to suggest both its user and the other agents. Applying
the SICS locally, each personal agent is able to provide suggestions from its
perspective, namely on the base of the information it has collected observing the
behavior of its user and those of the agents with which it has interacted with. In
our system we have extended the FIPA protocols in order to allows the agents to
exchange each other feedback about how the users use the information suggested
by their personal agents.

Using the system, a user asks her personal agent about a keyword and the
agent starts to search for documents, links, and references to other users, related
to the keyword. The personal agent tries to suggest the user using the SICS and
the observations done in the past on the user’s behavior and on the behavior of
the users whose personal agents it interacted with. Alternatively, the personal
agent can submit the request to other agents which will treat the request as it
were done by their users. In this case, however, the suggestions can include also
other agents to contact. The selection of the agents to send the request is done
applying locally the SICS again.

Figure 2 presents the general architecture of each single personal agent im-
plemented with JADE. The architecture of a JADE agent consists of four main
components: Behaviors, Scheduler, Inbox , and Resources. In our implementation
we have:

– Behaviors, that an agent is able to adopt in response to different internal
and external events. All tasks are implemented as behavior objects; we have
a specific behavior for the SICS. A request from the user or from another
agent actives the SICS behavior.

– Scheduler, that determines which behavior is the current focus of the agent
and consequently it selects an action to perform.

– Inbox , a queue of incoming messages (ACL). It contains the messages coming
from the user as well as those from other agents.

– Resources, consisting of beliefs and capabilities. The agent’s beliefs are the
information available to the agent and the capabilities are particular func-
tionalities used in the behaviors. In our implementation the three main com-
ponents of the SICS (observer, composer and inductive module) are three
different capabilities and the observations and the cultural constraint theory
are stored as beliefs. Additionally, each personal agent has beliefs about a
local schema useful to organize the information available. This schema is not
mandatory.
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Fig. 2. Internal architecture of a JADE agent implementing a SICS

The capability (the composer) and the beliefs (situated executed actions and
cultural constraint theory) related to the SICS and reported in Figure 2, will
be presented in details in the next section. Here we concentrate on the other
beliefs and behaviors. Each personal agent has among its beliefs a local schema
in order to organize information available to its user. Basically, the schema is
a tree where the nodes are labeled with strings that the user uses to describe
her own areas of interest, and the leaves are links. A link can be a reference to
a document stored locally in the user system or it can be an Internet address
or a reference to a person (e.g., a phone number, an email address or just the
name of the person). The schema is a conceptual representation of how the user
organize locally its information, and it does not say anything about how this
representation matches with those of the other users. The schema is represented
in XML (see Figure 3 for an example).

Figure 4 shows the algorithm used by personal agent when it receives a
request of information from its user or from some other agent. The global variable
result contains both links and names of the agents of the platform. If the
message is a query the SICS behavior is activated and it modifies result; if no
agents appear in result the DF agent is added to it in order to propagate the
query in any case; if the sender of the query is the user the link contained in
result are sent back and a query is sent to all the agents contained in result.
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<?xml version="1.0"?>
<tree name="USER">

<node name="travels">
<node name="train timetable">

<node>
<name>www.fs-on-line.it< /name>
<type>http< /type>

< /node>
<node>

<name>info@trenitalia.it< /name>
<type>mailto< /type>

< /node>
< /node>

< /node>
< /tree>

Fig. 3. An example of local schema expressed in XML

If the message is a reply from an agent the complete result (links and agents)
is sent, whereas an incomplete result (links only) is sent in the case the reply
comes from the user.

The agents interact one another using the FIPA-Iterated-Contract-Net Pro-
tocol, that starts with a call for proposal to perform a given action. In particular,
we use the call for proposal for checking the availability of an agent to perform
a search action. Differently, the user interacts with its personal agent using the
the FIPA-Query Protocol. Additionally, we have introduced a third protocol for
the propagation of the user feedback about the suggestions provided to him.
In particular, the protocol guarantees that the user informs the personal agent
about the acceptance of the refusing of a suggestion, and that the personal agent
informs about this the other agents it asked. In practice, the sending of an inform
whose content is “accept” is triggered by an action of the user, e.g., following a
link, maintaining it implicit.

An example of interaction. Let consider the case in which a user searches in-
formation about “train timetable” and asks his personal agent. Let suppose that
the SICS suggests an Internet address (www.fs-on-line.it), an e-mail address
(info@trenitalia.it) and another agent, agent-1. The personal agents informs the
user about the addresses www.fs-on-line.it and info@trenitalia.it and send a re-
quest to agent-1. Supposing that agent-1 replies with another internet address
www.trenitalia.it and another agent, agent-2, then the personal agent will send
a request to agent-2. When agent-2 replies with th email address www.bahn.de,
the personal agent informs the user with the results it has collected (namely,
“www.trenitalia.it”+“www.bahn.de”). Finally, if the user executes an action con-
sidered of acceptance for example of “info@trenitalia.com” an inform with that
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global result
for all message in INBOX do

if (message.type == ’query’) then
result := nil
SICS-behavior(query.sender,query.content,
result.links,result.agents)
if (result.agents == nil) then

add(DF,result.agents)
end if
if (query.sender == user) then

inform(self,user,result.links)
for all result.agent do

request(self,result.agent,query.content)
end for

end if
else if (message.type == ’reply’) then

if (reply.sender == user) then
inform(self,user,result.links)

else inform(self,message.sender,result)
end if

end if
end if

end for

Fig. 4. The algorithm used by the personal agent for processing the messages

content is sent. The personal-agent informs agent-2 because it has suggested such
an address, and agent-1 because it has suggested agent-2. Figure 5 presents the
sequence of messages exchanged by the agents. The main advantage of using
our system instead of systems like Google and Altavista is that the results are
filtered on the base of users’ past actions. In the example, agent-2 suggests the
link www.bahn.de because its user accepted it in the past or because he/she put
it on the local schema. In this particular example the link www.bahn.de does
not appear among the first ten results of Google and it is the tenth of Altavista
(probably because the pages of the site are almost completely in German). In this
way the behavior of a particular user, namely considering www.bahn.de relevant
to the search “train timetable”, is transferred to other users. The observations
of the acceptance of the suggestion of the site www.bahn.de permits to suggest
it as relevant even if it relevance does not emerge completly from the the usual
search engines.

The example shows how the variant of the FIPA communication protocol
permits to the agents to propagate the feedback of the user. In this way each
personal agent has access locally to information about the use of the information
done by the requester. The availability of the information permits to the agent to
observe a wider number of actions permitting the transfer of knowledge between
the users. Indeed, if the personal agent would limit its observations only to the
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1. request(user,personal-agent,‘‘train timetable’’)

2. inform(personal-agent,user,‘‘www.fs-on-line.it’’+‘‘info@trenitalia.it’’)

3. request(personal-agent,agent-1,‘‘train timetable’’)

4. inform(agent-1,personal-agent,‘‘www.trenitalia.it’’+‘‘agent-2’’)

5. request(personal-agent,agent-2,‘‘train timetable’’)

6. inform(agent-2,personal-agent,‘‘www.bahn.de’’)

7. inform(personal-agent,user,‘‘www.trenitalia.it’’+‘‘www.bahn.de’’)

8. inform(user,personal-agent,‘‘accept(www.bahn.de)’’)

9. inform(personal-agent,agent-1‘‘accept(www.bahn.de)’’)

10. inform(personal-agent,agent-2,‘‘accept(www.bahn.de)’’)

Fig. 5. An interaction example

actions performed by its user, the effect achieved by the user would be a simple
personalization. With the communication protocol we have adopted, each SICS
can observe also actions done by the users of the personal agents it has been
put in contact to. It is worth to note that this is transparent to the user. As a
summary, the personal agent act on behalf of the user in a complex way. It uses
the observations of the behavior of its user to provide a better service to the
user herself (personalization) and to the other users (collaboration). Moreover,
with the same goal, it integrates locally the observations of the user with the
observations of the other users and contribute to propagate the observations of
its own user in order to give feedback to the other agents. In other terms the
user delegates to the personal agent the capacity of sharing information about
the use of information.

3 The Implementation of the SICS Behaviors and
Capability

The SICS we have implemented and inserted in the agents as behavior and capa-
bility of JADE, is a particular case of the general one. Observations are treated
as beliefs that are updated depending on the type of messages. Moreover, we
do not consider any kind of theory induction over the observations, the cultural
constraint theory is completely specified and the inductive module is omitted
(i.e., in Figure 1, Σ ≡ Σ0). The cultural constraint theory is expressed by a set
of rules of the form:

A1 ∧ · · · ∧ An → C1 ∧ · · · ∧ Cm

in which A1 ∧ · · · ∧ An is referred to as the antecedent and C1 ∧ · · · ∧ Cm as
the consequent. The idea is to express that “if in the past the antecedent has
happened, then there exists in the future some scenes in which the consequent
will happen”. Hence the consequents has to be interpreted as situated expecta-
tions. Antecedent and consequent are conjunctions of atoms, namely two types
of predicates: observations on an agent and conditions on times. For instance,
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Fig. 6. The composer architecture

request(x, y, k, t1) is a predicate of the first type that says that the agent x
requests to agent y informatin relevanto to the keyword k at the time t1; while
less(t1, t2) is an example of the second type and it simply states that t1 < t2.

In our application the cultural constraint theory is fixed a priori and very
simple. Indeed, we want each personal agent PA to recommend links or agents
that satisfy the request, namely that the expected situated action of the user
(and consequently of her personal agents in the system) is to accept the recom-
mendation of the agent PA. The following rule is used to express the cultural
theory:

request(x, PA, k, t1) ∧ inform(PA, x, y, t2) ∧ less(t1, t2) →
accept(x, y, k, t3) ∧ less(t2, t3)

(1)

which states that if x (user or agent) asks the PA information relevant to the
keyword k, and the PA replies informing x that y (link or agent) are relevant,
then x will accept from y information as relevant to the keyword k. In other
terms, the theory specifies that the agents should accept the information they are
offered. Each agent has the goal of having the group of agents and users behaving
consistently with the theory. This goal is achieved by using the composer of the
SICS architecture.

The goal of the composer is to propose a set of scenes to agents of G′ such
that the expected situated actions of these agents satisfy the cultural constraint
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loop
get the last executed situated action α
for all rule r of Σ do

for all atom a of ant(r) do
if match(a,α) then

if find-set(ant,past-actions) then
r′=join(past-actions,r)
return cons(r′)

end if
end if

end for
end for
return false

end loop

Fig. 7. The algorithm for the CAF submodule

theory Σ for the group G. In our implementation, the composer consists of two
main submodules (Figure 6)1:

– the Cultural Actions Finder (CAF), that takes as inputs the theory Σ and
the executed situated actions of G′, and produces as output the cultural
actions w.r.t. G (namely, the actions that satisfy Σ).

– the Scenes Producer (SP), that takes one of the cultural actions produced
by the CAF and, using the executed situated actions of G, produces scenes
such the expected situated action is the cultural action.

Cultural Actions Finder
The CAF matches the executed situated actions of G′ with the antecedents of
the rules of Σ. If it finds an action that satisfies the antecedent of a rule, then it
takes the consequent of the rule as a cultural action. Figure 1 presents the algo-
rithm for the CAF. For each rule r (ant→cons), the function match(a,α) verifies
whether the atom a of ant=ant(r) matches with the executed situated action α;
then the function find-set(ant,past-actions) finds a set past-actions of past
executed situated actions that matches with the set of atoms of ant; and finally,
the function join(past-actions,r) joins the variables of r with the situated ex-
ecuted actions in past-actions. The function cons(r′) returns the consequent
of r′.

Scenes Producer
Given a cultural action α for the agent x ∈ G′ that performed actions on the set
of scenes S(x), the algorithm used in the scenes producer consists of three steps:

1 An additional component of the composer is the Pool, which manages the cultural
actions given as input from the satisfaction submodule. It stores, updates, and re-
trieves the cultural actions, and solves possible conflicts among them.
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1. find a set of agents Q ⊆ G∪G′ that performed actions similar to α and the
sets of scenes S(y) with y ∈ Q and in which they performed actions;

2. select a set of agents Q′ ⊆ Q similar to x;
3. Estimate (using Q′) the expected similarity between the expected actions of

x in the scenes of the set S =
⋃

y∈Q S(y) and the cultural action α. Return
the scene that maximizes the expected similarity and propose it to x.

Figure 1 shows the simple algorithm used in step 1. An agent y is added to
the set Q if the similarity sim(βy, α) between at least one of its situated executed
actions βy and α is greater than the minimum similarity threshold Tmin. The
scenes s in which the βy actions have been executed are added to S(y), that is
the set of scenes in which y has performed actions similar to α.

for all y ∈ G′

for all situated executed actions βy of y
if sim(βy , α)> Tmin then {

if y �∈ Q then y → Q
s → S(y)

}

Fig. 8. The algorithm for step 1

Step 2 selects in Q the k nearest neighbors to x with respect to the agent
similarity defined as follows:

wx,y =
1

|S(x) ∩ S(y)|
∑

σ∈S(x)∩S(y)

1
|Ax(σ)||Ay(σ)|

∑

βx∈Ax(σ)

∑

βy∈Ay(σ)

sim(βx, βy)

(2)

where S(x) ∩ S(y) is the set of scenes in which both x and y have executed
at least an action. Ax(σ) and Ay(σ) are the set of actions that x and y have
respectively performed in the scene σ. Eq. 2 could be replaced by a domain-
dependent agent similarity function if needed.

Step 3 selects the scenes in which the cultural action is the expected situated
action. To do this, firstly we estimate for any scene σ ∈ S =

⋃
y∈Q S(y) the

similarity value between the expected action of x and the cultural action, and
then we select the scene with the maximum value. The function to be maximized
is the expected value E(sim(βx, α)|σ), where βx is the action performed by the
agent x, α is the cultural action, and σ ∈ S is the scene in which βx is situated.
The following estimate is used:

Ê (sim(βx, α)|σ) =

∑
u∈Q′ E (sim(βu, α)|σ) ∗ wx,u∑

u∈Q′ wx,u
(3)
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that is we calculate the weighted average of the similarity of the expected actions
for the neighbor of the scene, the weight wx,u is the similarity between the agent
x and the agent u, whereas E (sim(βu, α)|σ) with u ∈ Q′ in Eq. 3 is estimate as
follows:

Ê (sim(βu, α)|σ) =
1

|Au(σ)|
∑

βu∈Au(σ)

sim(βu, α) (4)

that is the average of sim(βu, α) over the set of actions Au(σ) performed by u
in σ.

The algorithms described above, as well as the multi-agent system presented
in the previous section, is fully implemented in Java using XML for expressing
the cultural constraint theory.

4 Related Work

Different areas of research produced related work. The main areas we con-
sider here are Agent-Mediated Knowledge Management (AMKM), Distributed
Knowledge Management (DKM) and Computer Supported Collaborative Work
(CSCW).

In AMKM area, Yu and Singh [12] have recently proposed an agent-based
referral system. Their system, called MARS, suggests to the user the experts
she might contact in order to satisfy her knowledge needs. Each user has a
personal agent that interacting by means of a mail server with other personal
agents supports the user’s social network. As in our system, in MARS agents are
provided with learning capabilities. However, our system differs from MARS in
the system architecture as well as from the theoretical point of view. Architec-
turally, MARS agents learn explicit models of their neighbors and acquaintances,
whereas our approach is memory-based and there is no explicit classification of
the other agents; our system adopts FIPA standards and JADE platform and
it is web-based and not mail-based. Theoretically, the presence of a shared on-
tology between the agents make MARS only partially distributed, because the
ontology has to be fixed for all the agents. Moreover, we emphasize the implicit
support of knowledge by managing documents, links and reference to people in
a uniform way by inserting the implicit transfer of knowledge among the goals
of the personal agents.

A purely distributed approach to knowledge management is being consis-
tently addressed in the EDAMOK project [6, 7]. The system-development part
of the project adopts a peer-to-peer architecture with an explicit notion of con-
text. Based on the published material it is possible to sketch some differences.
Architecturally, our agent-based approach relies on different architecture and
technology and insert a learning functionalities in order to discover and propa-
gate information about the other entities (agents or peers) in the system. The-
oretically, their approach tends to solve a posteriori the problem of matching
between the local perspectives (contexts) whereas our system tends to support
the formation of compatible local perspectives.
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In the area of CSCW, the management of tacit knowledge is receiving in-
creasing attention [9]. Tacit knowledge is hard to be transmitted and shared
in computer supported environment. Ribak et al [11] wrote:”By replacing face-
to-face communication with telephone, e-mail, and instant messaging, we have
also forfeited overhearing hallway conversations and the constant subconscious
awareness of the state of our team and works environments”. They ReachOut
system allows for easy and partial-persistent question/answering conversational
exchanges between groups of human peers. The effect is community building and
awareness of the others. Tacit knowledge can be shared during the exchanges as
it happens in face-to-face interactions. The main difference of our approach is
that we aim to share tacit knowledge implicitly, namely without the need to
communicate and be aware of the other users. The two approaches are comple-
mentary and could both gain from an integration.

5 Conclusions and Future Work

We have presented a fully-implemented multi-agent system that exploits the
architecture of the Systems for Implicit Culture Support in order to solve the
problem of the tacit knowledge transfer in a knowledge management context.
We have argued that the tacit knowledge transfer requires the sharing of expe-
riences and that the main difficulty relies in the need of explicitly representing
the tacit knowledge. Our approach aims to by-pass the problem of the explicit
representation.

The system incorporates a SICS in each agent. The SICS is used in order
to provide information to the user and also to the other users by means of a
communication protocol between the agents. The SICS observes the local actions
of its own user and, by means of a variant of the FIPA communication protocols,
also the actions of the other users. The multi-agent architecture permits the
exchange of information about the users actions, improving so the range of the
actions that each local SICS can observe. The overall effect is an implicit transfer
of information about the use of the suggested items. In other terms, the system
supports the sharing of the experience of the use of some pieces of information.

The proposed system represents a viable way of supporting the transfer of
tacit knowledge between individuals in an organization. Each personal agent
contributes locally to a realization of an implicit culture phenomenon. It is im-
portant to note that the local perspective of each agent permits the existence
of different practices, given the fact that not all the agents will converge to the
same set of observations and consequently to the same suggestions.

The agents’ capabilities implemented in our system can be used in different
scenarios. For example, instead of information searching, it is possible to apply
our approach to a case-based reasoning scenario, where the goal is to find similar
solutions for similar problems reusing solved cases. Each agent can suggest to the
other agents the most proper case for a given problem. Some agents can wrap a
case-base and implement different similarity functions that can be available in
the platform by means of the Directory Facilitator.
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The advantages of our approach include:

– each agent helps the user to deal with implicit knowledge, learn and interact
with the other users;

– the system maintains knowledge implicit, namely implicit knowledge and
behaviors are captured and explicitly represented by the system without
need to explicit them to the user;

– the system supports the user in the learning activity. Each personal agent
has learning capabilities with respect to the user’s preferences;

– the system supports interaction and collaboration. Each personal agent ex-
changes information about how information have been used;

– the system is conceptually distributed. The distribution permits the emer-
gence of local perspectives and learning capabilities permit to harmonize
them without need of explicit capabilties for solving conflicts.

– the system can help to defend the investment on knowledge. An agent sur-
vives also in the case the user left the organization and it can be used as
long as it proves to be competent.

Provided that our system is not alternative to other systems but it can be
seen as an additional web-based service, it has few disadvantages:

– the users need to be willing to share information about how they use shared
or public documents (note that we do not require documents sharing);

– the system does not observe all the possible search behaviors of the user,
but only the ones performed by means of the system (namely, preserving
privacy);

– technically, it requires a rather demanding message interactions between the
agents. This can cause an overload in case of an high number of agents.

We are currently applying our system to a real situation, in particular we
are working to a version of our system to support knowledge management in
a business intelligence company and in the Law Department of University of
Trento. In particular, we are includign wrappers agents that access external
resources (e.g., search engines) in order to feed the system with links that the
users can accept or not triggering the observations of the SICS modules.
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Appendix A: Formal Definition of Implicit Culture

We consider agents and objects as primitive concepts to which we refer with
strings of type agent name and object name, respectively. We define the set
of agents P as a set of agent name strings, the set of objects O as a set of
object name strings and the environment E as a subset of the union of the set
of agents and the set of objects, i.e., E ⊆ P ∪O.

Let action name be a type of strings, E be a subset of the environment
(E ⊆ E) and s an action name.

Definition 1 (action). An action α is the pair 〈s, E〉, where E is the argument
of α (E = arg(α)).

Let A be a set of actions, A ⊆ A and B ⊆ E .

Definition 2 (scene). A scene σ is the pair 〈B, A〉 where, for any α ∈ A,
arg(α) ⊆ B; α is said to be possible in σ. The scene space SE,A is the set of all
scenes.

Let T be a numerable and totally ordered set with the minimum t0; t ∈ T is
said to be a discrete time. Let a ∈ P , α an action and σ a scene.

Definition 3 (situation). A situation at the discrete time t is the triple 〈a, σ, t〉.
We say that a faces the scene σ at time t.
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Definition 4 (execution). An execution at time t is a triple 〈a, α, t〉. We say
that a performs α at time t.

Definition 5 (situated executed action). An action α is a situated executed
action if there exists a situation 〈a, σ, t〉, where a performs α at the time t and
α is possible in σ. We say that a performs α in the scene σ at the time t.

When an agent performs an action in a scene, the environment reacts propos-
ing a new scene to the agent. The relationship between the situated executed
action and new scene depends on the characteristics of the environment, and in
particular on the laws that describe its dynamics. We suppose that it is possible
to describe such relationship by an environment-dependent function defined as
follows:

FE : A × SE,A × T → SE,A (5)

Given a situated executed action αt performed by an agent a in the scene σt at
the time t, FE determines the new scene σt+1 (= FE(αt, σt, t)) that will be faced
at the time t + 1 by the agent a.

While FE is supposed to be a deterministic function, the action that an agent
a performs at time t is a random variable ha,t that assumes values in A.

Let a ∈ P and 〈a, σ, t〉 be a situation.

Definition 6 (expected action). The expected action of the agent a is the
expected value of the variable ha,t, that is E(ha,t).

Definition 7 (expected situated action). The expected situated action of
the agent a is the expected value of the variable ha,t conditioned by the situation
〈a, σ, t〉, that is E(ha,t|〈a, σ, t〉).

Definition 8 (party). A set of agents G ⊆ P is said to be a party.

Let L be a language used to describe the environment (agents and objects),
actions, scenes, situations, situated executed actions and expected situated ac-
tions, and G be a party.

Definition 9 (cultural constraint theory). The Cultural Constraint Theory
for G is a theory expressed in the language L that predicates on the expected
situated actions of the members of G.

Definition 10 (group). A party G is a group if exists a cultural constraint
theory Σ for G.

Definition 11 (cultural action). Given a group G, an action α is a Cultural
Action w.r.t. G if there exists an agent b ∈ G and a situation 〈b, σ, t〉 such that

{E(hb,t|〈b, σ, t〉) = α},Σ �⊥
where Σ is a cultural constraint theory for G.



Implicit Culture-Based Personal Agents for Knowledge Management 261

Definition 12 (implicit culture). Implicit Culture is a relation >� between
two parties G and G′ such that G and G′ are in relation (G>�G′) iff G is a
group and the expected situated actions of G′ are cultural actions w.r.t G.

Definition 13 (implicit culture phenomenon). Implicit Culture Phenom-
enon is a pair of parties G′ and G related by the Implicit Culture.

We justify the “implicit” term of implicit culture by the fact that its definition
makes no reference to the internal states of the agents. In particular, there is
no reference to beliefs, desires or intentions and in general to epistemic states
or to any knowledge about the cultural constraint theory itself or even to the
composition of the two groups. In the general case, the agents do not perform
any actions explicitly in order to produce the phenomenon.
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Abstract. We first describe a multi-agent system managing a corporate mem-
ory in the form of a corporate semantic web. We then focus on a newly intro-
duced society of agents in charge of wrapping external HTML documents that 
are relevant to the activities of the organization, by extracting semantic Web 
annotations using tailored XSLT templates. 

1   Agents and Corporate Semantic Webs 

Organizations are entities living in a world with a past, a culture and inhabited by 
other actors; the pool of knowledge they mobilize for their activities is not bounded 
neither by their walls nor by their organizational structures: organizational memories 
may include or refer to resources external to the company (catalogs of norms, stock-
markets quotations, digital libraries, etc.). 

Our research team currently studies the materialization of a corporate memory as a 
corporate semantic web; this follows the general trend to deploy organizational in-
formation systems using internet and web technologies to build intranets and in-
trawebs (internal webs, corporate webs). The semantic intraweb that we shall con-
sider here, comprises an ontology (O'CoMMA [9, 10]) encoded in RDFS, descrip-
tions of the organizational reality encoded as RDF annotations about the groups (cor-
porate model) and the persons (user profiles), and RDF annotations about the docu-
mentary resources.  

The result of this approach is a heterogeneous and distributed information land-
scape, semantically annotated using the conceptual primitives provided by the ontol-
ogy. To manage this corporate knowledge, it is interesting to rely on a software archi-
tecture that is itself heterogeneous and distributed, and the adequacy of multi-agent 
systems have been acknowledged in a range of projects proposing multi-agent sys-
tems addressing different aspects of knowledge management inside organizations. 
CASMIR [4] and Ricochet [5] focus on the gathering of information and the adapta-
tion of interactions to the user’s preferences, learning interest to build communities 
and collaborative filtering inside an organization. KnowWeb [8] relies on mobile 
L. van Elst, V. Dignum, and A. Abecker (Eds.): AMKM 2003, LNAI 2926, pp. 262-275, 2003. 
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agents to support dynamically changing networked environment and exploits a do-
main model to extract concepts describing documents and use them to answer que-
ries. RICA [1] maintains a shared taxonomy in which nodes are attached to docu-
ments and uses it to push suggestions to interface agents according to user profiles. 
FRODO [15] is dedicated to building and maintaining distributed organizational 
memories with an emphasis on the management of domain ontologies. Finally, our 
team participated to the European project CoMMA [6, 9], which aimed at implement-
ing and testing a corporate memory management framework based on agent technol-
ogy, for two application scenarios: (1) ease the integration of a new employee to an 
organization and (2) assist the technology monitoring activities. The system does 
not directly manage documents, but annotations about documents referenced by their 
URIs. CoMMA focused on three functionalities: (a) improve precision and recall, to 
retrieve documents using semantic annotations; (b) proactively push information 
using organization and user models; (c) archive newly submitted annotations. The 
architecture of CoMMA as it was demonstrated at the end of the project will be de-
tailed in the following section. 

By annotating resources available on the open Web, the organizational memory 
may span the organizational boundaries. In CoMMA, some agents were in charge of 
assisting the annotation and archiving process, but the annotation of a resource was 
essentially a manual process. While it was acceptable then, for the scenarios involved 
people whose role included the annotation task, it is clear that tools are needed to ease 
this work by assisting the exploitation of  structural clues in resources, by saving the 
user from repeating similar and tedious manipulations, by automating updates when 
resources change, etc  It is for this reason that we introduced a new society in 
CoMMA, as described in the third section. 

2   The Initial Architecture of CoMMA 

The software architecture of CoMMA is a multi-agent system that was built and 
tested to manage a corporate memory based on the semantic Web technologies [9]; 
we briefly present this architecture here. 

2.1   Societies and Social Functionalities  

The architecture was fixed at design time, considering the functionalities CoMMA 
was focusing on and the software components that were to be included in the agents. 
It is clear to us that multi-agent systems are both a design paradigm and an enabling 
technology. We followed an organizational top-down analysis [9, 11] where the MAS 
architecture was tackled, as in a human society, in terms of groups, roles and relation-
ships, starting from the highest level of abstraction of the system (i e  the society) and 
going down by successive refinements (i e  nested sub-societies) to the point where 
the needed agent roles and interactions could be identified. Thus the system was first 
divided into four dedicated sub-societies of agents: three sub-societies dedicated to 
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resources (ontology and corporate model; annotations; yellow pages needed for man-
aging interconnection) and one dedicated to users. 

Analyzing the resource-dedicated sub-societies we found that there was a recurrent 
set of possible organizations for these sub-societies: hierarchical, peer-to-peer or 
replication. Depending on the type of tasks to be performed, the size and complexity 
of the resources manipulated, a sub-society organization was preferred to another. 
The sub-society dedicated to the ontology and model was organized as a replication 
sub-society (i e  an ontologist agent has a complete copy of the ontology). The anno-
tations-dedicated sub-society was designed as a hierarchical organization. The yellow 
pages agents are provided by the JADE platform [2] used in CoMMA and are organ-
ized as a peer-to-peer society. Agents from the user-dedicated sub-society are not 
related to a resource type like the previous ones, thus they were studied separately. In 
analyzing and organizing these four societies, ten agent roles were identified and 
specified; we present them in the next section. 

2.2   Agent Roles 

The user-dedicated sub-society comprises three roles: 
The Interface Controller (IC) manages and monitors the user interface; it makes 
the user looks like another agent to the whole MAS. 
The User Profile Manager analyses the users’ requests and feedback to learn from 
them and improve the reactions of the systems (esp. the result ranking). 
The User Profile Archivist stores, retrieves and queries the user profiles when 
requested by other agents. It also compares new annotations and user profiles to 
detect new documents that are potentially interesting for a user and proactively 
push the information. 

Precise querying on user profiles is handled by another agent type (AA) from the 
annotation-dedicated society.  

CoMMA uses the JADE platform, thus the agents of the connection sub-society 
play two roles defined by FIPA: 

The Agent Management System that maintains white pages where agents register 
themselves and ask for addresses of other agents on the basis of their name. 
The Directory Facilitator that maintains yellow pages where agents register them-
selves and ask for addresses of other agents on the basis of a description of the 
services they can provide. 

The society dedicated to ontologies and models relies on two roles: 
The Ontology Archivist stores and retrieves the O'CoMMA ontology in RDFS. 
The Enterprise Model Archivist stores and retrieves the organizational model in 
RDF. 

The annotation-dedicated society comprises two roles: 
The Annotation Archivist (AA) that stores and searches RDF annotations in a 
local repository it is associated to. 
The Annotation Mediator (AM) that distributes subtasks involved in query solv-
ing and annotation allocation and provides a subscription service for agents that 
whish to be notified of any newly submitted annotation. 



Integrating External Sources in a Corporate Semantic Web           265 

2.3   Annotation Management and Limits  

The annotation-dedicated society is in charge of handling annotations and queries in 
the distributed memory; the AM is in charge of handling annotations distributed over 
the AAs. The stake was to find mechanisms to decide where to store newly submitted 
annotations and how to distribute a query in order not to miss answers just because 
the needed information are split over several AAs [9, 12]. To allocate a newly posted 
annotation, an AM broadcasts a call for proposal to the AAs. Each AA measures how 
close the annotation is, semantically, from the types of concepts and relations present 
in its archive. The closer AA wins the bid. Thus we defined a pseudo-distance using 
the ontology hierarchy and we used it to compare the bids of the different AAs fol-
lowing a contract-net protocol. The solving of a query may involve several annotation 
bases distributed over several AAs; the result is a merging of partial results. To de-
termine if and when an AA should participate to the solving of a query, the AAs 
calculate the overlap between the list of types present in their base and the list of 
types used in the query. With these descriptions the AM is able to identify at each 
step of the query decomposition the AAs to be consulted. Once the AA and AM roles 
had been specified properly together with their interactions, modules of CORESE (a 
semantic search engine and API [7]) have been integrated in the agent behaviors to 
provide the needed technical abilities. 

The submissions of queries and annotations are generated by the IC in the user-
dedicated society. Users are provided with graphical interfaces to guide them in the 
process of building semantic annotations and queries using concepts and relations 
from the ontology. Although we are aware that the multiple activities and actors of 
organizations require multiple ontologies, we focused on individual scenarios based 
on a single ontology that can be different from one scenario to another; the ontology 
is designed and tailored from the point of view adopted for the considered scenario. 
In other extensions of the systems we consider the problems of translating annota-
tions and queries from one ontology to another, but this point is not addressed here. 
Therefore O'CoMMA provides a conceptual vocabulary that is relevant for the 
Knowledge Management scenarios envisaged in CoMMA and it only aims at being 
sufficient to annotate information resources with those aspects that are relevant for 
the considered scenarios (if they have such aspects). In other words, we do not aim at 
generating every possible annotation for a resource, but only the ones that are possi-
ble in the considered ontology and thus relevant in the considered application scenar-
ios. 

From an annotation built in the GUI, the Interface Controller agent generates an 
RDF annotation that will be archived. The task of annotating a resource can quickly 
become tedious and repetitive, and if a large set of relevant documents is discovered, 
the prospect of having to annotate each one of them may be off-putting and the hy-
pothesis of manual annotation becomes unrealistic. However, some Web sites have a 
rather static structure which, even if it is implicit, provides structural clues (font style, 
table, separators, etc.) that can be exploited to automate some extraction rules that 
enable the user to automatically generate annotations from the content of the re-
source. It is for this special case that we introduced a new society of agents, providing 
this new service, as described in the following sections. 
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3   Introducing Wrapping Services 

No organization is an island; it is included in a culture, a country, a society, a market, 
etc. and a lot of interesting information is available on the open Web, relevant to the 
organization's environment, core activities, domain, etc. Being relevant to the organi-
zation, these resources can be annotated to integrate the corporate semantic web. In 
the initial scenarios of CoMMA, the effort of annotation was part of the role of some 
stakeholders (e.g. technology monitors, mentors). However, as the available Web 
pages continually increase their volume and change their content, manual annotations 
becomes very hard; for this reason it is interesting to consider semi-automated tools 
in order to ease the annotation process. We see this as the dual problem of the usual 
vision of a corporate portal. A corporate portal usually offers services from the or-
ganization to the outside-web, it is the shop window of the organization; we call it the 
outer portal to the inner services. Conversely the organization resources can be used 
to filter and mine the outside 'world wild web' and provide its internal communities of 
interest with a portal enabling them to access carefully chosen, selected and validated 
external sources providing resources interesting for them; we call it the inner portal to 
the outside services. 

A way to implement an inner portal in CoMMA is to introduce a society of wrap-
pers as shown in bold in Figure 1. The agents of this society automate the extraction 
of relevant information and their integration to the organizational memory.  

The open Web is human-intended and full of unstructured or semi-structured re-
sources. The extraction of semantic annotations, to provide the organization with 
internal pointers to relevant resources outside, raises the problem of specific wrapper 
development for each relevant source. This led researchers to consider generic wrap-
pers and parameterization scripts or customization workshop tools where one can 
quickly develop a new specialized wrapper using automatic rule generalization and 
other machine learning and text mining techniques. The following sub-sections pre-
sent our approach to this problem. 
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Fig. 1. Addition of the new 
society of wrappers 
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3.1   Data traction rocess  

There are two options to implement the wrapper: 
On-the-fly conversion where the wrapper uses its skills to convert information 
whenever it is solicited for solving a query. This approach has the advantage of 
always providing the requester with up-to-date information but the conversion 
process may slow down the agent's answer.  
An image generator wrapper, triggering checks at chosen intervals and, if needed 
(i.e., a new version of the monitored Web page is detected), applying conversion 
mechanisms to update its annotations. This approach has the advantage of provid-
ing information very quickly since the agents work on the structured image of the 
information, and to be available even if the outside Web site is off-line. However, 
depending on the monitoring settings, the data may not be up-to-date and more-
over the amount of information duplicated in the intranet may be important. 

We chose the second option because it is faster when dealing with a query (since 
the structured data are always directly available when needed) and it decouples and 
isolates the intranet from the Internet, which is an appreciable feature both for secu-
rity and availability. 

For some Web sites such as online catalogs or digital libraries we observed that a 
major part of the information used for annotating the Web pages is usually present in 
the content of the document itself. Thus we designed a solution for automatically 
generating RDF annotations by extracting semi-structured data from the Web pages. 
The solution entirely relies on XML technologies (XHTML, XSLT, XML syntax of 
RDF) and is guided by an ontology in RDFS. The tool we developed is able to gener-
ate wrappers responsible for downloading documents from a Web site and extracting 
data from them using a mapping (XSL Templates) based on an ontology to generate 
the annotations to be added to the memory. 

In [3], a mechanism is described for generating translators. The idea of facilitating 
the annotation generator design is indeed interesting since agents have to be custom-
ized for each new source. A library of useful functions or a toolkit for Web Wrappers 
can also be a valuable asset for feasibility and acceleration of the process of develop-
ing such agents. For example [14] describes an approach to wrapper induction, based 
on the idea of hierarchical information extraction where extraction rules are described 
as finite automata learned by the agent. Whereas projects like TSIMMIS [13] actually 
looked at the full integration of dynamically changing heterogeneous sources, we 
only consider here the generation of semantic annotations to assist the localization 
and access to information resources; the actual use of a given information resource is 
not supported here.   

Our approach is focusing on well-structured Web sites; the information can be fre-
quently updated, but the layout and organization of these pages must remain the 
same, or at least do not change too much. A lot of Web sites of this type exist on the 
Web; typical examples are online libraries of documents, weather forecast, stock 
exchange quotations, etc. As illustrated in Figure 2, we proceed in three steps: 

Step  Retrieve the ML source code and convert it into ML. The extraction 
template is built using a sample Web page chosen among the set of pages to be anno-
tated and which structures are similar. We suppose here that these pages are located 
by URLs containing a running counter, so we used a structure called URLSet which 
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contains the prefix and the postfix of the URL and a counter range, to identify this set 
of pages.  

To extract data from a Web page, the system needs to access the appropriate por-
tion of data in the source document. Much of the HTML content currently on the 
Web is ill-formed as a result of the leniency of HTML parsers used by Web browsers 
(missing closing tags, incorrect nesting of tags, etc.). Therefore, the system converts 
the HTML document into an XHTML document following their hierarchical structure 
and correcting errors thanks to the JTidy Package. After this step, we obtain a well-
formed XML document using the Extensible Hypertext Markup Language 
(XHTML). Doing so, in the subsequent steps, we can use XML tools to manipulate 
the web page as a DOM (Document Object Model) and we represent it using the 
JDOM package.  

Step  Generating e traction template based on the ontology O CoMM . The 
next step consists in describing the extraction process to provide the system with an 
annotation template using the vocabulary provided by the O'CoMMA ontology, 
which is itself encoded using the XML syntax of RDF(S). An annotation contains 
information extracted from the document and concepts and properties chosen in the 
ontology. We chose the Extensible Style Sheet Language Transformations (XSLT) as 
a format for data extraction rules in order to benefit from its advantages in manipulat-
ing XML document and to use XML Path expressions (XPath) to locate data to be 
extracted. To assure the preciseness and the automation for the extraction process, we 
created some built-in templates providing high level extraction functions such as: 
recursive extraction of a list of data delimited by a given separator (e.g. for the list of 
authors - see figure 3), or replacing some data extracted by a corresponding concept 
in the ontology (e.g. for keywords). These built-in templates are transparent to the 
users of system, and are embedded in the overall extraction template produced by the 
system. Thus the system assists the generation of extraction templates in XSLT that 
can be exchanged, reused, merged, compound and nested. 

Step  pplying the SL emplate to the ML source codes to build an annota-
tion base. Once the template is created, it is used by an XSLT processor to transform 
all Web pages into annotations of their content. 
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 Fig. 2. Extraction process 
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<xsl:template name="getListItem"> 
<xsl:param name="list" /> 
<xsl:param name="delimiter"/> 
<xsl:param name="openning"/> 
<xsl:param name="closing"/> 
<xsl:choose> 
 <xsl:when test ="$delimiter = 'br'"> 
  <xsl:for-each select="$list"> 
 <xsl:value-of select="$openning" disable-output-escaping="yes"/> 
  <xsl:value-of select="normalize-space()" />  
 <xsl:value-of select="$closing" disable-output-escaping="yes"/> 
 </xsl:for-each>   
 </xsl:when> 
 <xsl:otherwise> 
  <xsl:choose> 
  <xsl:when test="string-length($list) = 0" /> 
  <xsl:otherwise> 
    <xsl:choose> 
       <xsl:when test="contains($list, $delimiter)"> 
        <xsl:value-of select="$openning"disable-output-escaping="yes"/> 
       <xsl:value-of select="concat(normalize-space 
      (substring-before($list, $delimiter)),'&#10;')" /> 
      <xsl:value-of select="$closing" disable-output-escaping="yes"/> 
       </xsl:when> 
       <xsl:otherwise> 
     <xsl:value-of select="$openning" disable-output-escaping="yes"/> 
    <xsl:value-of select="concat(normalize-space($list),'&#10;')" /> 
     <xsl:value-of select="$closing" disable-output-escaping="yes"/> 
       </xsl:otherwise>  
    </xsl:choose> 
   <xsl:call-template name="getListItem"> 
     <xsl:with-param name="list"  
                        select="substring-after($list, $delimiter)"/> 
     <xsl:with-param name="delimiter" select="$delimiter" /> 
    <xsl:with-param name="openning" select="$openning" /> 
    <xsl:with-param name="closing" select="$closing" /> 
   </xsl:call-template>  
  </xsl:otherwise> 
 </xsl:choose>  
 </xsl:otherwise> 
</xsl:choose> 
</xsl:template> 

Fig. 3. Recursive extraction of a list of data 
 

3.2   Agent Interaction Scenario 

The agent interaction scenario we envisaged to support the data extraction process is 
in 6 stages:  
1. In the Interface Controller (IC), the users select a source of web pages having a 

similar structure, and annotate one of the pages, giving an example of annotation; 
2. The IC derives an XSLT template to extract information from the Web page and 

automatically build the corresponding RDF annotation; 
3. Once the template is validated, the IC contacts a Wrapper Manager (WM) and 

requires the creation of an Annotation Wrapper Archivist (AWA) to handle this 
new source of annotations. 

4. The IC sends the template and the URLSet to the newly created AWA; 
5. The AWA creates its base of annotations applying the template and then registers 

with an Annotation Mediator (AM) like any Annotation Archivist, so that it is 
ready to participate to query solving; 

6. The AWA maintains its base, monitoring changes in the source. 
This scenario allows users to develop and launch a population of AWA, each one 

of them monitoring an assigned source. 
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3.3   Modifications of the Interface Controller 

To assist the two first steps of the scenario, we developed a specific graphic tool 
called WebAGe (Web Annotation Generator) that was inserted into the existing inter-
face of the IC of CoMMA. Figure 4 shows the screenshot of the interface of WebAGe 
in CoMMA. 

Users can specify the sample Web page in the box at the top of the widget (1). The 
Web page is then downloaded and converted into XHTML. The resulting hierarchical 
DOM structure of the document is visualized, allowing users to choose the data to be 
extracted and to specify the XPath just by manipulating the graphical representation. 
In (2) is an ontology navigation widget allowing users to browse the taxonomic struc-
ture of the ontology and choose concepts and relations to be used in the annotations. 
The area (3) is the template definition widget for defining the extraction rule. The 
data targeted in the widget (1) and concepts and relations chosen in widget (2) are 
dragged and dropped here by the users to build the template. The widget (4) shows 
the code of the template in XSLT, as it was automatically derived by the system. If 
wanted, a human expert can intervene here to improve the result of the wrapping 
process in case a special tuning is required. Users can view and check the resulting 
annotation in area (5) and in area (6) they can require the creation of an AWA by 
specifying the set of Web pages to which this template has to be applied and by sub-
mitting it in a request together with the XSLT template. 

6 
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Fig. 4. Interface to generate annotation extraction templates 
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3.4   ierarchical Society of Wrappers 

To operationalise the extraction process, we implemented a prototype of the wrapper 
society. It is a hierarchical society, with a Wrapper Manager role (WM) in charge of 
creating and managing the population of wrappers and an Annotation Wrapper Ar-
chivist role (AWA) in charge of wrapping a targeted source and making the obtained 
annotation available for query solving. 

 
Wrapper manager WM . The WM manages the AWAs. Currently its task is to 
create an AWA when it receives requests from the IC. It does so by sending a request 
to the AMS to create a new agent of the AWA class. In the future, we envisage to add 
new features to the WM such as recreating an AWA if it died, managing the ad-
dresses of the AWAs active in the system, etc. Table 1 provides the role card of the 
WM. 
 
Annotation Wrapper Archivist AWA . The AWA is the main worker in the wrap-
per-dedicated society, it provides two services: wrapping a source and providing the 
annotation archive content for solving queries. 

Thus the AWA role is divided into two roles. The first role of the web page wrap-
per is new: the AWA receives a request for wrapping a web source from the IC; it 
contains the extraction template and the location of the source; the AWA proceeds to 
perform all the step of the data extraction process as mentioned earlier and generates 
a annotation base. The second role already existed in CoMMA: the Annotation Ar-
chivist role (AA). The AA role was thus integrated in the AWA with the only modifi-
cation that it systematically refuses to archive annotations other than the ones it gen-
erated through the Web page data extraction. The AA role registers the AWA with an 
Annotation Mediator (AM), and participates to the distributed query resolution proc-
ess. Table 2 provides the role card of the AWA. 

 

Table 1. Wrapper manager role card 

Part of the wrapper-dedicated society. 
Archivist management : create, recreate, monitor and destroy 
Annotation Wrapper Archivists 
IC, AMS, AWA, DF 
- 
FIPA-Agent-Management Ontology 
CoMMA-Ontology. 
Initiates P -Request protocol to register and deregister 
itself with a Directory acilitator. Responds to P -
Request protocol to create new AWA. 
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Table 2. Annotation wrapper archivist role card 

Part of the wrapper-dedicated society. 
Wrap the Web source to generate annotations RDF. Store 
and manage these annotations. Search  annotations to re-
spond to the request of an AM  
IC, AM, WM, DF, OA 
RDF(S) manipulation using CORESE, XSLT engine and 
JTidy. 
CoMMA-Ontology. RDF and query language. 
Responds to P -Request protocol to wrap a web site. Re-
sponds to P - uery protocol to solve queries 

4   Outcomes and Further Work 

We have successfully tested the wrapping society on two Web sites: the digital library 
of research reports of INRIA and the digital library of the technical reports of the 
software engineering institute of the Carnegie Mellon University. The wrappers cor-
rectly annotated these sites with a template we generated from an example page and 
that was systematically applicable to all the pages. Figure 5 shows an example of 
annotation extracted from a page describing a research report of INRIA. 

Several improvements can be considered. First, in the extraction templates, the 
data location is represented as an absolute XPath, which is less robust to a change of 
structure of the Web page than relative paths. We envisage introducing the use of 
relative XPath, so that data location may be specified with regard to the location of 
other data and not systematically from the root tag of the page. 

The relative path specification would require an additional human intervention to 
decide which structural clue should be used as a starting root for the relative path. 
Moreover, to improve the generation and update of templates, the application of ma-
chine learning techniques could be envisaged. Secondly, additional functionalities are 
currently considered for the Wrapper Manager such as killing or resurrecting an 
AWA to maintain the population of wrappers. Likewise, additional functionalities are 
envisaged for the AWA, in particular notification services: notify a change in the 
annotation base, notify a template failure, notify the detection of a keyword that could 
not be mapped to a concept of the ontology, etc. More generally, the management of 
the life-cycle of agents and their deployment should allow monitoring of important 
events and the optimization of the distribution of the work: compared to a centralized 
solution, each wrapper is a source of annotation customized through its XSLT tem-
plate and the population of these wrappers can be distributed over the intranet to 
allow scale up. 
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<Comma:Article rdf:about="http://www.inria.fr/rrrt/rr-3845.html"> 
 <Comma:Title> 
  RR-3485 - Methods and Tools for Corporate Knowledge Management 
 </Comma: Title> 
 <Comma:createdBy> 
  <Comma:Researcher> 
   <Comma:Name>Dieng, Rose</ Comma:Name> 
  </Comma:Researcher> 
 </Comma:createdBy> 
 <Comma:createdBy> 
  <Comma:Researcher> 
   <Comma:Name>Corby, Olivier</Comma:Name> 
  </Comma:Researcher> 
 <Comma:createdBy>  
 <Comma:createdBy> 
  <Comma:Researcher> 
   <Comma:Name>Giboin, Alain</Comma:Name> 
  </Comma:Researcher> 
 </Comma:createdBy>  
 <Comma:createdBy> 
  <Comma:Researcher> 
   <Comma:Name>Ribière, Myriam</Comma:Name> 
  </Comma:Researcher> 
 </Comma:createdBy>  
 <Comma:Keywords>CORPORATE MEMORY</Comma:Keywords> 
 <Comma:Keywords>ORGANIZATIONAL MEMORY</Comma:Keywords> 
 <Comma:Keywords>TECHNICAL MEMORY</Comma:Keywords> 
 <Comma:Keywords>KNOWLEDGE MANAGEMENT</Comma:Keywords> 
</Comma:Article> 

 
Fig. 5. Small example of an extracted annotation 
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While the original sources are structured in different ways, we can translate and re-
structure them according to our ontology in a way that may be completely different 
than the original information structure. Being guided by ontology, the data extraction 
process can exploit a model of the domain to generate not only the annotation struc-
ture but also concept instances replacing keywords that can then be used in infer-
ences. The quality of the information retrieval process is critically dependent on the 
quality of the annotations since CoMMA uses inferences to exploit the semantic of 
the annotations, for instance to widen or narrow the users’ queries. Relying on auto-
matically generated annotations may not provide the required quality of the semantic 
annotations and a semi-automated environment in which a human operator is still 
involved, as proposed here, is the warranty of an acceptable quality. 

The traditional Web is not yet a semantic web and this is not going to happen in 
one night. The approach proposed here could be used in the meantime and could 
participate to a progressive migration by generating semantic annotations for the 
semantic Web from the HTML pages of the traditional Web. By using XML tech-
nologies the extraction process implementation was simplified using available XML 
manipulation tools especially for the pre-processing and analysis of the documents. It 
should also reduce the cost of maintenance. By using the XSLT stylesheets for the 
representation of the extraction rules, we rely on a standard and thus the components 
developed for the system may be reused. Moreover, using XSLT and XML, it is pos-
sible to merge information extracted from several resources in a single XML result; 
therefore this approach may be used with heterogeneous sources. It should also be 
stressed that the same approach can be used to extract customized annotations from 
other structured sources such as XML documents and RDFS or OWL annotations, 
which could be an application inside the semantic Web. 
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Abstract. The semantic web is becoming a realizable technology due to the ef-
forts of researchers to develop semantic markup languages such as the DARPA 
Agent Markup Language (DAML).  A major problem that faces the semantic 
web community is that most information sources on the web today lack seman-
tic markup.  To fully realize the potential of the semantic web, we must find a 
way to automatically upgrade information sources with semantic markup.  We 
have developed a system based on the STALKER algorithm that automatically 
generates DAML markup for a set of documents based on previously seen la-
beled training documents.  Our rule-learning approach to semantic markup is 
highly effective when dealing with semistructured documents. 

1   Introduction 

Imagine a world-wide information network in which seamlessly integrated intelligent 
agents perform complex tasks by retrieving and processing information from any-
where in the world.  This is the vision of the semantic web (Hendler, 2001).  To make 
this vision a reality, the information stored on the world-wide web must be machine-
understandable.  Ideally, the expensive chore of manually marking up web documents 
with a semantic markup language like DAML (Hendler  McGuinness, 2000) can be 
avoided.  Even hand-crafting rules is essentially an expensive manual approach as 
great effort must be made to write the many rules needed to perform accurate infor-
mation extraction.  Our research consists of finding an alternative to manual markup.  
Our alternative is a machine learning approach. 

Although our system can be applied to any ontology, any semi-structured informa-
tion source, and any semantic markup language, we applied the system to the problem 
of marking up talk announcements from three different domains with DAML.  These 
specifics were chosen to support UMBC’s ITTALKS system.  ITTALKS (Cost et al., 
2002) is an application that utilizes an agent architecture to discover talks that are of 
interest to users. 

Our system uses the Talk ontology developed at UMBC as a guide for hierarchical 
wrapper induction.  An ontology is the structured vocabulary used to semantically 
markup a document.  Given the hierarchical nature of ontologies, it is natural to im-
plement a hierarchical approach to performing semantic markup.  The STALKER 
algorithm (Muslea, Minton,  Knoblach, 2001) uses such a hierarchical approach, 
L. van Elst, V. Dignum, and A. Abecker (Eds.): AMKM 2003, LNAI 2926, pp. 276-287, 2003. 
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meaning that it limits its search within a document for leaves like our and Minute 
according to where their ontological parent egin ime occurs. 

Information agents use wrappers to extract information from documents.  A wrap-
per is a set of extraction rules along with the code required to apply those extraction 
rules to a given document.  Using this terminology, STALKER is a hierarchical 
wrapper induction algorithm.  Using machine learning terminology, STALKER is a 
sequential covering algorithm.  As explained in (Muslea et al., 2001), the STALKER 
algorithm requires up to two fewer orders of magnitude fewer training examples than 
other current wrapper induction algorithms and can handle information sources that 
cannot be wrapped by any other existing techniques.  We have extended STALKER.  
Our implementation is based on the algorithm as it is described in (Muslea et al., 
2001).  As a result, our system applies to semi-structured information sources, mean-
ing that relevant information should be locatable using a formal grammar. 
We first describe a hierarchical characterization of the data in documents and then 
explain how data is extracted from documents using rules.  Moving on, we describe 
the wrapper induction process in detail.  After showing the method we use for ex-
tracting data, we focus in on several enhancements we made to the STALKER algo-
rithm as well as how those enhancements improved our system’s performance.  We 
then provide a statistical discussion of our empirical results.  Finally, we present our 
future considerations. 

2   A ierarchical Characterization of Data 

Ideally, we would like to view each talk announcement as a collection of segments.  
These segments are itle, bstract, Date, egin ime, nd ime, Location, Speaker, 

ost, and ype.  Each of these segments is itself either data (a leaf in the ontology) or 
a collection of other segments.  For example, itle and bstract are data, whereas 

egin ime consists of both egin ime: our and egin ime:Minute.  Notice that we 
have used the notation egin ime: our to convey that the hour we are talking about 
pertains to the talk’s begin time as opposed to the talk’s end time.  We make the as-
sumption that it is most likely to find data pertaining to a single entity, such as Loca-
tion, grouped closely together.  This assumption enables us to view each document as 
a collection of embedded segments, and we can focus our search for data within a 
restricted view of the entire document. 

However, it is possible that the city in which the talk is given does not appear near 
the rest of the information about the talk’s location.  Because of this problem, we 
attempt to learn rules for extracting two different entities that represent the same piece 
of data, one which is embedded and one which is not.  We would like it if all talk 
announcements were structured hierarchically in a way that is perfectly consistent 
with the definition of our Talk ontology, but that is not the case.  We might have 
chosen to tailor the talk ontology to each specific domain, but we took a more general 
approach. 
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3   Wrappers 

A wrapper is the set of rules used to extract data along with the code required to per-
form the extraction.  Before describing the extraction process, let us first define some 
terms.  Viewing each document as a long sequence of tokens, let us define a landmark 
to be a sequence of one or more consecutive tokens, that is, a nonempty subsequence 
of the entire document.  At this point, we should agree on what a token is.  We have 
already said that a document is a long sequence of tokens, meaning that each docu-
ment is parsed, or tokenized, into elementary pieces of text.  Such tokens include 
HTML tags, all-lowercase words, two-digit numbers, symbols, alphanumeric words, 
etc.  A rule clause is simply a landmark along with a qualifier indicating how to trav-
erse the landmark.  The two types of rule clauses are: Skip o and Skip ntil.  Let us 
form an example to clarify the distinction between the two possible types of rule 
clauses.  Suppose our rule clause is Skip o( b  SYMBOL), the token sequence “ b  
SYMBOL” of type Skip o.  The meaning of this rule clause would be to skip over 
everything until an HTML bold tag was found, followed immediately by any symbol.  
When this sequence of tokens has been found, then either the data we are searching 
for begins immediately after the symbol or we resume searching immediately after 
the symbol.  On the other hand, suppose our rule clause is Skip ntil( b  SYMBOL).  
The meaning of this rule clause would again be to skip over everything until an 
HTML bold tag was found, followed immediately by any symbol, only this time, 
either the data we are seeking begins immediately at the first token in the Skip ntil 
rule clause or we resume searching at the first token in the Skip ntil rule clause.  
Whether or not we continue searching depends on whether or not the rule clause is 
the last one in its rule. 

Let us define a rule in this context to be an ordered list of rule clauses.  Now, we 
argue that a single rule can always be represented as some sequence of Skip o rule 
clauses possibly followed by one Skip ntil rule clause.  This claim is justified be-
cause any rule containing a Skip ntil rule clause rc in any position within the rule but 
the last is equivalent to that same rule with the Skip ntil rule clause rc replaced by a 
Skip o rule clause containing the same tokens.  Therefore, we have two types of 
rules: ones ending with a Skip o rule clause and ones ending with a Skip ntil rule 
clause. 

Now that we have defined our two types of rules, we can take the next step and see 
how to extract data from a document.  Rules can be applied both backward and for-
ward through a sequence of tokens.  When applied in the backward direction, a rule 
simply acts on a token sequence in reverse order.  To extract data consisting of a 
sequence of tokens, we must locate both the beginning and the end of that sequence.  
For this, we must have some rules that locate the beginning and other rules that locate 
the end.  Given the beginning and end tokens of some piece of data, the entire piece 
consists of the beginning token, the end token, and everything in between. 

Consider the following excerpt from a UC Berkeley talk announcement: “This talk 
will be held in the Main Lecture Hall at ICSI.  1947 Center Street, Sixth Floor, Berke-
ley, CA 94704-1198 (on Center between Milvia and Martin Luther King Jr. Way).” 

Here, we will assume that the location data for the talk has previously been ex-
tracted by some set of rules and that the excerpted passage is the extracted location 
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data.  Suppose our goal is to extract Location:City, the city in which the talk takes 
place.  One way to do this would be to use the forward rule Skip o(,) Skip o(,) to 
find the first token of the city and to use the backward rule Skip o(,) to find the last 
token of the city.  In this case, the first and last tokens are the same; they are both the 
initial-cap word "Berkeley."  There are many other rules that could be used to extract 
the same data.  Now we see why a hierarchical extraction approach is helpful.  It is 
likely that a rule as simple as Skip o(,) could not have been used to help find the city 
if it had been applied to the entire document and not just to the portion of the docu-
ment containing the location. 

4   ierarchical Wrapper Induction 

It is now time to describe the STALKER algorithm (Muslea et al., 2001) upon which 
our system is based.  Let us assume we are finding only beginning tokens for data 
since finding end tokens is analogous.  For each element in the talk ontology, we do 
the following: starting with a set  of labeled training documents, we learn a single 
rule based on the documents in  to find the location of the beginning token for the 
current ontology element.  Next, we remove all documents from  whose beginning 
token for the current ontology element is correctly identified by the learned rule.  We 
then repeat the process of learning one rule, only now with a smaller set of docu-
ments, until  contains no documents.  What we are left with is sets of rules that can 
be applied in some optimal ordering to find the beginning tokens for the elements in 
the talk ontology.  For a detailed description of the basic STALKER algorithm, see 
(Muslea et al., 2001). 

Since our system uses supervised machine learning, we should describe how we 
labeled the training documents.  The double angle brackets “ ” and “ ” are used to 
avoid conflicts with HTML tags.  Examples of begin tags are Talk  and 

Talk:Title , and their corresponding end tags are /Talk  and 
/Talk:Title .  Each tag corresponds directly to an element with the same name in 

the Talk ontology, so sometimes we may refer to both DAML tags and ontology 
elements interchangeably. 

When we are learning where to place a DAML tag, we make use of the location of 
that tag’s ontological parent.  To make this possible, we order the learning of tags by 
ontological depth.  Therefore, when we are learning where to place tags for some 
ontology element of depth two, for example, we assume we will know where its onto-
logical parent of depth one is at markup time. When performing DAML markup for 
some element, we can limit our view to only the portion of the document correspond-
ing to the parent of that element.  Let us make this clear with an example.  Say we are 
determining where to place tags for the speaker of a talk.  First, we insert tags for the 
element alk Speaker   Then, we look only in between these tags when determining 
where to insert tags for alk:Speaker: irst ame, alk:Speaker: mail, etc.  If we 
could not insert tags for alk Speaker, then we also fail to insert tags for ontological 
children of alk Speaker.  If we are unable to insert tags for the tag alk, then our 
hierarchical approach is dissolved. 
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To motivate a few items we will address later on, it is convenient for us now to 
discuss one component of the STALKER algorithm.  Rule refinement works as fol-
lows.  Each time we want to learn a single rule for determining some ontology ele-
ment's starting or end location, the rule refinement process occurs.  Each rule starts 
out as a single-token, single-landmark rule, such as Skip ntil( b ).  Then, the rule is 
refined, that is, landmarks are added to the rule and tokens are added to the rule’s 
landmarks, until it has either achieved perfect accuracy (though not necessarily per-
fect recall) on the current set of training documents or arrived at the threshold for the 
maximum allowable rule size.  Applying rule refinement to imperfect rules serves 
three purposes.  First, it serves to increase the accuracy of rules.  Remember that our 
system for learning rules is based on a sequential covering algorithm, so a rule is not 
learned until it has attained perfect accuracy.  Second, by refining a rule, we decrease 
the chance that the rule will match some arbitrary sequence of tokens, and as a result 
our system’s accuracy and recall on unseen documents is improved.  Finally, rule 
refinement allows one rule to be used in marking up many documents.  That is, fewer 
rules are learned because each learned rule has a greater coverage on the training 
documents. 

5   Contributions 

We began with our goal being to implement a system based on the STALKER algo-
rithm to generate DAML markup for talk announcements on the web.  DAML is 
similar in structure to HTML, and it allows us to provide metadata for documents so 
that they become understandable by machine applications.  For instance, in a talk 
announcement marked up with DAML, one might find the following text: 
“ City Berkeley /City .” 

We developed along the way some techniques to increase the accuracy and recall 
of the basic system.  With explanations to follow immediately, our added techniques 
can be referred to as: Minimum Refinements, Rule Score, Refinement Window, and 
Wildcards. 

5.1   Minimum Refinements  

Consider the case where an initial one-landmark, one-token rule matches only one 
document in the training set of documents and where that match is correct according 
to the labeling.  Having learned a perfect rule, the document covered by that rule is 
removed, and the system continues learning more rules.  This case can occur quite 
frequently and is highly undesirable.  For instance, to learn the first name of a 
speaker, the rule SkipUntil(George) might be found to be perfect.  When applied to 
unseen documents, however, this rule would probably be very ineffective in general 
for finding the speaker’s first name.  Our system, unlike the original STALKER algo-
rithm, forces rules to be refined at least a certain number of times, and we usually 
choose that number to be five.  In this way, we allow rules to be generalized with the 
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hope that they will ultimately more closely reflect the structure of the documents 
rather than the attributes of the data being extracted. 

5.2   Rule Score 

For each DAML tag, the system generates both a forward rule and a backward rule.  
When it is time to mark up a new document, the forward and backward rules will 
sometimes disagree on the location of the tag.  The system must have a way to resolve 
these disagreements.  In the original STALKER algorithm, forward rules were always 
used for begin tags and backward rules were always used for end tags.  With the rule 
score system both forward rules and backward rules are generated for every tag and 
evaluated based on how well they perform on a validation set of documents.  The 
validation set consists of documents that have been marked up by hand but are not 
used by the system to generate rules.  Whenever forward and backward rules disagree 
on the location of a tag, the system will use the rule with the highest score.  Rules 
with lower scores are only used when higher scored rules fail to find the locations for 
tags. 

5.3   Refinement Window 

The system learns rules that find the position of tags relative to the position of their 
ontological parents.  This means that the system only has to consider information that 
is contained within the ontological parent when looking for the location of a DAML 
tag.  Consider the tag egin ime our.  Its ontological parent is the egin ime tag 
which will likely contain only a few tokens.  However, for a tag like alk itle that 
has the entire talk as its parent the system will consider all of the tokens in the talk 
announcement to learn a rule.  Many of these tokens will be far enough away from 
the title to be considered irrelevant.  At best the system will consider many irrelevant 
tokens.  At worst it will actually use some of them in the rules and as a result generate 
a rule that will work on one training document and nothing else.  The refinement 
window limits the number of tokens the system will consider when learning rules to 
the n nearest tokens on each side of the tag.  We usually use n  10 in our system.  
This not only improves the quality of the rules the system learns, but also signifi-
cantly decreases the running time.  For example, in the UCSB domain the time re-
quired to learn the forward and backward rules for all tags was reduced from 246 
seconds to 66 seconds after adding the token window to the basic system.  In this 
experiment, we used a training set of 20 documents.  Using the same training set, the 
full system produced rules in 117 seconds. 

5.4   Wildcards 

The domain-independent wildcards used in the system are based on the structure of 
tokens.  For example, the INITIAL CAP WORD wildcard matches any token that 
consists of an uppercase letter followed by zero or more lower case letters.  We in-
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cluded one domain-independent wildcard for each elementary token type as well as 
some more general wildcards such as ANY, which matches any token.  In addition to 
domain-independent wildcards, sometimes domain-specific wildcards can improve 
the system’s performance.  In determining the location of the Date Month tag, the 
system might use the INITIAL CAP WORD wildcard in a rule because it will match 
every month.  Notice, though, that there may be many tokens in the document that 
match this wildcard.  For instance, even when the system is restricted to the date 
information, not only the month but also the day of the week will match the 
INITIAL CAP WORD wildcard.  Because this wildcard is too general, the system 
would have to use a literal landmark like September instead.  “September” is too 
specific, though.  Our solution to this dilemma is to use domain-specific wildcards.  
Adding the wildcard MONTH that matches any of the twelve months of the year 
gives the system a wildcard that is exactly as general as it needs to be.  Our system 
includes several domain-specific wildcards. 

6   perimental Results 

To test the contribution of each technique when added to the basic system we formed 
six different systems.  One was the basic system which only used the STALKER 
algorithm.  One used the minimum refinement threshold.  One used the refinement 
window.  One used domain specific wildcards.  One used a rule score for marking up 
documents.  The full system used all of these components. 

Let us define recall to be the number of correctly extracted data items divided by 
the total number of data items that existed in the documents.  Recall, defined in this 
way, measures the system’s precision because only correctly extracted data items are 
considered successes.  In the discussion that follows, what we mean by the “perform-
ance” of some system is its recall for either one particular ontology element or all 
ontology elements, depending on the context. 

Three domains, each contributing a corpus of talk announcements, were chosen 
fairly arbitrarily.  The criterion we used in selecting two of these domains was that 
within each domain there should be a plentiful supply of talk announcements having a 
generally consistent structure.  These two will be referred to as the UC Berkeley and 
UCSB (University of California, Santa Barbara) domains, reflecting the origins of the 
documents.  The UC Berkeley and UCSB corpuses each contain 60 documents.  We 
will refer to the third domain as the ITTALKS domain, for this domain contains talk 
announcements from UMBC’s ITTALKS system.  This third domain was chosen 
specifically because it had a very consistent structure and could serve as a sanity 
check for our system.  The ITTALKS corpus contains 30 documents. 

We randomly chose ten ways to partition the sixty labeled training documents 
from UC Berkeley into equal training, validation, and testing sets.  Then we ran each 
system on each of the partitions.  We ran the same experiments on the UCSB and 
ITTALKS domains, but first we will present our results from what proved to be our 
most challenging domain, UC Berkeley.  Because we ran each system on 10 different 
partitions, we will typically refer to a system’s performance as average recall, which 
is the average recall achieved over all 10 partitions. 
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6.1   UC Berkeley Results  

For most ontology elements the full system performed the best and the basic system 
performed the worst.  There was only one DAML tag for which the basic system had 
better average recall than the full system.  In several cases the differences between the 
average performances on an element was dramatic.  Examining those cases will show 
what each component adds to the full system. 

In attempting to extract date information, it makes sense to use domain specific 
wildcards.  There are only seven possible days of the week so it is simple to add a 
wildcard to the system that matches any day.  This improved average recall for the 
day of the week over the basic system from 87.5  to 91.5 .  However, using score 
to select the best rule for mark up yielded a 94  average recall even without the 
wildcards.  The full system which made use of both achieved a 96  average recall 
for day of the week. 

In most documents the title occurs near the beginning.  Since the title’s ontological 
parent is the entire talk the system has almost the entire document to look at to deter-
mine a rule for the end of the title.  Most of this information is far enough away from 
the title to be worthless.  However, the basic system is allowed to use it to develop a 
rule that works on the training data but probably not on any unseen documents.  By 
only allowing the system to use the 10 closest tokens in refinement we force it to use 
the most relevant information surrounding data to learn new rules.   The refinement 
window improved average recall for title from 22  on the basic system to 49.5 .  
The full system achieved 60.5  average recall for the title. 

It is hard for the system to learn rules to extract names because it is easy to learn 
rules that will work on one document but not any others.  For instance it may learn 
that George indicates the speaker’s first name, but that only works for a small fraction 
of speakers.  Including a minimum refinement threshold forces the system to ignore 
initial candidates that are too specific.  The basic system only had 2.5  average recall 
for the speaker’s first name, but with the minimum refinement threshold it reached 
50 . 

The most effective component was using the score to mark up documents.  With 
this system, the rules are tried on a validation set and ordered based on effectiveness.  
Then when the system is given new documents to mark up, the most effective rules 
take precedence over less effective rules.  In the basic system begin tags are always 
found using forward rules and end tags are always found using backward rules.  
Unlike the basic system the score system will always use the most historically accu-
rate rule.  The score system did better than the basic system on almost all tags. 

The full system’s average recall over all tags was 83.1  with a standard deviation 
of 2.7 .  These numbers are statistically significant when compared to those of the 
basic system.  The basic system’s average recall over all tags was 69.6  with a stan-
dard deviation of 2.1 .  See figure 1 for a comparison of the recall of the two sys-
tems. 

The average recall for several tags was significantly improved by the features pre-
sent in the full system.  These instances are displayed in figure 2. 

UC Berkeley was our most challenging domain due to a higher degree of inconsis-
tency in the documents.  For instance, the begin time appeared as “2:00” in one docu-
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document and “2pm” in another.  Such inconsistencies were abundant in the UC 
Berkeley domain. 
 

 
Fig. 1. Average recall for all tags in the UC Berkeley domain. The error bars represent 95  
confidence intervals 

 

 
Fig. 2. Average recall for selected tags in the UC Berkeley domain.  An entire bar represents 
the average recall achieved by the full system for that tag.  The black and white portions of a 
bar represent the average recall achieved by the basic system and the improvement made by the 
full system, respectively 
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6.2   UCSB and ITTALKS Results 

The results from the UCSB domain were similar to those from the UC Berkeley do-
main.  See figure 3 for a comparison between the basic and full systems.  The average 
recall for several tags was significantly improved by the features present in the full 
system, and these instances are displayed in figure 4. 

 
Fig. 3. Average recall for all tags in the UCSB domain. The error bars represent 95  confi-
dence intervals 
 

 
Fig. 4. Average recall for selected tags in the UCSB domain.  An entire bar represents the 
average recall achieved by the full system for that tag.  The black and white portions of a bar 
represent the average recall achieved by the basic system and the improvement made by the 
full system, respectively   
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As depicted in figure 5, the full system provided no significant increase in average 
recall in the ITTALKS domain.  Notice, however, that the basic system performed 
much better in the ITTALKS domain than in the other two domains.  This is because 
the ITTALKS domain contains talk announcements that have regularly appearing 
HTML comments that serve as useful landmarks.  Since high-accuracy rules were 
often learned using these HTML comments as landmarks, the rules learned by the full 
system were often the same as those learned by the basic system. 

 

 
Fig. 5. Average recall for all tags in the ITTALKS domain. The error bars represent 95  con-
fidence intervals 

 

6.3   Mi ing the Domains 

Up to this point, our system was tested only on one domain at a time.  To test our 
system’s ability to generate a single set of rules for two unrelated domains, we ran an 
experiment in which the UC Berkeley and UCSB corpuses were combined. 

Three results were possible.  First, the learned rules that cover the UC Berkeley 
domain could have poor coverage on the UCSB domain, and vice versa.  Second, the 
learned rules that accurately cover one of the domains could also inaccurately cover 
the other domain.  Finally, the learned rules that accurately cover one of the domains 
could also accurately cover the other domain.  This last case would occur if the two 
domains shared a common structure.  The first case would occur if the landmarks 
used to locate tags in one domain were disjoint from the landmarks used to locate tags 
in the other domain.  In either case one or case three, the system would maintain a 
performance on the mixed domains similar to the performance on each of the individ-
ual domains.   

In our experiment, however, the second case occurred.  As a result, the perform-
ance on the mixed domains was much worse than the performance on each individual 
domain.  Because the rules that covered one domain contained many landmarks that 
appeared throughout the other domain in different contexts, those rules were refined 
to the point where they ultimately suffered from overfitting.  That is, when applied to 
the testing set, the rules were too specific to achieve a high recall. 
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   Conclusion and Future Considerations 

In an effort to support the development of the semantic web, we have developed a 
system that performs automatic DAML markup on talk announcements.  Our system 
is general enough to be applied to other domains as well.  We plan to build upon our 
current system in several ways.  First, we plan to incorporate active learning.  Not 
only does active learning decrease the number of training examples needed when 
learning rules, but also the number of rules learned is reduced, resulting in greater 
coverage for individual rules.  The number of rules learned is reduced because we can 
select documents for our training set according to which ones produced rules with the 
greatest coverage.  When rules have greater coverage, we feel more confident that 
they have discovered the regularity that exists in the documents.  Our second goal is 
to expand our system to support ontology elements that are found in lists in the 
documents.  For example, a talk might have several speakers.  Another goal is to 
incorporate into our system more linguistic information so that we can better handle 
domains in which documents are less structured.  By using a system that performs an 
additional level of markup, labeling things like names, dates, and places, we could 
take advantage of the additional tokens (the additional markup) available for land-
marks when learning rules.  Finally, in order to increase the accuracy of learned rules, 
we have explored using the internet, in particular the Google API, to tell us whether 
or not our tagged data makes sense. 
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Abstract. This research investigates a unique Indexing Structure and Naviga-
tional Interface which integrates (1) ontology-driven knowledge-base (2) statis-
tically derived indexing parameters, and (3) experts' feedback into a single 
Spreading Activation Framework to harness knowledge from heterogeneous 
knowledge assets. Within an organisation, organisational ontologies capture 
precise knowledge about organisational entities: people, projects, activities, in-
formation sources and so on. We extract useful entities and their relationships 
from an ontology-driven knowledge base. We also process collections of docu-
ments (archives) accumulated in heterogeneous information-bases within an or-
ganisation and derive indexing parameters. This information is then mapped to 
a weighted graph (spreading activation network). The network contains three 
distinct sets of nodes representing documents, ontological entities and 
statistically derived entities. Document nodes are connected to both ontology-
driven entities and statistically derived entities, and vice-versa with relevant 
weights. Retrieval is performed by spreading query-based activation into the 
network and selecting the most-activated nodes. Experts as well as users in the 
organisation either navigate the network using associative relations among 
nodes or with specific queries. Expert’s feedback is captured and the network 
weights are continuously adapted. This framework essentially combines precise 
knowledge (ontology-driven), non-precise knowledge (statistically driven) and 
Expert’s feedback (adaptation and refining) into a single framework for effec-
tive information retrieval and navigation. 

1   Introduction 

In recent days, it is predicted that within a decade or so, computing technology will 
transform the Internet into the Interspace (Schatz, 2002), an information infrastruc-
ture that supports semantic indexing and concept navigation across distributed and 
non-distributed community repositories (http://www.canis.uiuc.edu/interspace/). In 
the past, some Artificial Intelligence (AI) researchers have moved from a concern 
with manually constructed knowledge representation to automatic Machine Learning. 
With the advent of the Semantic Web, more and more AI researchers have been revis-
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iting knowledge representation and management issues – for instance, the renewed 
interest in ontologies (Lopatenko, 2001; McGuinness, 1998, 2002; Middleton et al. 
2002). The Information Retrieval (IR) community has also begun to move from fully 
automatic indexing approaches to partially manually crafted approaches - for in-
stance, adaptation and personalisation of search and retrieval by capturing how index-
ing structures change with use (Belew, 1989, 2000), and automatic creation of con-
cept hierarchies using natural language processing techniques (Kalfoglou et al. 2001; 
Vargas-Vera et al. 2001; Schatz, 2002). The trend is that the two methodologies will 
increasingly overlap and will be applied together to solve practical information access 
problems. 

Organisational ontologies codify precise information about the organisation: its 
people, projects, core activities and information repositories. Organisational entities 
and their relationships are easily extracted from the ontology-driven knowledge base 
using logical expressions (queries). Archives of documents accumulated in the organ-
isational information-bases over time also contain implicit and explicit knowledge 
about the organisation. By analysing a collection of documents using statistical and 
natural language processing techniques, we identify useful indexing units (free-terms) 
and annotate some of these indexing units successfully with appropriate labels (e.g., 
people, projects, etc.). In this paper, we investigate a bootstrapping approach between 
effectively using the handcrafted precise knowledge (from the ontology-driven 
knowledge base) and automatically extracted non-precise knowledge (from the ar-
chives) to enhance information access in an organisational setting. 

A Spreading Activation network (Preece, 1981; Salton et al., 1988; Crestani, 1997, 
Crestani et al., 2000) is created for all the documents using free-term indexing units 
(statistically derived) and annotated indexing units (ontology-driven entities). The 
central nodes in the network are the documents. Document nodes are connected to 
and from the auxiliary nodes consisting of both precise items (entities) and non-
precise items (free-terms) with appropriate weights. The spreading activation dynam-
ics are maintained by putting a constraint on the network - the sum of weights of all 
outgoing edges from each node is constant at all times. Users may navigate the net-
work through associative links as well as by sending queries. ueries can be progres-
sive and the relevance feedback can also be fed into the network by activation propa-
gation. Retrieval is performed by spreading query-based activation into the network 
and selecting the most-activated nodes.  

2   The Organisational Scenario 

Organisational knowledge is implicitly or explicitly captured in written documents 
(manuals, publications, news releases, etc.). Such documents are typically organised 
on different servers. It is common within organisations to have a number of ar-
chives/databases and their associated services for both structured and unstructured 
documents. The following figure (Figure 1) depicts the AKT (Advanced Knowledge 
Technology) scenario, where there are a number of document repositories: the  
Planet Server, the  -Prints Server and so on. Also, there is an ontology avail-
able for AKT which describes academic life and activities. 

The AKT Consortium (http://www.aktors.org/) is a long-term collaboration among 
five UK universities, which has been investigating different knowledge management 
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issues. It also provides an organisational scenario in which we address effective in-
formation access issues.  

The dvanced nowledge echnology  Reference Ontology (available at, 
http://kmi.open.ac.uk/projects/akt/d3e/2002/ref-onto.html) deployed on the ebOnto 
server (http://webonto.open.ac.uk/, Domingue et al., 1999). The reference ontology 
codifies the academic life in terms of projects, people, organisations and their interre-
lationships. The ontology-driven knowledge base captures organisational entities and 
their relationships and therefore, facilitates intelligent inferences about different enti-
ties in the organisational context. Such inferences are very useful in information re-
trieval tasks, for instance, query expansions and relevance judgement etc.  

 

 
Fig. 1. The Organisational Scenario: he  consortium is a typical organisation in which 
there are structured  semi-structured and unstructured information repositories  and ontolo-
gies  Mutual augmentation of heterogeneous knowledge assets is a crucial challenge in effec-
tive information access and knowledge management  

AKT related activities and news are regularly posted on the AKT Planet Server 
(http://news.kmi.open.ac.uk/akt/). Publications made by different individuals and 
groups are being submitted continuously to the AKT E-Prints Server 
(http://eprints.aktors.org/). There are also many other sources of structured and un-
structured information within the AKT consortium: the AKT Internet and Intranet 
sites, discussion forums and portals. We can enhance organisational information ac-
cess to a greater extent when we integrate heterogeneous sources of information and 
bootstrap them together. For example, author-assigned metadata available for each 
document in the E-Prints archive may correlate with documents in Planet news where 
there is no explicit metadata available for the news stories. 

Information retrieval using full-text search is almost always readily available for 
any collection of documents. However, full-text search and retrieval are ambiguous 
since they work on content (or representation) level. Some contextual (or semantic) 
enhancements in accessing information can be achieved at the cost of manual (or 
semi-automatic) assignment of metadata and taxonomic information. Documents in 
the E-Prints archive take advantage of such metadata. However, AKT-Planet stories 
have no such metadata. In the AKT context, the metadata defined in AKT E-prints 
may also be relevant with the AKT-Planet news stories or another collection of docu-
ments in the same organisation. Moreover, having the AKT-ontology up and running, 
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running, we know the big picture of the organisational context (the relevant entities 
and their relationships). Several ontology-driven document enrichment scenarios are 
explained elsewhere (Motta et al., 2000). The indexing structure used in this research 
is based on bootstrapping knowledge acquired over heterogeneous sources within an 
organisational context. 

Like any organisation, as the AKT consortium evolves, the number of archives 
continues to grow and so does the number of items within each archive. The AKT 
scenario is dynamic, as new people are likely to join (or leave) the project, new tech-
nologies are likely to be developed and so on. An integrated and effective way of ac-
cessing and processing organisational information and knowledge from all the het-
erogeneous repositories is therefore a necessity. Moreover, Intelligent Agents which 
can consult the knowledge base to acquire information about any changes (e.g., new 
entities and relationships) as well as can update and validate the indexing structure is 
also inevitable. 

3   Inde ing and avigation Strategies 

Augmentation rather than automation of human performance is technically feasible 
for an ontology-enhanced information access environment. Such augmentations can 
be achieved from the ontology-driven knowledge base as well as automatic process-
ing of a collection of documents. 

Based on the relationships among entities in the knowledge base as well as the 
available metadata, we use heuristics rules and machine learning algorithms (Frank et 
al. 1999) to extract and annotate known and unknown entities in the documents. We 
call this process ntity Recognition and nnotation. Similar to full-text indexing, we 
also compute statistical parameters (term-frequencies, inverse document frequencies, 
mutual information) from the collection of documents to identify non-trivial indexing 
units (free-terms). Each document is then represented as a vector of indexing units 
(both annotated entities and free-terms). 

Basic Representation  Each new document first causes a corresponding document 
node to be generated. Nodes of ontological entities (like people, project and tech-
nologies etc.) in the document are then created (if they do not already exist) and sub-
sequently connected to and from the document node. Similarly, nodes are created for 
each indexing unit and connected to the corresponding documents in the same fash-
ion. Weights are assigned to these links according to an inverse frequency weighting 
scheme (Salton et al., 1988). The sum of the weights on all links going out of a node 
is forced to be a constant to maintain spreading activation dynamics.  

The initial network is constructed from the superposition of many such document 
representations. A network built using this scheme, has the satisfying property of 
conserving activity. That is, if a unit of activity is put into a node and the total outgo-
ing associativity from that node is constant, the amount of activity in the system will 
neither increase nor diminish. This is essential in controlling the spreading activation 
dynamics of the network during querying. 

uerying and Retrieval  Users may begin a session by describing their informa-
tion need using a simple query language. An initial query is composed of one or more 
clauses. Each clause can refer to one of the types of “features” represented in the net-
work: free terms, people, projects, technologies and other known entities. This query 
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query causes activity to be placed on nodes in the entire network corresponding to the 
features named in the query. This activity is allowed to propagate throughout the net-
work, and the system’s response is the set of nodes that become most active during 
this activation propagation. 

The result of a query is not only a set of documents, but also a set of relevant fea-
tures (rudimentary concepts in terms of relevant entities and free terms with associa-
tive links). All items retrieved in this manner are considered related, and that the user 
may use them to refine their information access and knowledge navigation experience 
in a progressive fashion by marking these features relevant or irrelevant. For exam-
ple, a retrieved “project-name” not in the original query may have strong association 
with the “people” named in the query. When a user marks that “project-name” as 
relevant, the positive activation is propagated into the network and retained. In an or-
ganisational setting, where the feedback comes from domain experts enables the con-
nectionist network capture organisational memory. 

 
 

 
Fig. 2. Retrieval, Navigation and Feedback: ased on a user s query  a set of relevant inter-
connected nodes are presented to the user  he user can use the pop-up menu left  to input 
feedback  he user can also use the navigation panel right  to navigate through associated 
nodes  

A Sample uery  A user may issue an initial query to find information about who 
collaborates with Enrico Motta in the area of Knowledge Modelling: 
((:FREE “collaborator”)(:TECHNOLOGY “knowledge_ 
modelling”)(:PEOPLE “enrico_motta”)) 

Using the sample query and its response (c.f. Figure 2), we demonstrate that there 
are flexible ways to formulate queries with which a user might find related items, 
centrally involved people, project, technology, concepts etc. using the associativity of 
the network. The user can input his or her feedback using the pop-up menu and navi-
gate through the associative links using the navigation panel.  
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Progressive queries can be formulated visually using the pop-up menu – i.e., by se-
lecting features as relevant and irrelevant and by submitting the reformulated query to 
the system. Such feedback is also propagated through the entire network and the un-
derlying indexing structure changes with use. Finding information in this way makes 
use of associative relations among entities and makes it possible to capture user’s 
knowledge into the connectionist network.  

After the system has retrieved the network of relevant nodes, the user usually re-
sponds with relevance feedback, indicating which features are considered (by that 
user) relevant to the query (context) and which are not. Using a mouse, the user 
marks features indicating that the feature was Relevant to Current-Conte t or rrele-
vant to Current Conte t. The user might as well choose to provide general feedback 
using Relevant in General or rrelevant in General option (c.f. Figure 2). 

Not all features need be commented on by the users. However, a feedback such as 
rrelevant in General on a particular node (probably a statistically identified concept 

which doesn’t make a meaningful sense) may be useful to inactivate that node per-
manently in the system. 

Progressive query is an effective way of navigating knowledge since human brain 
is usually triggered on context and with the presentation of evidence. The network is 
also capable of using user feedback to refine the underlying indexing structure and to 
capture organisational memory. 

rogressive uery under the Spreading Activation Framework  Formulating 
progressive query in a spreading activation framework using user feedback can be 
explained as follows. First, terms from the previous query are retained. Positively 
marked features are added to this query, while the negated features are removed. 
Equal weight is placed on each of these features, and the activation is propagated 
through the original network and the most activated nodes are retrieved and dis-
played. 

Nodes marked by the user with positive or negative feedback act as sources of a 
signal that then propagates along the weighted links. A local learning rule modifies 
the weight on links directly or indirectly involved in the query process. Such mecha-
nism tries to make the most direct correspondence between the connectionist notion 
of activity and the IR notion of relevance. The probabilistic interpretation of spread-
ing activation is explained in Figure 3. The spreading activation network tends to cap-
ture both the likelihood of occurrence of a particular concept along with the likeli-
hood of co-occurrence of that concept with relevant concepts. The activity level of 
nodes at the end of the propagation phase is considered to be a prediction of the prob-
ability that this node will be judged relevant to the query presented by the user. 

Weighting Scheme  The initial weights of the original network are estimated from 
the document collection. The system’s interactions with users are then considered as 
challenges. Given a query, the system predicts which nodes will be considered rele-
vant and the user confirms or rejects this prediction. Such feedback and respective 
spreading activation propagation result in updated weights and reflect the system’s 
new estimates. Thus, the system produces results from the combination of two com-
pletely different sources of evidence: the related features underlying its initial index-
ing and the opinions of its users. ctivation retention and activation propagation 
thresholds are important tuning parameters for a spreading activation network. 
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Fig. 3. Probabilistic Interpretations of Spreading Activation: nder this S  ramework  to 
some e tent  we opt for capturing and manipulating probabilistic co-occurrences in free te t  
logical relationships among ontological entities and user s preferences  

Scalability Issues  A straightforward mechanism exists to incrementally introduce 
new documents into the system. Links are established from the new document to all 
of its initial indexing units and other entities; new nodes are created as necessary. The 
weights on these links are distributed evenly so that they sum to a constant. Because 
the sum of the (outgoing) weights for all nodes is to remain constant, any associative 
weight to the new document must come from existing link weights.  

Although easily incorporating new documents and new query terms is a valuable 
property for any IR system, from the perspective of machine learning these are exam-
ples of simple rote learning, and they are necessarily dependent on the specifics of the 
IR task domain. The main advantage creating such framework is the use of general-
purpose connectionist learning techniques that, once the initial document network is 
constructed, are quite independent of IR tasks but can capture human expertise and 
knowledge within the organisations to some extent in a collaborative manner.  

4   Current Status and Future Work 

A prototype system is currently being implemented based on the spreading activation 
framework. Only ad hoc experimentations have been done with small data sets (140 
AKT-Planet stories, and 3 users) to validate the theoretical aspects. We are yet to 
evaluate the system in terms of usability and performance; however, this is on the top 
of our agenda. The preliminary experiments shows that the indexing structure is ca-
pable of integrating ontology-driven knowledge, statistical co-occurrences and user 
feedbacks through the associative spreading activation network. 

We are also working on a better domain-specific Entity Recognition and Annota-
tion Tool since that is a crucial task to improve the performance and accuracy of this 
system.  

At present, we are using da inci APIs originally developed at University of Bre-
men, Germany to help us visualise the results. Future work will also include develop-
ing our own visualisation and navigation tools. 
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Extraction of useful entities and the relationships among them are done by sending 
OCML queries (Domingue et al., 1999) to the knowledge base. We opt for employing 
Intelligent Agents to perform such tasks. As the ontology and the KB evolve, agents 
discover new entities and relationships from the knowledge base, as well as update 
the indexing structure to reflect such changes and to collaborate with entity recogni-
tion agents. Agents may also be used to discover rules from a trained network. 

5   Conclusions 

The spreading activation framework is designed to capture knowledge in the form of 
a trained network from three different sources of knowledge: (1) structured/inferable 
sources (e.g., knowledge bases, databases), (2) assertive sources (as evidenced in un-
structured free text), and (3) tacit sources (since expert-feedback triggers the system 
to learn and adapt, and the system-response triggers the associative performance of 
the expert).  

Even though the RDF and Semantic Web initiatives have been in place already for 
a few years, structured and self-descriptive information are still scarce. It is envisaged 
that a huge amount of unstructured data will remain electronically available and serve 
as an invaluable source of knowledge. Any knowledge management tool therefore, 
should carefully consider how to incorporate knowledge available in structured, un-
structured and tacit forms (Fischer et al., 2001). Our approach is aimed at such an 
ambitious target. 

The approach proposed in this paper needs further investigations in terms of scale-
ability and maintenance.  
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1 Introduction

A student who wishes to learn about some particular topic does not have many
options. An often used tool is the search engine, which gives a tiny and difficult
to control window into the vast amounts of information that is available on the
Internet. A student who wants to learn some concept should be able to interact
with the available information in a coherent and personalized way. The classroom
is the ideal of this goal, and our system would not replace, but augment it. It is
within the reach of modern tutoring systems to use both knowledge of the student
and of the subject’s structure in order to present a subject in a manner that is
more coherent and pedagogically sound than currently existing technology. One
of the basic building blocks of such a system is the model of topic structure, and
most importantly, how to obtain the information that fills the model.

Here we outline our research platform for the study of ontology life-cycle
management, as well as several techniques that have so far had qualitative suc-
cess. This research is taking place within the context of the Digital Libraries
Initiative, under which thousands of instructional objects are organized, ranging
from multimedia tutors [1], to lecture notes and papers. Our long term goal is to
develop agent based tutoring systems which draw on this large knowledge base,
and we have discussed our approach to this in other recent work [2, 3, 4].

There are two main components to this paper. First, we describe our archi-
tecture for extracting structured information from raw web pages. Second, we
describe our techniques for extracting a more complete ontology of pedagogical
information from the structured information.

Available online course materials range from short syllabi, to detailed break-
downs of the course with syllabi, lecture notes, and sometimes even textbooks
online. Often, this information exists in disparate formats, and often contain

� This material is based in part upon work supported by the National Science Foun-
dation under Grant No. IIS-9812755. This work was supported in part by the Center
for Intelligent Information Retrieval and in part by the National Science Founda-
tion Cooperative Agreement number ATM-9732665 through a subcontract from the
University Corporation for Atmospheric Research (UCAR). Any opinions, findings
and conclusions or recommendations expressed in this material are the authors’ and
do not necessarily reflect those of the sponsors.
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large segments of free text or prose. In order for agents to draw effectively on
this collection of information, we would like to find knowledge structure (on-
tology) that exists at a deeper level within the collection. This is a synthesis
of data mining, extraction and fusion. It is embedded this second perspective
that we are approaching the research, and this lends itself well to a multi-agent
perspective.

Our knowledge structure is implemented in terms of an ontology represented
in a database. We take this to be a structure consisting of topics or (interchange-
ably) concepts and the relationships between these topics.

For our purposes, the internal structure of a topic differs from the common
formulations in existing computational work on ontologies [5] and ontology ex-
traction [6, 7, 8]. In these applications the goal is often much more lexically
oriented, or more domain driven. In our system, the goal is domain driven but
fairly abstract in that we want to represent ontological relationships that deal
with learning. It would be more correct to refer to our notion of a concept as a
pedagogical concept.

The data sources that we use are mostly course materials found online, and
consist of things like course syllabi, textbook chapters, lecture notes, etc. These
are found in unstructured form (as simple web pages, usually, or text), and our
goal is to discover structure from their text. We have done a certain amount of
theoretical research as to how this might be done, as well as some implementation
of basic ideas.

Basic Assumptions One of our most important assumptions is that there is a
conventional or normative pedagogical structure that is assumed about certain
materials, rather than there being any absolutely true structure. Instead of telling
educators what to do, we are attempting to describe what they do, and how they
implicitly relate topics.

For example, we assume that when different instructors write a syllabus or
textbook for a Data Structures class, there are patterns that are independent
of the instructor. These patterns follow from an consensus as to how the topic
should be taught. This consensus is not the ’best’ way to teach something, but
rather a convention. Embedded in such conventions is deeper structure of how
knowledge is related.

2 Preliminary Data Extraction

Prior to the ontology maintenance cycle, significant work is necessary to trans-
form unstructured data into the structured form that is taken into the ontology.
Since the data sources are mainly raw web pages, we have put much effort into
various Information Retrieval techniques to find structure in these.

The goal of this part of the process is to find ontologically meaningful topics
in existing pedagogical materials on the World Wide Web. The problem is similar
to the Information Retrieval problem of topic detection.
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2.1 Discovery of Topics

Many information sources can be analyzed to extract ontology topics on the web.
At many educational institutions students depend upon course web pages as a
critical resource for the educational process. The distribution of course subjects
which use web pages is currently much less skewed toward computer-related
courses than it was previously, and these pages provide a broad and relatively
deep information source.

Course web pages often provide a rich source of varying kinds of information
about courses. Almost all information is useful to our goal, but some kinds are
more useful toward immediate progress than others.

Some sites offer minimal information, such as specifics about some course’s
meeting times, location, and grading scheme. This information is very useful to
students in the course, and is potentially useful in studying how different courses
fit together at a university. However, for immediate needs of topic detection, this
is not useful to us.

Many course web pages, however, now contain online versions of lecture notes,
syllabuses, homework assignments, and other rich sources of data. These pages
(and the media they contain) can provide a sound basis for extraction topic
information. In addition, the semi-structured nature of HTML pages (i.e. the
formatting tags used) provide additional potentially useful cues for extracting
information; cues which are not present in plain-text sources.

Extracting this information is, unfortunately, not an easy task. A given course
web page typically has high intra-page consistency, meaning that the information
is organized in a regular fashion within one author’s collection of pages. For
example, if an author wishes to enumerate textbooks for a course, they will
most likely use one particular formatting structure for that entire enumeration
(be it a table, ordered list, unordered list, etc.). They are not likely to use a list
bullet to mark the first textbook, a table cell for the second, and a numbered
element of a new list for the third. In comparison, there is very little inter-
page formatting consistency, on the lowest level, which can be derived across
different pages. Since HTML is a text based markup language, there are many
ways to construct pages. Even the general means vary; an author could use one
of many publicly available HTML editors (commercial or free), automatically
generate them using third-party applications from another data source (i.e. a
more structured format such as an XML document designed for marking up
course information), or write the pages by hand in a plain text editor.

In addition, extracting information from web page structures such as tables
is not a negligible issue by any means. Rather, it poses a problem in its own
right, and has been the topic of considerable research [9, 10]. For example, ta-
ble orientation is never a given - though to a human it is immediately evident
whether the information contained in some table is row or column oriented. This
fact is very difficult for an algorithm to determine, because it needs knowledge
about the underlying information in order to determine. In addition, tables may
be used to obtain format effects that are not semantically significant.



300 Peter Cassin et al.

2.2 Extraction Architecture

We have developed an architecture for extracting the ontological information
that is necessary, and in particular for studying topic detection in course web
pages. A description of some of the important general characteristics of the
architecture follows.

Though there is implied sequence in the different steps of this process, they
are not intrinsically tied to each other. Rather, the system runs in a soft-serial
order. Each process, while dependent on the existence of a particular kind of
information, runs independently. As long as something feeds it that information,
or it has a backlog of information to process, it will continue. The architecture is
designed for continuous operation, where different components will be scheduled
to run at specified times, and once complete, the topic-detection process will
happen in an automated fashion.

The architecture is dependent on the idea of iterative improvement. Because
all components can be retrained on new and better data, we are working on an
interactive process by which the user can inspect the current results of any of
the steps in the process, and use correct results for retraining. While the system
will run without this step, it is important especially for initial development. The
overall structure of the system, including both halves of the process, is describe
in figure 1.

relational db

database importer
(data fusion problem)

courses

ontology

Ontology extraction
modules

similar-to

enables

....

Ontology extraction system: Data Flow

Deep extractionSurface Extraction

Search engine/spider

raw web pages

parsing, segmentation, etc

structured course 
information

structured course 
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(in XML)
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Fig. 1. Broad structure of the architecture
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Web Spider The first step in the process is simply to find the Internet-based
educational resources. The web spider does this, by downloading and storing
pages locally. We configure the spider to automatically download a fixed number
of pages per day, to serve as input for the later stages. This is completely imple-
mented, and needs nothing more than some improvement in search heuristics.

Classifier As mentioned earlier, there are many different kinds of web pages
with useful information. Although it might be possible to extract from all pages
uniformly, we have decided to apply a document classifier first, to simplify the
extraction process. Despite wide variance in the organization and layout of con-
tent in web pages with extractable information, they typically fall into one of
several categories. These categories include:

Particular course pages These provide information on the course, as well as
textbooks, meeting times, etc. Pages such as syllabus pages fall into this
category.

Department course pages These typically provide short descriptions for ev-
ery course in a department, school, or even university.

Unrelated pages These pages provide little to no cues as to educational con-
tent.

By attempting to distinguish ahead of time what “type” of page we are look-
ing at, we make the job of extraction easier in several ways. Most importantly,
the classifier filters out most irrelevant pages quickly. These pages make up most
of the web, and something as computationally expensive as the extraction algo-
rithm should not be wasted in the first place on these. In addition, we can then
use the classification of a page to bias the extractor toward expecting certain
kinds of information. In the future, we are considering more fine-grained classi-
fications, such as separating out the different kinds of individual pages that one
course might use.

While it may have been possible to incorporate this processing directly into
the extractor, by externalizing the process we allow greater modularity, and the
potential for parts of the system to continue if others fail.

Our classifier is implemented using the Mallet system, developed mainly
by Andrew McCallum and implementing a variety of text classification and ex-
traction techniques [11, 12, 13].

The implementation of the classifier is at a usable stage; our current task is
improving the classification heuristics and providing a broader cross-section of
training data.

Extractor The key step in converting raw semistructured web data into the
structured ontological form is the step of correctly extracting pedagogical topics
and other important information into a more structured form. This is an ex-
tremely difficult IR problem, and here we are again using the Mallet system
rather than trying to invent our own solution.
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The extractor builds a wrapper around a raw page, aiming to locate and
tag useful information for the ontology extraction process. The types of useful
information available vary by the nature of the page inspected. For course web
pages, the following pieces of information are the ones sought:

– Course name
– Course number
– University
– Prerequisites
– Textbooks
– Professor
– Syllabus

• Ordered topics on some level of granularity (lecture, unit, etc)
• Homework assignments
• Lecture notes
• Readings

– Course description

By far the most challenging piece of information to identify and correctly
extract is a course syllabus. This involves determining not only if and where
it occurs in the data, but segmenting the information internal to the syllabus.
Most of the other “interesting” fields have little if any internal data. This is
also contains the most important and useful information toward extracting a
structured ontology.

For department-wide course description pages, the problem changes slightly.
Some of the information that is typically present includes:

– Course name
– Course number
– Prerequisites
– Course description

These pages also involve segmenting different courses from each other. There
is also the problem of correlating pieces of information between different pages;
do two course numbers refer to the same course? This problem is left for a
later stage, where the ontology extraction tries to determine if two pieces of
information refer to the same thing.

An earlier version of this system used a completely heuristic extraction
process, which proved ineffective. We are working to use Conditional Random
Fields[12] as the theoretical basis for the attempt to learn to extract, as it has
been used in a variety of domains and is under active testing and development.

The extractor is ongoing work, as it is not a simple problem. However, with
the use of the Mallet system, we believe that the solution can be feasibly solved
in the short term with useful results.
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2.3 Conclusions

We are working toward integration of all the components. Though all components
exist in some form, they do not yet usefully communicate. This is true especially
of the topic extraction and page classification modules.

We hope to introduce new IR technologies that will help deal with numerous
issues:

– Scoped Learning [11]: although there are few formatting regularities which
can be used across all web pages (even on a certain topic), there are many
regularities which lie within a subgroup of these pages. For example, some
universities provide professors with web page templates to ease creation of
their pages. Such similarities can be exploited by recognizing the existence
of features salient not on a global level, but on some smaller local level. If
the scope can be recognized and extraction is successful on one particular
page (due to non-formatting relating aspects such as keywords), some of the
formatting regularities from that page can be used as cues on other similar
pages within the scope. In a sense, our pre-classification attempts to take
a similar approach (exploiting noticeable similarities between pages), but a
heuristically-based scoped learning approach is much more powerful when
applied at a more general level.

– Multi-page structure: Currently, our system does not exploit situations where
a course’s web page is broken up across multiple HTML files. There is useful
hierarchical information here, which would not be extremely difficult to use,
regarding the relationship of pieces of information.

With the finished implementation of the technologies described here, we will
have a system for taking information from raw webpages and into a useful struc-
tured form. While the accuracy will not necessarily be high at this task, prelim-
inary tests show that it will be high enough that, with a large page volume, we
will be able to extract enough useful information to feed the ontology extraction
process.

3 Overview of the Ontology Extraction Process

On the level of a single agent performing maintenance on the ontology, there
are three broad necessary behaviors. The first two are discovery of topics and
discovery of relationships. These discovery tasks operate both on new and exist-
ing ontology. The third task is the process of analyzing the existing knowledge
structure in terms of newly discovered topics and relationships. The existing
structure is taken as a hypothesis that is to be tested against newly discovered
information. These tasks are independent, and each generates new information
that is useful to the other two.
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Evaluation An ontology for learning is subjective, no matter how it is con-
structed. It makes claims about how courses are taught and how information is
learned, and we know of no gold standard that is any less subjective than an
automatically generate ontology. Still, we are working on a small hand-generated
ontology to attempt some evaluation of this sort.

Additionally, we are checking for internal consistency of the process by use
of held-out data. That is, the extraction process is run many times from scratch
with some randomly selected courses are held aside, and results of these succes-
sive runs are compared. This reflects on how sensitive our processes are to the
input data, as well as how general the knowledge they are extracting is.

3.1 Topics

The topic is the basic unit of our ontology, and is better thought of as a ped-
agogical topic. At this stage, we are not able to give a theoretical definition of
this notion, since that would be a difficult philosophical task. However, we can
give intuitive and functional definitions which will suffice for practical purposes.

A topic is some unit of teaching. The granularity or level of abstractness can
be quite varied, and can range from the topic of ”computer science”, down to
the granularity of ”linked list” or ”pointer”. These both are parts (meronyms)
of ”computer science” and of many intermediate topics. Topics are also either
typically general categories, or instances of these categories meant for a specific
course.

Our working definition of a topic is something that a person might attempt
to teach or to learn. We will not pretend to offer a philosophically satisfactory
criterion for knowing about a topic, but we feel comfortable judging in specific
cases that a student does not know, or needs to know, or wants to know a
topic. A teacher or tutor cannot be entirely confident without some assessment
mechanism that any instruction has successfully caused learning, but we can at
least name specific topics that are the intended goal of a lecture or tutor.

A general formula for education relates prerequisites of concepts, study, and
learning. If the prerequisites are satisfied, and study is truly completed, then
learning of a topic is achieved. While terms in this formula are somewhat im-
measurable, the structure can be taken as axiomatic in principle. Failure to learn
can be blamed on failure of study, or unmet prerequisites. The relationships im-
plied by this formula can be taken as constraints on the definition of a topic.

Derived Topics Topics in our ontology can be taken from a number of sources.
They could be directly entered by a human, extracted from a course syllabus (or
other material), or derived from within the ontology itself. It is this last class
that is the most important.

Topics taken directly from a syllabus or table of contents are directly inserted
into the ontology, but alone don’t provide much information. They are almost
uniformly what we consider to be non-abstract topics: specific instantiations of
some unknown abstract concept class or category. The more interesting topics
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will be the ones that are derived from these instances, which are more abstract,
general, and represent a teaching concept rather than some use of that concept.

For example, the topic ”linked lists” as found in a syllabus is taken as an
instance of the general subject of linked lists. Instantiations of a category may
have slightly different details and overlap, but are all referring to the same thing,
their category.

We are using a derived topic that approximates a true category, a topic ag-
gregate. When several courses on roughly the same subject material are added
to the database, along with these come many topic instances that are closely
related, having some kind of similarity relationship. For instance, many Data
Structures courses will have a node for ”linked lists” in their syllabus, though
the position, lecture contents, and wording of that node might vary. A topic
aggregate is meant to represent the abstract version of these topics. Every topic
in an aggregate is treated as being similar to every other topic in the aggre-
gate. This can be thought of as clusters of similar topics, and the most direct
techniques for finding such aggregates are in fact information retrieval based
clustering algorithms.

3.2 Relationships

Just as important (or more) than the actual concepts in the ontology are the
relationships between these concepts. There are many ”classic” ontology rela-
tionships that apply to our domain, as well as some that are more specific.

Relationships have certain general properties, many of which can be thought
of in algebraic terms, since they are essentially relations on pairs of topics. A
relationship could be transitivity, reflexivity, symmetricity, etc. For derived re-
lationships, it is also useful to keep some notion of ’strength’ of the relationship,
since most techniques we use at this point are probabilistic and do not produce
results best represented with a relationship being on or off. Strength in this sense
is difficult to define uniformly and the meaning of this value varies depending
on the relationship and how it was derived.

At this point in time we have concentrated mostly on extracting just two
relationships; one more general, and one that is domain-specific.

Equivalence and Similarity The first relationship we approached started as
an equivalent-to type of relationship (synonym). Two concepts would be syn-
onyms if and only if they could be freely exchanged for each other in some (or
all) contexts. This sort of relationship has some nice properties including being
completely transitive and symmetric.

We found, however, that equivalence was not as useful as we expected. At this
level of abstraction, true synonyms are comparatively rare but things which seem
”similar” to each other are quite common, and we really want to also describe
this second class. For example, far more common than finding two instances of
a concept that is simply ”arrays” in a given course is finding concepts that are
more like ”arrays of arrays” or ”Multidimensional arrays”.
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In response to this, we started using the notion of a similar-to relationship.
This for the most part works like the equivalence relationship (with similar
properties of opacity), except that it is much less theoretically clean. It is not
accurate to say that similar-to is transitive or even necessarily symmetric. While
two particular topics might be similar, a large ontology might have long chains
of similarity. If this were transitive very unlikely things would be considered
”similar”.

To combat this issue we have introduced a notion of partial transitivity, where
the transitivity falls off a certain amount across a relationship as a factor of the
strength of the relationship. It is also intuitively desirable to give some weight
to a similarity relationship, so to say that some topics are more or less similar.
This can be thought of as something like percentage of similarity, but is really
an approximation of some (indiscoverable) ideal probability.

Extraction of Similar-to Currently we are using a standard hierarchical clus-
tering algorithm that operates on just the text of a concept. This works reason-
ably well for small data sets, but may have some problems scaling. The clustering
occurs after some processing, including stemming and normalization.

There are some problems with this despite its simplicity. With a small data
set it is fairly easy to terminate the clustering algorithm and pick the correct
number of clusters, since they simply stop merging at a certain point, so the use
of our clustering algorithm requires more study. Also, the clustering is occurring
based on word content rather than any notion of semantic content. For our
purposes it seems the second is much more ideal, but is unfortunately much
harder. One line of approach would be to use WordNet or something like it as a
base for semantic analysis.

Concept Prerequisites When learning a particular topic, there are likely to
be concepts that would be helpful or even necessary to understand. These can be
thought of as concept prerequisites. This is directly valuable information because
it gives clues about how one would generate a ’learning sequence’ between two
arbitrary topics. A related relationship is temporal orderings between two topics
in a learning sequence. Such an ordering does not always signal a real concept
prerequisite, but can be used as an indication of one. Evidence of what these
orderings are is easily found, since most course materials have a somewhat linear
organization.

There is clearly some notion of transitivity that is applicable here, though
the specifics are not so clear. If A must be learned before B, and B must be
learned before C, then it is clear that A must be learned before C. However, it is
not necessarily the case that A should be considered a concept prerequisite for
C; the issue is one of opacity.

Extraction of Temporal Orderings There are two techniques that we have
looked at for inferring this information. The first consists of looking and seeing
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whether, on average, instances of two abstract topics are before or after each
other in courses where the instances are both found. If they have some ordering
which is consistent across many courses, that ordering is added to the ontology
as a temporal ordering requirement. If they are not consistent (in some one is
after, in some it is before), the information is valuable (they have some kind of
independence) but is not currently dealt with.

Our second approach treats the course syllabi as emissions of some Markov
model with unknown transition probabilities, and attempts to learn these prob-
abilities. The important orderings in the resulting Markov model are the transi-
tions with high chance that are learned during training.

The results of the first approach to a small selection of Data Structures and
Introductory Computer Science courses is shown in figure 2. No post-processing
was done on this, except to turn the summaries into English as opposed to
stemmed English.

control flow structure 

dynamic allocation static arrays enumerate object pointer arrays 

inheritance association aggregate 

adt arrays breadth 

list class inner 

tree class 

sort search insert 

expression arithmetic variable 

string character arrays link list data inheritance graphic search binary tree 

graph traverse weight queue stack discrete 

introduction program language 

class struct object 

basic scheme 

stream object stream

iterator list 

arrays expand introduction 

stack recursion buffer 

Fig. 2. Extracted Temporal Orderings in Intro CS Courses

Each node in this graph represents what the system has identified as a ped-
agogical topic. No attempt to differentiate different levels of granularity is made
here. The node labels summarize the contents of the topic.

The directional edges each represent an extracted temporal ordering between
two topics. They were in fact the highest ranking edges after one iteration of the
algorithm, so thousands of other possibilities are excluded in this graph. After
several iterations the state may change.

Obviously, neither the topic identification or temporal ordering is perfect.
There are several possible reasons for this. The most important is lack of data;
we have only a small corpus of training data to work with. The automated
topic extraction from web pages is aimed to solve this problem, but many of the
odd relationships expressed here are simply relationships that are present in the
training data but do not generalize. The second is flaws in the algorithms. One
major problem in this category is that topics at different levels of extraction are
compared as if they were on the same level. We are working on solutions to this.
Finally, this static representation, while making the data useful to humans, hides
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much of the underlying complexity of what has been extracted. We are building
a dynamic ontology browser to help with this issue.

The results shown in this graph are purely qualitative, not quantitative. A
hand-generated ontology would be useful for generating quantitative analysis of
the algorithms’ results, and development of this is currently in progress. These
results are still early, and while our immediate goal is system integration, the
next research step is to show quantitative results.

4 Conclusion and Future Directions

We have given a broad overview of our ideas and some of the technology that
we have implemented, but many of the techniques are still only in their infancy.
In particular, the later stages of the management cycle, where the results of the
data fusion are evaluated with respect to the existing ontology are still quite
undeveloped.

The next major step is to complete and analyze experimental results for our
techniques we are developing, and this is our current task. Already the results
are qualitatively promising, and we are close to quantitative evaluations of the
ontology management.
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Abstract. We present a DAML ontology for describing interaction protocols.
An interaction protocol defines the messaging patterns between communicating
entities such as software agents. Interaction protocol ontology makes it possible
to provide formal descriptions for interaction protocol instances. Core concepts
of our interaction protocol ontology can be extended so that more complex and
complete descriptions of interaction protocol instances can be given. Interaction
protocol ontology helps with externalizing some of the software agents’ know-
how thereby providing better adaptability and more dynamic behavior for the
agents. Serializing interaction protocols in a suitable form for reuse supports cre-
ating software agents capable of adapting to various environments.

1 Introduction

The importance of Web Service automatization is going to increase in the future Inter-
net. Initiatives such as Web Services [26] and the Semantic Web [25] aim at shifting the
burden of doing certain mechanical and monotonic things from humans to computers.
This paper describes a specific interaction protocol based framework contributing to
reaching that goal. We believe interaction protocols function well as process descrip-
tions for software agents. That is because interaction protocols consist of speech acts
or communicative acts in certain order. Communicative acts, in turn, are often utilized
when modeled software agent communication.

Agent communication typically falls into common conversation patterns. These pat-
terns can be modeled as interaction protocols. An interaction protocol defines how sev-
eral messages exchanged relate to one another. Basically, interaction protocols consist
of speech acts or communicative acts in certain order. Interaction protocols can range
from sophisticated negotiation protocols to simple interaction protocols such as “if I
send you message A, you should reply with message B”. To follow the interaction pro-
tocol, the communicating agent must be familiar with the communicative acts that con-
stitute it. In the easiest case, the interaction protocol is hard-coded to the agent. In other
words, the agent “knows” how to act according to a given interaction protocol. How-
ever, in general case, it is impossible to assume that an agent knows all the possible
interaction protocols in advance (i.e., in the design time). Therefore, the agent should
be able to dynamically download interaction protocol descriptions in run-time.
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Table 1. Division into type- and instance-level elements

Primitive Composite

Type-level Communicative Act Interaction Protocol
Instance-level Message Conversation

In this paper we present an ontology that can be used to describe interaction pro-
tocols in such way that agents compatible with this ontology can download interaction
protocol descriptions dynamically and adapt their behavior whenever needed. This is
especially useful in situations where only a small variation of a well-known interaction
protocol is needed, that is, the agent basically knows how the protocol works and what
is the purpose of the interaction protocol, but for one reason or another, some change
to previously known interaction protocol is needed. Our interaction protocol ontology
is mainly designed for software agents using agent communication languages (ACL) in
their communication. However, the basic version of the ontology can be used to model
other kinds of communication as well.

Our treatment of interaction protocols in this paper is based on the theory of dis-
tributed cognition. Traditionally the theory of distributed cognition is applied to hu-
man agents, but the approach can be extended to software agents as well. Agents have
knowledge of facts and tasks. We have concentrated mainly on task-related knowledge
or “know-how”. More specifically, in [23] we divided the tasks of agents into general
tasks and subtasks. We proposed that descriptions of domain-specific subtasks could
be distributed in external repositories and the agents could download those descriptions
and modify their behavior accordingly.

In [22], we focused our approach to agent conversations. Conversations are natural
candidates for domain-specific subtasks of agents. We made a categorization of agent
conversation elements into type- and instance-level elements as well as primitive and
composite elements, as depicted in Table 1. Composite elements differ from primitive
elements in that unlike composite elements, primitive elements cover only one state
transition. The difference between instance- and type-level elements corresponds to
the difference between objects and classes. In this paper we further focus our work to
serializing interaction protocols (see Table 1).

The rest of this paper is structured as follows. In Section 2 we briefly summarize
some related work. Section 3 presents a motivating scenario for this work. In Section 4
we introduce the details of the interaction protocol ontology using a DAML serializa-
tion. Finally, Section 5 concludes the paper and gives directions for future work.

2 Related Work

FIPA (Foundation for Intelligent Physical Agents) [13] has defined several interaction
protocols, including simple ones such as FIPA Request [12] and FIPA Query [11], and
more complex ones such as FIPA Contract Net [10] and FIPA English Auction [8]. FIPA
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Fig. 1. FIPA request interaction protocol in AUML

uses Agent UML (AUML) [19] to describe interaction protocols. AUML is a set of ex-
tensions to UML to accommodate the distinctive requirements of agents. AUML allows
describing interaction protocols, but as a graphical representation format it cannot be
deployed automatically by agents. Additionally, unlike with regular UML, to date there
exists no means of automatically generating code from AUML. Figure 1 depicts FIPA
Request interaction protocol using AUML. Other possible formalism for representing
interaction protocols could be Agent-Object-Relationship (AOR) modeling, which is
discussed in [15].

At the moment there are several efforts for defining processes for Web Services
(see, for example, [3, 1, 2, 17]). As interaction protocols are kinds of processes, above
process specification languages are to be taken into account. However, all the above
languages lack the negotiation-like conversation that is found in interaction protocols
such as those defined by FIPA [9]. Even DAML-S [2], a Web Service description lan-
guage intended to be consumed by software agents, does not take typical speech acts
based agent communication into account, as noted in [14].

WSCL [4] and cpXML [16] are efforts for specifying conversation patterns for fu-
ture Web Services. They are thereby aiming at the same goal as we are in this paper. Our
core interaction protocol ontology specified above could be used to define both cpXML
and WSCL descriptions. What differentiates our approach most with these two is our
more general goal of bringing ACL- like communication to Web Services environment.
Both WSCL and cpXML are more “receive-send” kinds of approaches, that is, they do
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not consider the communicating entities to have goals or other mental states in the sense
typically attributed to intelligent software agents. We, instead, specify our interaction
protocol ontology so that it is compatible with predefined interaction protocols such as
those defined by FIPA.

3 Motivating Scenario

In the Ambient Intelligence vision [6], people are surrounded by intelligent interfaces
that are embedded in all kinds of objects. Such environment is capable of recognizing
and responding to the presence of different individuals in a seamless, unobtrusive and
often invisible way. Implementing such a vision, different kinds of software and hard-
ware components need both syntactic and semantic interoperability. The former can be
achieved for example using technologies such as current Web Services. Semantic in-
teroperability needs to be implemented on top of syntactic interoperability. This means
that different interfaces in the environment are semantically annotated, and that vari-
ous components can reason about the meaning of services they use and provide to each
other.

Our work is towards this Ambient Intelligence vision. We do not consider how the
services are annotated semantically, but provide means to interact with these services.
Consider the following scenario (cf. “Scenario 1: ‘Maria’ — Road Warrior” from [6]).
A user with her PDA arrives to a foreign country and wants to use some service pro-
vided by the environment at the current location. The user has an agent at the PDA
that is capable of locating services in the surrounding environment. Further, the agent
has basic knowledge how to interact with these services. However, assume that the ser-
vices are tailored to the location and therefore they might have small variations in the
interactions when communicating with them. For example, because of local regulations
certain services may need additional interactions that are not needed in some other en-
vironment. Nevertheless, the basic service is the same, and the user agent is basically
capable of interacting with services, but needs some additional information about exact
interaction steps, which are needed in order to successfully use the service.

Figure 2 depicts the example steps of interaction between the user agent at the
PDA and a service provider somewhere in the environment. The service provider has
published its service profiles and process descriptions in a generally accepted format
in some service directory. A user wishing to utilize services provided by the service
provider has received a pointer to the service provider from a service registry. The ser-
vice registry could be, for example, a UDDI [24] registry (step 1 in Figure 2). The user
agent first contacts the service provider and it provides the user agent with additional
information about the service (2). In our case, this information especially contains in-
formation about the interaction protocol that should be used when communicating with
the service provider. The service provider offers an interaction protocol identifier and
possibly a pointer to the IP repository. Interaction protocols found in the IP repository
instantiate the interaction protocol ontology specification outlined in the next section.
The user agent can download the profiles and process descriptions (3). Next, the user
agent may have to adapt to the descriptions in order for the interaction to take place (4).
Then the user agent acts (5) based on the profiles and process descriptions downloaded
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Fig. 2. A sample adaptation to an interaction protocol description

in step (3). The example above illustrated a possible usage of storing interaction pro-
tocol descriptions, and how this improves the interoperability between communicating
agents.

Obviously, using external IP repository is optional; the service provider itself could
provide interaction protocol descriptions. This, however, is irrelevant to our work. Cur-
rently, there exists no standardized way to describe interaction protocols or other pro-
cesses in a UDDI registries. That is why our example contains a separate repository
for IP descriptions. In the future versions of UDDI or its successors there might well
exist a standardized means of describing processes including interaction protocols. At
the moment, however, UDDI lacks several useful features for automatized Web Service
usage [21].

4 Interaction Protocol Ontology

This section introduces the interaction protocol ontology. The concepts defined in this
ontology are intended to be used when describing interaction protocol instances. The
ontology has a core set of most common concepts, which can be extended in various
ways. In section 4.2 we give an example extension for defining messages passed during
interaction protocol so that they fulfill requirements specified by FIPA [7].

4.1 Ontology Concepts

Figure 3 depicts the concepts forming the core of the interaction protocol ontology. The
topmost concept, InteractionProtocol, contains general information about the interac-
tion protocol. Especially, it contains information for identifying the protocol unambigu-
ously. For example, in the motivating scenario (see Section 3), the Service Provider uses
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Fig. 3. The core concepts of the interaction protocol ontology

this identifier when informing the user agent about the interaction protocol that should
be used in communication. Further, the user agent uses the same identifier when retriev-
ing the protocol description from the repository. Note that Figure 3 does not contain any
DatatypeProperties. There were omitted to make the figure clearer.

Additionally, InteractionProtocol contains information about the protocol initiator
and the participant(s). An agent starting the protocol by sending the first message au-
tomatically becomes the initiator of the protocol. For example, the following example
defines a dummy protocol using DAML.

<ip:InteractionProtocol ip:id="xyz123">
<ip:hasInitiator rdf:resource="#Initiator" />
<ip:hasParticipant rdf:resource="#Participant" />

</ip:InteractionProtocol>
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Every interaction protocol has exactly one Progress component that defines pro-
gression of the interaction protocol. Especially, it consists of States that constitute the
flow of the protocol. States can have decision points called choices that in turn have Op-
tions to choose from. Only one Option can be chosen in a given State. Below is given
an example basic structure of the Progress component.

<ip:Progress>
<ip:hasState>

<ip:State rdf:ID="someState">
<ip:choices>

<ip:Option> ...</ip:Option>
<ip:Option> ... </ip:Option>

</ip:choices>
</ip:State>

</ip:hasState>
...

<ip:hasState rdf:resource="#anotherState">
</ip:Progress>

A Message can be sent or received as a consequence of choosing an option in partic-
ular state. In the core set of the ontology, the message only contains an identifier and the
sender and receiver information. The latter information unambiguously defines whether
an agent should send a message or should expect to receive a message. Below is given
a sample message definition (cf. FIPA Request interaction protocol [12]).

<ip:Option>
<ip:hasMessage>

<ip:Message rdf:ID="agree">
<ip:sendBy rdf:resource="#Participant" />
<ip:recvBy rdf:resource="#Initiator" />

</ip:Message>
</ip:hasMessage>
<ip:follows rdf:resource="#agreeDone" />

</ip:Option>

<ip:Option>
<ip:hasMessage>

<ip:Message rdf:ID="refuse">
<ip:sendBy rdf:resource="#Participant" />
<ip:recvBy rdf:resource="#Initiator" />

</ip:Message>
</ip:hasMessage>
<ip:follows rdf:resource="#endState" />

</ip:Option>

Every state of the protocol can have a Timeout. Timeout defines a time limit to a
state and if that time limit is not fulfilled, a timeout occurs. Timeout is the only Ex-
ception found in the core interaction protocol ontology. The general Exception concept,
however, allows defining other exceptions in ontology extensions.
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Fig. 4. The concepts of the FIPA extension

<ip:State rdf:ID="AState">
<ip:hasTimeout>

<ip:Timeout>
<time:seconds>10</time:seconds>
<ip:follows rdf:resource="#someState" />

</ip:Timeout>
</ip:hasTimeout>
<ip:choices>

...
</ip:choices>

</ip:State>

4.2 Extending the Ontology to Handle FIPA Messages

The ontology introduced in the previous section is as generic as possible. It allows
modeling almost any (high-level) communication between communicating entities. For
example, it can be used for modeling WSCL-like communication [4], in which com-
municating entities are exchanging arbitrary XML-documents. In order to model, for
example, FIPA-like messaging, this ontology should be extended. In the following, we
outline how this can be done. The FIPA extension to interaction protocol ontology de-
fines how FIPA messages are expressed. On the other hand, this ontology does not add
any new concepts relating to actual interaction.
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Figure 4 depicts the concepts forming an example FIPA extension to the interaction
protocol ontology. The main concept of this ontology is FIPAMessage, which extends
Message from the core ontology by adding new concepts to messages exchanged during
the interaction protocol execution. The ontology also defines the communicative acts as
subclasses of FIPAMessage. Note, however, that Figure 4 depicts only three of them.
The main part of the FIPA extension concentrates on properties of message content,
for example, to which ontologies the content refers and which content languages are
used in the content expression. Further, the ontology restricts that every message has
a content. This restriction is missing from the core ontology, even though messages
without content are somewhat meaningless. Note that the Figure 4 does not contain
all the message properties that FIPA defines. Full list of message properties are given
in [7].

Below is a sample FIPA request message encoded using DAML.

<fipa:Request>
<fipa:hasContent>

<fipa:Content>
<fipa:describedIn>

<fipa:SL>
<fipa:encoded>

<fipa:XMLEncoding />
</fipa:encoded>

</fipa:SL>
</fipa:describedIn>
<fipa:refersTo>

<fipa:Ontology rdf:resource="#appOntology" />
</fipa:refersTo>
<fipa:expression>

(content in SL language,
in XML encoding,
and based on AnOntology-ontology here)

</fipa:expression>
</fipa:Content>

</fipa:hasContent>
<fipa:hasConvID>4573-ghh6-4343-ef89</fipa:hasConvID>
<ip:sendBy rdf:resource="&ip;Participant" />
<ip:recvBy rdf:resource="&ip;Initiator" />

</fipa:Request>

It is important to note, that in this extension the relationships between messages are
not based what is in the contents of the messages, that is, application ontology specific
details, but instead on the types of the communicative acts. Similar approach is docu-
mented in [14], where the authors combine speech acts with DAML-S processes without
considering the contents of the speech acts. Further extensions to our framework could
enable also interaction protocol descriptions that fix the relationships between messages
based on the semantics of the concepts used in the contents of communicative acts. In
such extensions, content models such as the one given in [5] can be used.
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5 Conclusions and Future Work

In this paper we described a core interaction protocol ontology and one example exten-
sion to it. The core ontology took no stand on the communicating entities taking part
in the protocol, but the example extension introduced some FIPA-like functionalities.
The aim of this paper was to show that communication patterns could be stored as ex-
ternal descriptions and used by communicating entities when needed. The purpose of
the interaction protocol ontology is the same as ontologies in general, that is, to define
mutual semantics and to share knowledge between communicating entities. The differ-
ence between interaction protocol ontology as opposed to most ontologies is that it does
not define the things that are communicated about but instead how the communication
itself should take place.

Being able to give interaction protocol descriptions capable of linking messages se-
mantically based on their contents is the most interesting and also challenging part of
our future work in this area. Formal means of providing such interaction protocol de-
scriptions would imply formal means of describing communicative acts. Formal com-
municative act descriptions, in turn, imply formal means of describing message con-
tents. There are, however, no standardized ontologies for neither one, so we have not
included any formalizations of them in this paper, but only discuss the possibilities
briefly. More specifically, in the following we discuss only one type of content, namely
action description.

Consider again the motivating scenario outlined in Section 3, as well as the example
DAML code excerpts given above. Suppose the user encounters a service that enables
accessing local facilities, for example requesting the service to inform about restau-
rants around the area. FIPA Request interaction protocol could be utilized by the user
to perform the request information about the restaurants. An additional ontology con-
taining relevant concepts for the particular application could be introduced. In terms of
that application ontology, a request with an action description as its content might be
given. That particular action description could be identified unambiguously and passed
on inside ip:follows tag as expected content when informing the user later on.

Additional future work includes considering suitable representation languages for
the interaction protocol ontology. One possibility could be to utilize some concepts of
DAML-S. For example, choices could be a subproperty of DAML-S chooseFrom and
Progress a subclass of DAML-S Sequence. Mapping DAML-S with agent-like commu-
nication is also considered in [14]. Current version of DAML-S, namely version 0.7,
is however far from being completed so utilizing its functionalities in a “real world”
applications is not very straightforward. Therefore another and possibly more tempting
alternative could be to bind this to SUMO [18, 20] as one of its domain ontologies.
Spun off the IEEEs SUO activity, SUMO is based on KIF and thereby enables giving
more expressive concept descriptions than DAML-S does. Additionally, current version
of SUMO, is in a lot more completed state than DAML-S 0.7 is. Of course, SUMO is a
general upper ontology and therefore does not have as much useful concepts for describ-
ing Web Services as DAML-S does (although there exists a SUMO domain ontology
for describing Web Services that is actually based on version 0.5 of DAML-S).



320 Santtu Toivonen and Heikki Helin

References

[1] Tony Andrews, Francisco Curbera, Hitesh Dholakia, Yaron Goland, Johannes
Klein, Frank Leymann, Kevin Liu, Dieter Roller, Doug Smith, Satish Thatte,
Ivana Trickovic, and Sanjiva Weerawarana. Business process execution lan-
guage for web services, version 1.1, March 2003. Available at: http://www-
106.ibm.com/developerworks/webservices/library/ws-bpel/.

[2] Anupriya Ankolenkar, Mark Burstein, Jerry R. Hobbs, Ora Lassila, David L. Martin, Drew
McDermott, Sheila A. McIlraith, Srini Narayanan, Massimo Paolucci, Terry R. Payne, and
Katia Sycara. DAML-S: Web service description for the semantic web. In Proceedings of
The First International Semantic Web Conference (ISWC), Sardinia (Italy), June 2002.

[3] A. Arkin. Business process modeling language (BPML), working draft 0.4, 2001. Available
at: http://www.bpmi.org/.

[4] Arindam Banerji, Claudio Bartolini, Dorothea Beringer, Venkatesh Chopella, Kannan
Govindarajan, Alan Karp, Harumi Kuno, Mike Lemon, Gregory Pogossiants, Shamik
Sharma, and Scott Williams. Web Services Conversation Language (WSCL) 1.0. March
2002. http://www.w3.org/TR/wscl10/. Work in progress.

[5] S. Cranefield, M. Purvis, M. Nowostawski, and P. Hwang. Ontologies for interaction pro-
tocols. In Proceedings of the 2nd Workshop on Ontologies in Agent Systems, First Interna-
tional Joint Conference on Autonomous Agents and Multi-Agent Systems (AAMAS 2002),
Bologna, Italy, July 2002.

[6] K. Ducatel, M. Bogdanowicz, F. Scapolo, J. Leijten, and J-C. Burgelman, editors. Scenarios
for Ambient Intelligence in 2010. ISTAG, February 2001.

[7] Foundation for Intelligent Physical Agents. FIPA ACL Message Structure Specification.
Geneva, Switzerland, October 2000. Specification number XC00061.

[8] Foundation for Intelligent Physical Agents. FIPA English Auction Interaction Protocol
Specification. Geneva, Switzerland, October 2000. Specification number XC00031.

[9] Foundation for Intelligent Physical Agents. FIPA Interaction Protocol Library Specifica-
tion. Geneva, Switzerland, October 2000. Specification number XC00025.

[10] Foundation for Intelligent Physical Agents. FIPA Iterated Contract Net Interaction Proto-
col Specification. Geneva, Switzerland, October 2000. Specification number XC00030.

[11] Foundation for Intelligent Physical Agents. FIPA Query Interaction Protocol Specification.
Geneva, Switzerland, October 2000. Specification number XC00027.

[12] Foundation for Intelligent Physical Agents. FIPA Request Interaction Protocol Specifica-
tion. Geneva, Switzerland, October 2000. Specification number XC00026.

[13] Foundation for Intelligent Physical Agents. FIPA Home Page, 2001. http://www.fipa.org.
[14] Nicholas Gibbins, Stephen Harris, and Nigel Shadbolt. Agent-based semantic web ser-

vices. In Proceedings The Twelfth International World Wide Web Conference (WWW2003),
Budapest, Hungary, May 2003. (To appear).

[15] Renata S. S. Guizzardi, Lora Aroyo, and Gerd Wagner. Agent-oriented knowledge man-
agement in learning environments: A peer-to-peer helpdesk case study. In Ludger van Elst,
Virginia Dignum, and Andreas Abecker, editors, Agent-Mediated Knowledge Management.
Papers from 2003 AAAI Spring Symposium, pages 15–22. AAAI Press, 2003.

[16] James E. Hanson, Prabir Nandi, and Santhosh Kumaran. Conversation-enabled web ser-
vices for agents and e-business. In H. R. Arabnia and Y. Mun, editors, Proceedings of the
International Conference on Internet Computing (IC’2002), pages 791–796, Las Vegas,
Nevada, USA, June 2002. CSREA Press.

[17] F. Leymann. Web service flow language (WSFL 1.0), May 2001. Available at: http://www-
4.ibm.com/software/solutions/webservices/ pdf/WSFL.pdf.



Representing Interaction Protocols in DAML 321

[18] I. Niles and A. Pease. Towards a standard upper ontology. In Proceedings of the 2nd Inter-
national Conference on Formal Ontology in Information Systems (FOIS-2001), Ogunquit,
Maine, October 2001.

[19] James Odell, H. Van Dyke Parunak, and Bernhard Bauer. Representing agent interaction
protocols in UML. In Paolo Ciancarini and Michael Wooldridge, editors, Agent-Oriented
Software Engineering, pages 121–140. Springer-Verlag, 2001.

[20] Adam Pease and John Li. Agent-mediated knowledge engineering collaboration. In Ludger
van Elst, Virginia Dignum, and Andreas Abecker, editors, Agent-Mediated Knowledge
Management. Papers from 2003 AAAI Spring Symposium, pages 167–172. AAAI Press,
2003.

[21] Charles Petrie. Adding AI to web services, March 2003. Invited talk at AAAI Spring
Symposium on Agent-mediated Knowledge Management.

[22] S. Toivonen and H. Helin. Options for reusing agent conversations. In A. Karmouch,
T. Magedanz, and J. Delgado, editors, Mobile Agents for Telecommunication Applications,
4th International Workshop, MATA 2002 Barcelona, Spain, October 23-24, 2002, Proceed-
ings, volume 2521 of Lecture Notes in Computer Science, pages 1–10, Heidelberg, Ger-
many, October 2002. Springer.

[23] S. Toivonen and H. Helin. Task-sensitive adaptability for software agents. In A. Zemliak
and N. Mastorakis, editors, Advances in Information Science and Soft Computing, pages
50–55, Cancun, Mexico, May 2002. WSEAS Press.

[24] UDDI. The UDDI technical white paper, 2000. http://www.uddi.org/.
[25] World Wide Web Consortium. Semantic web activity, 2001. http://www.w3.org/2001/sw/.
[26] World Wide Web Consortium. Web services activity, 2002. http://www.w3.org/2002/ws/.



Adding AI to Web Services

Charles Petrie1, Michael Genesereth1, Hans Bjornsson1 Rada Chirkova1,
Martin Ekstrom1, Hidehito Gomi2, Tim Hinrichs1, Rob Hoskins1

Michael Kassoff1, Daishi Kato2, Kyohei Kawazoe3, Jung Ung Min1, and
Waqar Mohsin1

1 Stanford Computer Science Department
Stanford University,

Stanford, CA 94305, USA
{petrie, all}@stanford.edu
http://logic.stanford.edu

2 NEC Corporation
7-1, Shiba 5-chome

Minato-ku, Tokyo 108-8001, Japan
daishi@cb.jp.nec.com, gomi@az.jp.nec.com

3 Intec Web and Genome Corp.
1010 El Camino Real #370

Menlo Park, CA 94025, USA
Kawazoe@stanford.edu

Abstract. The FX-Project consisted of members of the Stanford Logic
Group industrial visitors from NEC and Intec Web & Genome working
together to develop a new technologies based upon the combination of
web services and techniques from artificial intelligence using our experi-
ence in AI-based software agents. This two-year project ran from April
of 2001 until the end of March 2002 and explored the then emerging
functionality of web services. This paper is a result of our findings.

1 Introduction

Our use of the term “web services” does not mean just any standard way to
access business logic. It does mean a way of publishing an explicit, machine-
readable, common standard description of how to use a service and access it via
another program using some standard message transport. If one is to use agents,
one must have a machine readable format, preferably one that industry will use.

Fortunately, the use of SOAP4 and WSDL5 has been strongly embraced by
industry and has become a major standard for such web services. WSDL has
had fast industrial acceptance, not in spite of its simplicity in comparison with
more advanced systemic standards such as ebXML6 but because of it.

The importance of SOAP and WSDL is that they offer the possibility of a
simple industrial standard for reading what input and output messages a service
4 http://www.w3.org/TR/SOAP/
5 http://www.w3.org/TR/wsdl
6 http://www.ebxml.org/
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accepts and sends, and then sending those messages over a standard transport.
This loose coupling means it is irrelevant what kind of client or server software is
at either end. Since it is machine-readable and since SOAP allows loose-coupling,
in principle it is possible to use arbitrarily complex software programs to read
WSDL and use SOAP to invoke services by exchanging messages. On the web
service-enabled Internet, no one knows if you are a software agent.

However, there are problems with WSDL. The object-oriented community
with experience in distributed transactions has already pointed out some of the
problems with these standards [4]. Moreover, there is has been an expectation
that we will be able to achieve the goal of discovering services when we need
them, and, what is more, assembling them into new composite services, dynam-
ically on-the-fly, as needed.

We show that WSDL-related technologies, such as WSCI7 WSCL8 XLANG9

and WSFL10 (the latter two having morphed into BPEL4WS11) , which collec-
tively we refer to as “WSxL” standards, are inadequate for dynamic discovery
and integration, and thus inadequate for VEs. We also discuss the issues in
providing the missing functionality.

2 Ultimate Requirements for Deployment of Web Service
Agents

Ultimately, there are four primary functions we need to automate in building a
network of service agents:

– Discovery, consisting of information sufficient for:
• Search
• Use

– Service Integration
– Process Integration
– Process Control

We require that these the information about the web services be sufficiently
machine-readable so that the above functions can be automated. Further, use of
these functions should follow two Fundamental Principles:
Any publicly registered web service can be consumed:

– by anyone, without requiring any change to the service
(the Democratic Principle ); and

– at anytime, without prior arrangement
(the Just-in-Time Principle).

7 http://wwws.sun.com/software/xml/developers/wsci/
8 http://www.w3.org/TR/wscl10/
9 http://www.gotdotnet.com/team/xml wsspecs/xlang-c/default.htm

10 http://www-4.ibm.com/software/solutions/webservices/pdf/WSFL.pdf
11 http://www-106.ibm.com/developerworks/library/ws-bpel/
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The FX-Agents approach is to identify the deficiencies of WSDL and associ-
ated technologies, and then to address them with the universality and flexibility
of Declarative Logic.

3 Why UDDI Isn’t Enough

The most widely deployed emerging technology for web service search is UDDI12

But a slight bit of experimentation will reveal that this technology, as it stands,
is not adequate to allow service agents, or even humans, to discover new services.
First consider the discovery component of Service Search.

Try an experiment. Go to
https://uddi.ibm.com/ubr/registry.html and ask the computer equiva-

lent of “Are there any web services that book flights?”
UDDI Find requires choice of taxonomy and even then you will not be able

to search on services that “book flights”. This is because
UDDI does not contain the actual service descriptions which are dis-
tributed. But
UDDI does not perform distributed search.

Suppose it did and found the WSDL description of the service and its op-
erations.
How would a software program know if a service booked flights or not?

4 Why WSDL Isn’t Enough

To continue our experiment with the UDDI registry, if one searches the taxonomy
“WAND” for “Travel”, one finds “Travel Adventures Unlimited”. One can then
manually find the WSDL. Note that a program can find the WSDL too, but
UDDI provides no search capability for the WSDL.

From examining the WSDL, one can see that:

– WSDL operations have names like “P3Type3”
– The Input Message Part Name for this operation is “airlineID”
– The Output Message Part Name is “body”.
– No sequence of operations is specified.
– There is no specification of what the operations do.

5 The Swedish Phone Search Example

This can be seen in another (vendor-neutral) service registry and with a com-
pletely different example. Search http://www.xmethods.com/ for a lookup ser-
vice for Swedish telephone numbers and somehow find http://www.marotz.se/
scripts/searchperson.exe/wsdl/ISearchSwedishPerson, which has five op-
erations:

12 http://www.uddi.org/specification.html
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– “HTMLSearchAddress”
– “HTMLSearchPhone”
– “XMLSearchAddress”
– “XMLSearchPhone”
– “IsAlive”

The input message name is “HTMLSearchAddressRequest”. That message
has part names of:

– “fName”
– “lName”
– “Address”
– “ZipCode”
– “City”

We might find “City” and “Address” but the rest will be very difficult for
automatic software in real time to understand what these terms mean.
And the output message has a single part: “return”.

The first and fundamental technical requirement we can see from this is
that we require semantics to understand the terms in this XML structure. The
second fundamental requirement is that we require additional information to be
specified in the WSDL. I.e., we need WSDL++. As these technologies stand
today, UDDI/WSDL are Inadequate for Search

If we consider the last example in thinking about solutions,

– Airline ID, City can possibly be unified using distributed ontologies or in-
dustry taxonomies.

– The W3C answer is OWL13 based upon DAML+OIL14

DAML-S may be too “heavyweight” for industry, but some set of distributed
taxonomies about the service components, rather than just the businesses and
kinds of services is necessary. Industry should develop its own simple taxonomy,
starting with UBL15 as a kernel. In any case, suppose we understand the terms
of the operations messages.

Now, what sequence of operations books a flight, reserves a car, or orders
food? (This is a trick question.)

6 Understanding What Web Services Do

The FX-Agents project created a set of web services that performed actions
in the world. One of these that we studied extensively was a Catering Service

13 http://www.w3.org/TR/owl-guide/
14 http://www.w3.org/TR/daml+oil-reference based on the Resource Description

Framework.
15 http://www.oasis-open.org/committees/ubl/
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that was created from the Waiter.Com web site. We learned that the required
application functions could be expressed as a sequence of WSDL16 operations.

Furthermore, there is at least one WSDL-based technology that can handle
the expression of such a sequence. W3C/HP WSCL can describe the sequence
of operations

1. Get types of restaurants
2. Select type, get names of restaurants
3. Select restaurant, get menu
4. Select menu item, get set of choices (like pizza toppings)

So UDDI/WSDL needs something like WSCL. Then, what else would be re-
quired? The FX-Agents project team noted the following issues were not ad-
dressed by WSDL-based technologies:

– Unplanned options are not handled by WSDL:
Preplanned sequence specifications, such as WSCL, are inadequate. For ex-
ample:
id = pizzas is a special case that may require a choice of toppings, that
change often, and these values may affect the proper process sequence.

– No standard representation of authorization mechanisms.
The membership registration is required for this case, but WSDL provides
no standard way of discovering this.

– No standard representation of cancellation terms.
By what hour/day could one cancel with what penalties?

– No standard representation of effects
What are the specific actions of this service? In this case, food ships 90
minutes after order. And there is a phone call and email sent.

– No standard representation of pre-conditions.
• The minimum order is $80.
• Delivery hours are different than takeout hours
• No deliveries on Mondays.

– No standard representation of payment terms
• There is a delivery charge of $8.95.
• A 15% driver support charge is added to each order.

From this simple case, we can see that as a minimum, we need to be able to
represent in machine-readable format:

– Pre-conditions and actions of each operation
– Tags that refer to protocols/terms of

• Payment
• Cancellation
• Authorization

and
– Representation for dynamic options

16 http://fxagents.stanford.edu/∼gomi/CateringService.wsdl
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The W3C/DARPA DAML-S17 is one solution to representing the pre-condi-
tions and side-effects of web services. DAML-S

– Provides an ontology of services and processes
– Is based on DAML+OIL/RDF
– Is being integrated with UDDI
– Could be too “heavyweight” but does address these issues.
– Does not provide distributed search.

And, importantly, because it uses the current UDDI T-Model mechanism, it only
describes pre-conditions and effects of the whole web service, but not of the
individual operations.

To really implement our democratic and just-in-time service principles, or-
dinary web services are not enough. If we augment them with pre-conditions,
effects, payment methods, authentication, ect., then we have what we may call
Business Services. The FX-Agents project aims to show how this can be done,
especially for financial services using logic-based technologies.

7 FX-Agents Approach

The FX-AGENTS project took a different but compatible approach. We have
built a Business Service Directory (BSD) based on Infomaster[2] that pro-
vides distributed search using logic as “glue”. In addition, we have constructed
a prototype Internet Naming Service (INS) to provide universal non-ambiguous
resolution of all names. And finally, the prototype KIOSK provides the seman-
tics for terms used in the descriptions of the services and their operations in the
BSD.

In building the BSD, we wanted for humans to be able to use it as a web
service browser. In addition to the other defficiencies of WSDL, it does not
contain enough information to dynamically generate a Graphical User Interface
(GUI) for web services. So the group developed the Web Service GUI (WSGUI)
Engine[1], which does allow dynamic GUI Generation.

In particular, WSGUI

– allows encoding of an abstract I/F
– combines with stylesheet for concrete I/F
– provides pull-down menus and similar standards
– enables dynamic enumeration specification

E.g., new pizza toppings
– and allows Virtual Operations to be defined in order to allow specific oper-

ations to be defined for a general KIF engine such as Infomaster

17 http://www.daml.org/services/
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Fig. 1. WSGUI Architecture

8 Incremental Automation

With the ability to browse web services, we investigated the issue of how peo-
ple could easily build macroservices. These are an integrated set of services
connected by a process. Unlike industrial approaches, our process will be not
completely defined prior to runtime. A macroservice is a process of integrated
web services that can be encapsulated as a type of business service, but would
be difficult and perhaps impossible to encapsulate as a simple web service, be-
cause of the complexity of the messages that may be required to accomplish
the task. I.e., we want to avoid the necessity of claiming a simple web service
encapsulation is possible for the complex processes we are investigating.

The major point here is to determine what information software agents would
need to integrate services in a dynamic process, but also be able to easily be
instructed by people about this integration. Before we program software agents
to use web services, we should understand how a person could do it.

Suppose we wanted to compose a set of web services, and do so incrementally
over a period of time as we discovered more useful services from the BSD. What
are the issues involved? To investigate this, we constructed an application and
populated it with web services.

We decided upon event planning as a macroservice application as it was
one that we understood. We further constructed web services from existing web-
based services. The result is a set of SOAP-accessible services, with WSDL, and
also the GUIDD, new format for specifying presentation, that allowed dynamic
web generation, and additional information in the BSD about pre- and post-
conditions, as well as logic axioms, that allowed these services to be “glued”
together easily.

Only the Gates room reservation system, already build on Infomaster, had an
existing SOAP interface. The rest were constructed by initially screen-scraping,
and then building a SOAP wrapper that sends HTTP messages to the original
web-based applications as if they were being sent by a web browser.
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Fig. 2. Event Planning System

The reader may ask the difference between this and a registry of existing
web-based services, since the latter already have web interfaces defined. The
difference is that the information about the web services, and their interfaces, is
now declared in a machine-readable format. Further, the presentation has now
been separated from the application semantics. We have thus built a sandbox for
agents and web services.

9 Steps in Automating Web Service Composition and
Integration

Our strategy for producing the technology for agent-based web service integra-
tion may summarized as follows:

Web Service Browsing by humans
(using BSD and WSGUI)⇒

DECLARATIVE WEB:
Incremental Automation

(using logic hidden by GUI and Virtual operations)⇒
Agent-Mediated IA:

Software Agents consuming and integrating web services
(using wrappers and logic-based interactions)⇒

Condition-based Integration
(service description allows dynamic planning)

Fig. 3. Sevice Integration Strategy
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As we moved beyond the web service browser capability, we entered a broad
area of capability and approach we call the Declarative Web in which we take
advantage of the fact that we had not only made machine-readable descriptions
of the web services, but have used logic to declare what the web services do. We
increasingly take advantage of this declarative logic in the sophistication of the
integration of web services.

10 Incremental Automation Is an Alternative to Industry
Approaches

In our next steps, we would like to provide a more dynamic alternative to the
industrial standards for web service integration and composition. As described
in [3], these approaches are inadequate as they:

– require a static process model;
– are not easily changed, maintained, or controlled; and
– change requires coding of new WSDL operations by the service pro-

vider..

Such alternatives strongly violate our democratic and just-in-time principles.
As a first step beyond a Wizard and towards sophisticated dynamic web

service integration, we can note that if integrated applications require some
coding in advance, then we can at least we can take advantage of web services,
software agents, and computational logic and avoid coding of new web services
by the service provider as is required with, say, BPEL4WS.

As indicated above, the first step of Incremental Automation is to provide
an overall GUI that, together with Virtual Operations describing some logic
functionality, allows the user to manage macroservices. Initially, we constructed
a “Wizard” to guide humans through the use of the event planning services to
create a new event. We used this application to organize at least one Steering
Committee Meeting, including ordering lunch.

The Immediate advantages of the IA/Wizard approach are that no service-
side code changes are needed to add new services, and the user has complete
control of the integration, instead of the process being controlled by a workflow
engine of some kind. Further, it is now easy to provide a monitoring capability
so that web services are invoked whenever some condition changes, detected by
polling the web services every so often. Nothing needs to be changed on the ser-
vice provider side and our democratic and just-in-time principles are preserved.

We intended further to build a human interface for building rules to inte-
grate the web services as a next step in Incremental Automation. Since each
web service operation has a set of well-defined inputs and outputs, as well as
pre- and post-conditions, it is possible to display each operation as a table of
parameters, with inputs and outputs. Then one can use a pull-down menu of
operators and relations to create conditions among these parameters, including
critical values (numbers or symbols pulled from the XML schemas) with actions
being to transfer output values from the invocation of one web service to another.
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Fig. 4. Incremental Automation

The only hard part about this idea was design of the user interface. While
working on this, we decided to skip it and go directly to the next stage of service
integration automation. It remains as an easy idea for someone to implement
and could result in a commercial product.

11 Agent-Mediated Incremental Automation

The Wizard can guide the user in direct manipulation and integration of web
services. What we would like to do next is to construct more of a “cockpit” for
the user.

Fig. 5. Cockpit Analogy

We want the user to be able to refer to a system of controls that perform
actions in the world, which are not directly related to the services themselves,
but directly related to actions of the enterprise the user is running. These actions
are then related to a composite of web service actions. I.e., the user sees complex
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actions directly related to what is desired, just as a pilot desires to “fly North at
10,000 feet” and this is enabled by a sequence of flaps and motor changes that
correspond to the primitive web services require to “make it so”. Our approach
is to use software agents to mediate between the user cockpit controls and the
actual web services.

Because we ultimately wanted to work on a financial system of some kind,
we chose to implement a Multi-Bank Cash Management System. In this
application, the “cockpit” is a Corporate Treasury Workstation. The Treasurer
is the user and desires to manipulate the various bank accounts of the enterprise
so as to optimize the cash flow, including managing Accounts Payables and
Receivables.

This process is informed by a standard equation called the Miller-Orr Agent,
so we needed a specialized agent that, given the required inputs, would return
a target distribution of cash among liquid and interest-bearing accounts. We
also required a Plan Revision Agent that would generate and revise plans for
transferring cash at different dates during the target period of time.

Fig. 6. Cash Management System

As can be seen from Figure 1, these were two special agents. Also the Treasury
cockpit had to be designed especially for the application because the GUI has
to be special in particular. The banks are assumed to have existing web services
for account information and transfer. Wrt this application, such web services
are legacy systems even though at the time of this work, they are just being
constructed by real banks.

The mauve-colored agents in between the special agents and the legacy web
services comprise a re-usuable Agent-mediated WS Integration (AWSI) system
and comprises a new type of Declarative Web.
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– AWSI Agents “hold” KIF knowledge and are reusable.
– There is no coding by service providers.
– The agents speak an Agent Communication Language (ACL) among them-

selves and are capable of arbitrarily complex behavior, including negotiation.
– And users, such as a Corporate Treasurer, can “program” using IA rules.

Further contributing to the reusuability and easy development of the agents
is that they are built on top of the reusable JKIP platform.

Fig. 7. JKIP Architecture

The Java Knowledge Interchange Platform (JKIP) is another technology from
this project that allows agents to be easily built from Java templates and run
inside one computer with a single IP address, but separately addressable from
the outside.

That the AWSI agents use Logic-Based Integration also makes them
reusable. They each are capable of holding whatever axioms and statements
are useful to any application. The Integrator agent theorem-proves over results
from other agents and the Manager agent knows what predicates handled by
what agents. The Manager agent uses the special predicate Specialty to relate
task predicates to the application agents, such as:

– Specialty convert FX
– Specialty plan Monitor
– Specialty bank.units Warehouse
– Specialty balance Warehouse
– Specialty minimum.balance Miller-Orr
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An example of the kind of information the Integrator agent has for this ap-
plication is:

(≤ (request-transfer-from-to ?amount ?bank1 ?bank2 ?account)

(> (- (balance ?bank-1) ?account) (minimum-balance ?bank-1 ?account))

(= (bank.units ?bank-1)(bank.units ?bank-2))

(do (transfer-from-to ?amount ?bank1 ?new-amount ?bank2 ?account)))

This logic18 states that a requested transfer of an amount from any bank1 to
any bank2 should be done, if this will not cause the balance of the bank1 to drop
below its minimum, and if both banks use the same units of currency. If the last
condition does not hold, then another rule will come into play that ensures the
best conversion of currency.

Fig. 8. Cash Plan

This is an example of a Cash Plan that may be displayed at the Treasury
Workstation. Here, we do not address how such a plan is prepared. It may be done
by a standard Integer Programming system. The first point is to encapsulate such
systems as either web services or agents. Next, we would like to make it easy for
the Treasurer to create incrementally constraints on the rules while asking for a
change to the plan.

12 Cash Plan Change Becomes a Rule

Logic allows us to create arbitrarily complex requests for changes to the cash
plan (and to format such requests in the language that the cash plan mechanism
18 In this notation, “?” denotes a logical variable that will be unified.
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Fig. 9. Plan Change

understands), and also to record such requests as rules. The hardest part is
to develop the appropriate GUI for this capability. GUI development was not
a focus of our research. The above example is a very simple way to represent
constraints over single variables as a result of plan changes. In this example,
the Treasurer would like the duration of the total plan not to exceed three days
and this is simply expressed in a KIF rule. It could also have been expressed
more simply in an advanced GUI by allowing the user to select from a pull-down
menu of all variables (selecting “total-time” in this case), selecting a relationship
( “<”), input a number (3), and select units (“days”). The conversion to KIF on
the backend is trivial. But more complicated rules would require a more complex
GUI. We simply left this as an SEP (Someone Else’s Problem)

The important point is that we can write rules that would be interesting to
a Treasurer. For instance:

– If the cash balance at a bank will fall below the minimum for that bank if
payment is not received by a an A/P known to be unreliable, then make a
contingency plan.

– If the cash balance at a certain bank will fall below the minimum, find a
high-interest account to transfer from.

– If money needs to be converted from Yen to USD, find the best rate, including
transfer fees.

Such rules can be easily expressed in logic, with logical unification providing
the “glue” among constraints and Web Service pre-, postconditions, and axioms.
Furthermore, they can refer to conditions in the world, such as the current
US treasury index, and make actions happen. This can be done today with
procedural encoding. The point here is that logic is a much more flexible way to
encode such business logic, and is more easily maintained.
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13 Declarative Web: Condition-Based Integration

Our final step takes full advantage of the fact that we have business services,
with pre-conditions and effects, rather than just web services.

Fig. 10. Architecture of Logic-Based Integration

We have constructed this prototype logic-based integration of services and
tested it with the event planning system (we have not found an appropriate
financial application though the home mortgage process is one that we have
examined and remains a candidate.) With such a system:
we have any possible integration of any registered services
for any application, anytime.

This works as follows. A user requests that some large action be taken in
the world, such as preparing for an event. The user simply says something like
“make it so”. This request is formatted and passed on to an Incremental Planning
Engine and Facilitator in step 1. In steps 2 and 3, a set of services are extracted
from a BSD, using the pre-conditions and effects of the services. This set of
actions and associated axioms are then passed to a general theorem prover in
step 4 and a plan is returned in step 5.

In steps 6 and 7, the user reviews and approves the plan, or asks for a
change. The central planner and facilitator then requests execution of the plan
and monitors the execution.

The “magic” is that we are able to take advantage of a suite of well-understood
AI planning technologies for sequencing actions in a consistent way to achieve
complex goals. With business services, we can move from specialized systems
(military logistics for instance) to a general way to run business systems in the
real world.
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Fig. 11. Plan Result

However, there is an important piece of this that we are skipping over. Such a
general solution requires semantics and naming from INS/KIOSK, which are still
under development. The good news is that not only the Stanford Logic Group
but also a large number of both academic and industrial groups are attempting
to solve the problem of semantic integration.

14 Good Research Issues Opened

I.e., lots of hard work to be done.

– How to make a real usable Business Service Registry based on the BSD
– How to integrate AWSI systems, more dynamically?
– How to account for real business processes?
– How to make sophisticated GUIs for this technology?
– How to generate logical constraints from simple GUIs?
– How to generally monitor and control?

I.e., consider a recursive value network and the unsolved problem of control-
ling it while protecting information access.

This last research issue involves not just advanced development, but must ad-
dress difficult computer science issues of distributed computing with robustness
and security as well as control of information transparency.
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Abstract In this position paper, we study the relationship between agent 
technology, knowledge discovery in databases and knowledge management. 
We identify synergy and challenges involved in the cooperation between them. 
Particularly, we show how a Multi-Agent System can be useful in the process 
of knowledge management with the discovery of knowledge in databases. A 
society of agents integrated into an organization has the capacity to follow the 
interaction process of users with the organizational memory in their daily 
activities. From now on, user’s knowledge necessities are identified, and the 
knowledge discovery process is activated. Data preparation is made based on 
organizational ontologies, and then distributed agents explore data from 
different formats in different locations.  

1. Introduction   

Databases, texts, and semi-structured documents (as html pages) are relevant sources 
of information, which allow an organization to register the history of transactions 
performed between its agents under the most diverse perspectives. To discover 
knowledge in these sources is a form of knowledge generation, being able to be 
considered a typical activity of knowledge management.  Basically, the Knowledge 
Discovery in Databases (KDD)1 process is done by means of the application of 
machine learning algorithms or of statistical methods of data analysis with the 
intention of discovering knowledge like rules, which explain or summarize data from 
one or more sources. Knowledge bases produced from the exploration of data are, 
thus, one component of an organizational memory. 

                                                           
 

1 We mean KDD as knowledge discovery from databases, text and semi-structured 
document. 
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In the knowledge management context, this discovered knowledge is more than a 
data repository. The KDD process can automatically supply to the organizational 
memory a dynamic characteristic, allowing it to recognize the right moment to send 
some information to the right person. When trying to provide the organizational 
memory with KDD functionality, we identify that this is not a trivial process of 
mining a data set [1].  It is necessary to previously perform pre-mining tasks, such as 
the identification of good attributes, treatment of noises, semantic data integration, 
and filtering,. Moreover,  interpretation, and visualization activities of the generated 
knowledge require an interaction effort. The effective knowledge discovery is 
typically an interactive, and iterative process. 

The integration of KDD for assisting in knowledge management requires, thus, a 
conceptual framework that allows integrating the functionality to these different 
mentioned activities. Multi-Agent Systems (MAS) can become this framework.  
Agents distributed in an organization can, by monitoring the business process 
followed by a human agent, identify the necessity of information, and delegate to 
other agents, who knowing the internal structure of the data source, carry through the 
data mining and the knowledge discovery. 

In this position paper, we discuss basic concepts related to agents, and knowledge 
discovery in databases, their relationship, and how a multidisciplinary approach 
involving them can be useful to assist in knowledge management. Doing so, we 
believe it is possible to identify the difficulties, opportunities and challenges 
involving such an approach. 

2. KM and KDD 

There are several possibilities to combine Knowledge Management with Knowledge 
Discovery in Databases. Firstly, KDD systems can be enriched or supported by 
Knowledge Management features.  

KDD itself is a very complicated process, usually including several steps of data 
preparation, and preprocessing. These steps depend heavily on expert knowledge 
about individual methods, as well as about the domain in which KDD is applied. This 
knowledge is often not represented explicitly, but implicitly included in software 
modules fully understood only by the experts who have written them. This is clearly 
an unsatisfying situation: if the experts leave the company, this knowledge will be 
lost. A major goal of Knowledge Management is to make such implicit knowledge 
explicit and to preserve it in this way. This is also important as to enable the exchange 
of successful methods within an organization. The project Mining Mart [2] is an 
example of approaching both the problem of making KDD steps explicit, and 
enabling the exchange of successful solutions. KDD cases are stored together with a 
description of the application domain, and characteristics of the data set. Each 
preprocessing operator is described by its preconditions and post conditions, as well 
as by a description of its functionality. The operators are arranged in a simple 
ontology. This enables the reuse of individual operators or even of complete cases.  

A further challenge in this area is the definition of more complex ontologies, and 
the integration of different heterogeneous applications connected only through this 
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common ontology. Also, there are approaches to use planning algorithms to find 
preprocessing chains automatically based on the pre and post condition [3].  

Knowledge Management can not only be used to support the KDD process itself, 
but also to manage KDD results. Knowledge Management is, according to the 
definition in [4], “the acquisition, offering, distribution and maintenance of 
knowledge”. For the results of KDD this implies several tasks.  

First, the knowledge acquired by KDD has to be offered to users in a way that, e.g. 
decision makers can profit from it. This includes structuring this knowledge, as to 
enable navigation and search in the KDD results. To achieve this, these results have to 
be described in a (formal) way, to allow someone not familiar with the KDD process 
itself to fully understand their meaning and limitations. A simple possibility is to store 
queries into the KDD mechanism together with a high level description. These queries 
can then be reused either by users themselves  or even by other users [4]. 

Second, KDD results cannot only be passively offered, but also be actively 
distributed to users that are interested in a given result (see e.g. [5]). The “information 
need” of individual users can either be analyzed manually or can be elicited 
automatically by monitoring the actions of users. The automatic distribution of results 
may involve different forms of visualization suiting the need of different user groups.   

Finally, the maintenance of KDD results is also a role for knowledge management.  
This includes updating these results in regular time periods or based on changes in the 
underlying data by re-applying all KDD steps necessary. There are several challenges 
connected with managing KDD results. First of all, there has to be a formal 
representation of these results, which is both understandable for human users, and 
machines, as well as to enable automatic structuring, distribution and visualization. 
Secondly, as KDD is often integrated in some kind of workflow, there is a need for 
formal models, representing users’ tasks and information needs, and to provide them 
with relevant information. Finally, the presentation of KDD results has to be 
adaptable to suit the needs of different user groups, requiring a separation of content 
and visualization model.  

In the first part of this section, the focus has been on KDD applications that are 
supported by Knowledge Management. Though we can also reverse this perspective, 
and analyze how Knowledge Management applications can be supported by KDD. 

Firstly, KDD can be seen as a form of knowledge acquisition. Instead of adding 
information manually into the system, it is automatically derived from some kind of 
information source. For this purpose, it is often not even the main concern to abstract 
from the underlying data by means of inductive reasoning (finding a model describing 
the data), but to integrate existing data sources into a common system. KDD (in a 
wider sense) and Machine Learning methods can support this integration in several 
ways.  

Intelligent schema matching is used to map information between databases, which 
describe objects or relations in different ways. For example, a movie database might 
contain a field “name” for actors, while another one contains two fields “name” and 
“surname.” Intelligent schema matching can be used to find corresponding attributes 
(semi-) automatically. A comprehensive overview on current problems, and 
approaches in this area can be found in [6].  

Wrapper induction aims at information, which is structured in different ways: not 
only are the attributes structured differently (like in databases), but also the format in 
which the information is stored can differ. A typical example is product information 
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at  Internet pages of different online vendors. The format of the information provided 
by one vendor is the same for all products at this site, but differs from the format used 
by other vendors. To get a common view on all sources, they have to be wrapped by a 
mechanism translating the proprietary format to a common format. There are several 
approaches how to “learn”, to generate, such a mapping mechanism automatically 
(see e.g. [7], [8]). 

Finally, information is often contained in natural language texts, such as news 
articles. There are a wide variety of approaches trying to extract information from 
such sources. This is usually much more difficult than schema matching or wrapper 
induction, but it is of great relevance, as much information is stored as natural text 
only. Information extraction has a long history in Artificial Intelligence and Natural 
Language Processing. For a brief overview refer to [9]. 

Besides the challenges of these methods themselves, the overall integration and 
coordination of heterogeneous data sources and components remains a challenging 
problem, mainly if the corresponding components are only loosely coupled and may 
be even administrated and maintained by different organizations.  

As it has been shown, one possibility of using KDD to support Knowledge 
Management lies in the task of knowledge acquisition. Another possibility is to 
perform KDD to analyze and optimize the usage of the Knowledge Management 
system. A marketing department could be interested, for example, in which topics the 
users a currently interested the most. Another interesting question is often which 
topics or objects are related. This information can be used to restructure the 
Knowledge Management system in order to increase its usability. Finally, the 
knowledge discovered by analyzing user actions could itself be used as a source of 
information for the system.  It is possible, for example, to obtain user ratings from 
interactions and then to present these ratings to other users. In this way, KDD can 
enable the implicit exchange of knowledge in a system.  

Though the application of KDD on user interactions is a very promising approach, 
there are still some challenging problems in this area. Firstly there is a need for 
methods and tools to collect user interactions in a distributed environment. This is 
complicated by constraints concerning the unobtrusiveness of this process on the one 
hand and by privacy matters on the other hand. Secondly, the interpretation of user 
interactions is another problem, as there has to be a clear context to assign an 
intention to an action unambiguously. Finally, the knowledge discovered by analyzing 
user actions has to be integrated in the system coping with problems, such as 
disagreement between users. 

This section has presented four major possibilities on how KDD and Knowledge 
Management can be combined: Knowledge Management to support the KDD process, 
KM to enable the presentation of KDD results, KDD as a means of knowledge 
acquisition in Knowledge Management systems, and KDD to analyze user actions 
within a Knowledge Management system. These combinations can in principle be 
integrated in a common system and were separated only for explanatory reasons. 
Several of the challenges of integrating KDD and KM have been mentioned. Firstly, 
data is today often distributed among several sources, often being maintained by 
different organizations using different representation formats. On the other hand, 
there are users with different information needs and preferences concerning the 
visualization of knowledge or privacy. Furthermore, these users may themselves work 
in a distributed manner, using different devices or software. 
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The integration of heterogeneous, and distributed components is a major 
contribution of agent and multi-agent research. While many individual problems 
mentioned above could be solved without using agents, the development of a holistic 
system, addressing all of the problems can be approached by agents in a way offering 
several advantages, as will be described in the next sections. 

3. Agents and KDD 

The use of agents for KDD is inherently related to Distributed Data Mining (DDM), 
which deals with the problem of finding data patterns in an environment with 
distributed data and computation. In this situation, the domain either has distributed 
heterogeneous data source or centralized data partitioned at several sites. Basically, 
these methods try to combine local knowledge to optimize a global objective. 

Kargupta and colleagues [10] present the PADMA (PArallel Data Mining Agents) 
approach, a parallel agent-based system, which contains modules for hierarchy 
categorization and visualization in the WEB. In PADMA, agents are responsible for 
accessing local data and a collaborative data analysis. In its architecture, we have:  (1) 
data mining agents, (2) facilitators for the coordination of the agents and (3) the user 
interface. The data mining agents are responsible for data accessing and carrying 
through the data mining process properly said. These agents work in parallel and 
share its information through the facilitator. The facilitator module co-ordinates the 
agents, presents information in the user interface and provides feedback with the users 
for the agents. This work evolved from the BODHI environment (Besizing 
knOwledge through Distributed Heterogeneous Induction) [11].  In this environment, 
to each accessed site the mining process is carried out by means of mobile agents. It 
implements the Collective Data Mining philosophy where orthonormal basis function 
to generate partial models from heterogeneous data sites in order to then generate a 
complete model. 

 The meta-learning system JAM (Java Agent Meta-learning) [12] is another 
example of a DDM framework. It has been primarily used for fraud detection in the 
banking domain. In this multi-agent system, each agent applies a different machine 
learning supervised algorithm. The learned models from each parallel local data 
mining are assembled, and machine learning algorithms use them as input for 
generating new classifications, called meta-classifiers.  

The integration of machine learning in agents was discussed by [13]. He has 
developed a system that tries to take into account during learning in the multi-agent 
context. In such a context, particular features are important as the impact of awareness 
of other agents and their behavior and the impact of communication, and its influence 
in the learning process. Some other works on distributed generation of decision trees 
are [14 ], [15] [16]. 

Another way to use agents to KDD is shown in the I3 project (Intelligent 
Integration of Information) [17]. Instead of studying means of distributing agents for 
data mining, the I3 project defines a set of standards for transforming dispersed 
collections of heterogeneous data sources into virtual knowledge bases. These bases 
integrate the semantic content of the different data sources and provide integrated 
information to end-user applications at the right level of abstraction. A multi-agent 
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system was defined to do the mediation process. Agents are hierarchically organized 
and coordinated as a set of facilitators, mediators and translators. As a result, the user 
can access the data sources at a high, user-oriented level, treating information without 
worrying about the translation and mediation process. Such an approach is 
particularly relevant to assist the data preparation process in KDD. The distributed 
characteristic of a MAS eliminates the need for having a number of human and 
machine resources as intermediary information translators and processors. Figure 1 
extracted from [18] schematically shows the I3 architecture.   

 

Fig. 1. The I3 process. 

 
These kinds of agents, which mediate, facilitate and coordinate tasks, are similar to 

middle-agents as defined in [19]. She considers middle-agents as agents that help 
others to locate and connect to service providers agents. A middle-agent can 
additionally be characterized by its functionality of providing mediation services to 
the agent society, coordinating these services and ensuring reliable service mediation 
in terms of quality of services [20]. 

In [21,22], it is presented InfoSleuth that is a system based on multi-agents, which 
can be configured to manage information of different activities in distributed 
environments.  It provides a service with consultations in distributed and data sources 
and heterogeneous based in ontologies.  The main contribution of this work is in the 
use of the ontology agents that give maintenance in the heterogeneous knowledge 
base.  With the use of the ontologies, the agents can deal with data independently of 
where they are stored.  Using the   OKBC (Open Knowledge Connectivity Base) 
concept, the ontologies implemented in the InfoSleuth, allow that the agents 
independently manipulate consultations in the concepts of the knowledge base.  Or 
either, the ontology agent allows that all the knowledge bases are seen as only one 
base, therefore its concepts are interrelated. 
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4. Agents and KM 

To be more effective, the organizational memory needs to fill some practical 
requirements related to the collection, organization and exploration of the information 
to be stored.  The agent technology may play a key role in fulfilling these 
requirements. Some alternatives of the use of agents for KM through the 
organizational memory are:  

 Systematic collection and organization from distributed information sources.  
The necessary knowledge in the work process is dispersed for some sources 
such as documents, databases, e-mails, and personal notations.  The primary 
requirement of an organizational memory is to prevent the loss, and to 
improve the accessibility of all the forms of the corporate knowledge. 
Distributed and independent agents, for its decentralized characteristic, can 
in a parallel way explore more diverse sources of knowledge with a 
coordinate mediation.   

 Reduction of the knowledge engineering task because organizations may be 
reluctant to invest time and money in a new technology for which results are 
distant and uncertain.  In addition, users do not want to spend time with the 
knowledge acquisition process. Agents for its autonomous characteristic can 
automatically explore most of the available information (electronic database 
or documents), providing benefits quickly. 

 Exploring user feedbackfor the maintenance and evolution so that 
deficiencies and suggestions are, respectively, decided and incorporated.  
Intelligent agents know the user profile, being able to intermediate the 
interaction process of people with the OM in an adaptive and intelligent way.   

 Integration with the work environment and organizational workflow.  
Distributed intelligent agents must monitor the environment to discover 
relevant information and important necessities. 

 Active presentation of relevant information, therefore passive information ca 
not be frequently accessed because employees are always busy to look for 
information, or simply are unaware of its existence. An organizational 
memory must actively indicate for users, the useful information, and be a 
competent partner in the aid for the resolution of corporate problems. 

The role of the agent technology for knowledge management has been studied by 
many researchers [23],[24],[25],[26]. This volume provides a rich debate on agent-
mediated knowledge management, and examples of systems to cope with each of the 
requirements aforementioned. We now concentrate on how KDD can improve 
knowledge management. 

5. Multi-agent Systems to Support KDD for Knowledge 
Management 

Some authors consider that an organization can be represented by a society of agents 
[27].  Agents distributed in the organization have the power to accompany the 
development of the user’s professional activities since they understand the 
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components of the organizational memory. Figure 2 shows the structure of an 
organizational memory [28].  Its main components are the ontologies of information, 
organization, user, domain and business process.  They are the basis for the definition 
of the KID (Knowledge Item Description) that are as pointers to the most diverse 
sources of data, information, and knowledge of the organization. Its association with 
the user’s business process creates a dynamic character of the organizational memory.  
This allows the identification of the user’s needs, as well as the maintenance and 
search of the relevant information.   
The idea to define a multi-agent system for knowledge discovery integrated in this 
context is very recent and it has hardly been explored before ([8],[29], [30] and [31] 
are initiatives). This position paper aims at describing its main lines. Basically, a 
MAS for KDD, in a KM context must: 

 Monitor activities realized by users during the business process in order to 
identify their needs and goals and communicate them to other agents. The 
idea is to personalize the KDD providing contextual knowledge to the user 
following their profile; 

 Identify the data and information structure presented in the data source. 
Intelligent agents via wrapper induction, for instance, can automatically 
extract information from the structure of web pages to allow information 
retrieval. Agents can also relate user’s needs with organizational database 
attributes in order to prepare data for mining; 

 Prepare the row of data to be explored from different and distributed data 
source. Agents can, in parallel, find data from different sources, combine 
them or represent them following different perspectives; 

 Choose the best mining algorithm to apply in a certain situation; 
 Mine distributed data for learning clusters, concept formation rules and 

capturing correlation between attributes; 
 Distribute results to users since they understand the user’s goals and state of 

knowledge.  

In Figure 2, we illustrate a way to integrate agents into an organizational memory 
in order to do the above-mentioned tasks. Agents must constantly be in 
communication with the ontologies, which describe concepts of the organization. 
Interface agents monitor the business process, identifying user’s needs and goals 
while communicating with metadata agents, which try to understand the structure of 
different data sources. After that, agents access distributed data sources, eventually in 
different formats, to send or indicate prepared data to other agents, which mine the 
data. The organizational memory is, then, updated and the interface agent presents 
knowledge discovered to the user. Moreover it is important to point out that 
preprocessing in KDD is a very interactive and iterative process requiring massive 
human involvement. So humans participate not only as users, but also as 
administrators. Agent modeling is interesting here, treating both humans (decision 
makers, domain experts, KDD experts, etc.), and computer programs as agents. 
Adopting an approach of distributed agents for mediating and facilitating data 
integration, as it is done in the I3 system, it can reduce significantly the human and 
machine resources required for intermediary information translation and processing. 
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Fig. 2.  Organizational memory and agents for KDD (adapted from [28]) 

6. Business Example and Challenges 

To consider the applicability of combining intelligent agents with knowledge 
discovery and knowledge management, consider a sales reporting application for a 
large multi-national corporation. This company sells many products to many customer 
segments along a wide geography. There is a distributed database across the firm of 
sales transactions and summaries within each region for all products and customers.  
The challenge for a knowledge discovery application is to automatically notify key 
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decision makers of significant trends as well as unexpected changes.  These "nuggets" 
should be relevant to the individual, for example:  

 Regional managers wish to know when one of the many products in their 
region suddenly rises or falls in sales, even for a specific customer segment.  

 Worldwide product managers want to be alerted if any particular region 
suddenly changes in that product’s sales, even for a particular customer type.  

 Customer relationship management specialists for certain customer segments 
wish to know if the product mix purchased by this customer type in some 
region suddenly changes.  

This application certainly is knowledge rich and can benefit from the multiple 
ontologies and agents of Figure 2. The domain ontology could include product and 
geographic hierarchies, as well as all relevant customer segmentations. The 
organizational ontology would include all decision makers with their roles described 
in a standardized relational language. The information ontology could describe the 
types of nuggets worth reporting on: market share increases or decreases, customer 
segment volume changes, etc. Parallel KDD agents could, thus, use metadata learnt 
from middle-ware agents to access different format of sales data in a distributed 
environment. 

The KDD agents can be implemented with varying levels of sophistication. Two 
simple approaches can help build elementary agents.  Stereotypes would assign all 
decision makers, with similar organizational roles, the same knowledge requests. 
Thus, all regional managers wish to see changes in largest products to largest 
customer segments in their region only. Another simple approach is knowledge 
acquisition via forms: Let decision makers select the categories of discovered 
knowledge they wish to be sent. To create more sophisticated agents, these basic 
agents can then be enhanced with a learning system that leverages each user's 
interaction with a knowledge management portal.  If a user happens to request reports 
on products or regions outside their traditional organizational role, the KDD agents 
should learn this, and expand the nuggets that user will receive. Conversely, for 
nuggets the user receives, but never reads, those types of knowledge can be pruned 
from that user’s agent. Interface agents can monitor the business process executed by 
a manager to identify situations where he/she needs to know about a customer profile. 
Middle-ware agents for data preparation and KDD agents are activated to categorize 
customers from the organizational and the customer databases. 

First applications, as this one, show that agents can be well suited for combining 
Knowledge Discovery and Knowledge Management. However, there are also several 
issues left as challenges for future research and development. Partly, they concern 
individual steps performed by agents, as e.g. the elicitation of user interests or dealing 
with noisy domain data. These challenges are best described in the corresponding 
literature, and are not necessarily connected to agents. Besides these problems 
concerning the development of individual components, there is still the problem of the 
integration and coordination of heterogeneous components involved in an overall 
process. This includes problems like finding a common communication platform, 
coordinating actions, analyzing performance issues in dynamic systems, and so on.  

At this point, the ongoing research in the area of agents and multi-agents systems 
offers interesting results, which can improve the quality of future systems. On the 
other hand, KDD and KM together are a very interesting application area, to verify 
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the usefulness of the agent paradigm, and to suggest new challenges for agent and 
multi-agent research. 

7. Conclusion 

In this paper, we discuss how agents can aid in the creation and maintenance of 
organizational memory by generating knowledge that has been implicit within 
organizational data sources. The relationship between the concepts of Knowledge 
Management, Knowledge Discovery in Databases, and Agents is discussed, then, the 
agent framework for KDD in KM is described. Agents for identifying user’s needs, 
data preparation, data mining, and delivering knowledge communicate with each 
other in order to discover knowledge. That framework gives the dynamic property 
desirable on the organizational memory. 
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Abstract. Current knowledge management (KM) systems tend to pre-
suppose a centralized approach to managing knowledge, assuming a sin-
gle classification schema or ontology. In reality, organizations consist of
many autonomous individuals and units cooperating and competing to
pursue private as well as common goals. Knowledge needs exist from
local perspectives as well as across different perspectives.
Novel approaches to knowledge management aim at taking into account
these properties and at exploiting the distributed and local nature of
knowledge in the organizations. A systematic approach for introducing
KM technology solutions based on these approaches requires a deep anal-
ysis of the interests and intents of strategic organizational actors and of
the dependency relationships among them.
This paper describes an approach based on intentional modelling tech-
niques, aimed at capturing the strategic dependencies in the organiza-
tional setting, so that requirements for the KM system may emerge in
a natural and well motivated manner. Actors, communities and their
practices, as well as actors playing the role of mediators among communi-
ties, boundary objects and encounters are identified while conducting the
analysis of the organizational setting, together with coordination mecha-
nisms, such as perspective making and perspective taking processes. The
analysis is pursued further, till the role of specific distributed KM tech-
nologies to be applied in the organization start emerging. Two examples
from a health care administration case study are used to illustrate the
approach.

1 Introduction

In knowledge management (KM) it is often remarked that technology is only
a small part of the solution. Information technologies and systems in general
face considerable risks and challenges during development and deployment, as
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to KM. First, the agent mindset fit well with concepts that are suitable for
modeling the needs of the so called “knowledge workers”, i.e., individuals who
need several kind of knowledge in order to execute their tasks. Adopting such
a common set of concepts is crucial to allow the understanding of the influence
that the social organization model has (or has to have) on the functionality and
objectives of the final agent-based application.

Moreover, adopting an agent-oriented approach to requirement engineering
results in a more uniform and coherent software development process, which can
eventually lead to the implementation of an agent-based system.

In this paper, we argue that we need to analyze the intentional dimension
of the organizational setting —the interests, intents, and strategic relationships
among actors— in order to delivery effective KM solutions. Local perspectives
result from differences in goals, know-how, and resources. Actors, communities
and their practices, as well as actors playing the role of mediators among com-
munities, boundary objects and encounters, are identified while conducting the
analysis of an organizational setting together with coordination mechanisms such
as perspective making and perspective taking processes. The analysis is pursued
further till the role of specific distributed KM technology in the organization
starts emerging. We use two examples from a health care administration set-
ting to illustrate our approach. The intentional analysis is aided by a graphical
modelling approach based on the i* modelling framework [38]. This work com-
plements recent work to develop technologies to support distributed knowledge
management [6].

Section 2 elaborates on the theoretical background on distributed knowledge
management. Section 3 describes two examples from the health care adminis-
tration case study, with discussions from knowledge management perspectives.
Section 4 outlines the use of intentional analysis as applied to the examples.
Section 5 presents a brief overview of related work. Conclusions are given in
Section 6.

2 Background

Traditional KM approaches, resting on a centralized view of knowledge, lead to
the realization of KM applications based on one or a few repositories of docu-
ments, organized around a single ontology or other meta-structures. While these
approaches may appeal to managerial control and appear to render intellectual
capital more tangible and manageable, they often flounder in practice as users
return to their normal, disparate ways of working once they fail to receive the
expected benefits for their investments [7, 15, 23].

Explanations for this failure can come from organizational and cognitive sci-
ences studies that characterize KM with respect to its social, distributed, sub-
jective and inter-subjective nature. According to this literature, concepts like
identity, knowledge and meaning are strictly connected to the idea of commu-
nity as a typical social setting [36]. The idea is that complex organizations are
made up of several sub-units called communities. A community is a group of
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people who share a set of elements, such as spaces, practices, artifacts or jar-
gons, in order to reach some common goals. As an example, we can think to a
company, which is made up of people belonging to different departments, each of
them characterized by a physical location, meeting schedules, routines, a specific
language, etc. This set of shared elements contribute to shape the community’s
identity, since it allows the members of the community to recognize each other.
In the meantime, they contribute also to shape the community’s boundaries
since they allow its members to distinguish respect to people belonging to some
other communities. Within its boundaries, a community develops its own inter-
nal knowledge schema (also known as mental model [26], mental space [20], or
context [21]), with which its members can interpret what is internal to the com-
munity itself. Moreover, they can also develop ideas about what is external to it,
such as the other organization’s communities (which are the other departments
or offices in the case of a company). The possibility of developing an idea about
who is outside is at the root of any collaboration and cooperation dynamics
within organizations: interaction among communities is based on different levels
of context sharing. Wenger [36] discusses a set of elements which support these
interactions, such as:

– Mediators : people who work between communities playing the role of bro-
ker between groups (for example, a project manager who has to coordinate
people with different competencies);

– Boundary Objects: objects that are used by more than one community, even
if for different goals (for example, a job contract with administrative details,
content details, legal details, etc.);

– Boundary Encounters : events that gather together communities (for exam-
ple, a convention, or a conference).

Thanks to this kind of elements, a community can get in touch with other com-
munities, and try to understand the other’s world —the other’s perspective—
but always resting on its own specific knowledge schema. In this sense, knowl-
edge is always local, since each piece of knowledge is intrinsically linked to the
specific context where it has been developed. Moreover, in order to open the col-
laboration, a community has to make explicit a part of its own perspective, even
though much of the knowledge is implicit or tacit [32], since it is embedded in
the community’s everyday life, within processes, structures, roles, spaces, tools.

According to this conceptual framework, a basic logical architecture for KM
solutions must include both means to support each community to autonomously
manage its own local knowledge —that is, supporting the perspective making
process [5]— and means to support the collaboration among communities —
that is, the perspective taking process [7]. The latter includes:

1. context, that is an explicit representation of at least part of the communities
knowledge system;

2. mapping, that are relations between a community’s context and the others’;
3. protocols for meaning negotiation, to allow individuals to interoperate by

exchanging knowledge on the basis of the identified mappings.
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There are several possible technological realizations of these components. For
example, within EDAMOK, the development of the discussed architecture is
made by a peer-to-peer communication infrastructure and agents communica-
tion protocols [6], by XML-based representation language [8] and by meaning
negotiation algorithms [27].

To complement the theoretical framework and its embodiment in technology,
we are investigating on the development of a requirement analysis methodology,
based on the Tropos methodology [9]. The methodology being developed is based
on agent abstractions. That is, to complement the use of agent technologies as a
software paradigm, we use agent concepts to characterize and analyze the world
in which the software agents will function [39].

3 A Case Study

The Health Care domain offers rich and interesting scenarios for the application
of KM (see, e.g., [30]).

In the following, we present two examples derived from an analysis conducted
at the Hospital Santa Maria della Misericordia in Udine (Italy), with the aim
of investigating the knowledge management needs of the organization, and of
analyzing requirements for possible KM solutions.

3.1 The Cartella Integrata

In order to have all the information about a patient accessible by the differ-
ent wards involved in the care-flow, as well as to fulfill legal requirements, the
hospital maintains a paper folder which contains all the documents, data and
information on the patient, collected during her stay in the hospital. This folder
is called the Cartella Clinica. In the case of a patient who has been transferred
in more than one ward (for example, in the case of a patient initially hospital-
ized in the Emergency ward, then transferred in the Acute Care ward, then in
the General and Internal Medicine ward and finally in the Surgery ward) the
Cartella Clinica could became quite a thick volume, where information, which
are stored simply in a chronological order, are very difficult to be accessed. The
physicians and nurses of a ward, who have to get all the information about a
new incoming patient, spend a lot of time reading all the data to find out only
those that are relevant in their perspective.

This process is perceived as quite problematic by the involved workers, who
complain about the large amount of time and efforts needed to deal with the
Cartella Clinica.

The Surgery Ward is currently experimenting with an organizational solution
called Cartella Integrata, which consists in delegating the task of filtering infor-
mation collected from the Cartella Clinica to an expert nurse of the ward. The
nurse extracts only the information and data that are relevant for the surgical
operation, and organizes them into another clinical report, called the Cartella
Integrata, that will be read by the surgeon before the operation.
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From a KM perspective, in this scenario we can identify different individuals
(the physicians and nurses involved in the patient’s therapy) and communities
(the hospital and the wards), which produce knowledge about the patient accord-
ing to their own objectives (i.e., their own perspective on how to cure patients).
This knowledge is immediately captured, while it is generated during the ongoing
work, via the business process related to the maintenance of the Cartella Clin-
ica. Such a process simply corresponds to adding new sheets to the centralized
and physical archive. The only shared part of the data schemata, so to speak in
terms of database concepts, is the primary search key, that is, the record date
and time, also used, of course, for the physical sorting; for the rest, each kind
of record (and possibly, even each single record) has a different structure. Obvi-
ously, such an archive becomes quite soon an inaccessible and inviable resource,
and represents an unsatisfactory solution to the problem of enabling the workers
of the different wards to easily access the existing knowledge on a patient. Using
the terminology introduced in Section 2, the Cartella Clinica, due to its potential
use from different perspectives and as a cross-communities bridge, can be seen
as a boundary object for the different wards, which, on their own, can be seen as
communities—with their own resources, knowledge and practices. Yet, it’s evi-
dently a too weak solution. To improve the situation, the solution of the Cartella
Integrata, in some sense, adopts some of the Distributed Knowledge Manage-
ment assumptions: the nurse performs a real mapping (done by hand) between
two contexts : the first is represented by the individual ward that has produced
knowledge on a specific patient and then recorded it within the Cartella Clin-
ica, and the second is the Surgery Ward context (her own context), that needs
relevant knowledge on the patient in order to properly plan the operation.

3.2 The Emergency Ward Nurse Teams

The Emergency Ward is made up of several units: Emergency Room, 118 Oper-
ative Center5, Temporary Observation Unit6 and Neonatal Pathology.

The Emergency Room and the Temporary Observation Units are directed by
a chief physician and a chief nurse and are provided with two nurse teams. The
chief nurse complained about the lack of collaboration that sometimes emerges
among nurses of the two teams, each of them thinking she works harder than
the others. She says that, in spite of the fact that she told them that: “everyone
does the same work, which differs only for the different unit’s needs”, each nurse
keep on thinking to be the hardest worker and the consequence is that they do
not feel as part of the same team.

Referring to the elements supporting interaction dynamics that we present
in Section 2, the chief nurse plays the role of mediator, since she works in both

5 The telephone number 118 is the Italian correspondent of 911, but limited to medical
emergencies.

6 The Temporary Observation Unit is the area where patients are temporary kept in
order to better understand the gravity of their conditions and in which specialized
ward they might be eventually transferred.
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the communities, but the resulting conflict demonstrates that, in this specific
situation, this element is not enough to promote the perspective making mech-
anism.

In order to resolve this situation, the chief nurse is introducing the use of the
work rotation: nurses are required to take teams to work in each unit so that
they can become aware of their respective situations.

This solution is rather a case of Boundary Encounter. In particular it is the
case called Immersion in [36], that consists in “visiting a practice” of another
community, in order to better understand its internal configuration and its re-
lations with the rest of the world.

The key of the solution is then in proposing a sort of perspective taking
through practice. In a sense, this can be considered as a proof that the tacit
knowledge about the demands and challenges of the different roles need to be
experienced directly.

4 Intentional Organizational Modelling and Analysis

In both the examples presented in the previous section, one can envisage some
of the problems that can arise if organizational and, possibly, technological so-
lutions are applied without careful consideration of the intrinsically distributed
nature of the organization itself, which lead to issues such as the autonomy
of organizational units and actors, and the locality and distributed nature of
knowledge.

In order to be able to carry on such a careful analysis, a systematic method-
ology for developing KM systems has to be provided with appropriate represen-
tational tools. Conventional techniques for requirements analysis (such as ER
modelling [12] and Object Oriented methods) are inadequate for modelling and
reasoning about organizational issues [39].

In this section, we illustrate how the organizational issues from the two ex-
amples can be brought out more clearly and systematically using an intentional
modelling approach.

Intentional analysis allows us to model complex relationships among social
actors in terms of their interests and intents and of the strategic relationships
among them. Unlike behavior models, intentional models allow us to focus on
why questions: What are the goals of the actors? Who share these goals? What
are the divergent goals that lead to different perspectives? Why are particular
behavioral or informational structures chosen? What alternatives are considered?
What are the reasons for choosing one alternative over the others?

The i* framework [38] supports intentional analysis through actor and goal
modelling and provides an intuitive diagrammatic representation of these mod-
els. Here the concept of actor represents an abstraction of the concept of agent
used in software development paradigms. The intentional elements in i*are goal,
softgoal, task, and resource:

– a goal is a condition or state of affairs in the world that the actors would
like to achieve;
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– a task specifies a particular way of doing something, a particular course of
action;

– a softgoal represents a state of affair that should be reached but only at a
qualitative level, that is, differently from goals, no clear-cut criteria can be
given to decide whether a softgoal is satisfied or not, but only an approximate
notion of satisfiction can be given.

– a resource is any physical or informational entity, about which the main
concern is whether it is available.

Intentional links between the above entities, in i*, include dependency links be-
tween pairs of actors which allow to model the fact that one actor depends on
another in order to attain some goal, execute some plan, or deliver a resource.
The former actor is called the depender, while the latter is called the dependee.
The object (goal, plan resource) around which the dependency centers is called
dependum. By depending on other actors, an actor is able to achieve goals that
it would otherwise be unable to achieve on its own, or not as easily, or not as
well. At the same time, the depender becomes vulnerable. If the dependee fails to
deliver the dependum the depender would be adversely affected in its ability to
achieve its goals. These type of information can be graphically depicted trough
Strategic Dependency diagrams, graphs whose nodes represent actors (circles)
and whose arcs represent dependencies (a couple of arrows linked by its depen-
dum). In i*actor’s goals (or tasks) can be analyzed from the actor point of view,
and depicted in a sort of balloon, called Strategic Rational diagram. For instance,
for goals, means-end analysis proceeds by refining a goal into subgoals in order to
identify tasks, resources and softgoals that provide means for achieving the goal
(the end). Contribution analysis allows the designer to point out goals that can
contribute positively or negatively in reaching the goal being analyzed. Decom-
position allows for a combination of AND and OR decompositions of a root goal
into sub-goals, thereby refining a goal structure. In the remainder of this section
we sketch an intentional analysis of the two examples previously introduced.

4.1 Intentional Analysis of the Emergency Ward Nurse Teams Case

We illustrate here a possible intentional analysis of the case of the emergency
ward nurse teams.

In this example the key of the solution consisted in proposing a perspective
taking by practice. It will be here interesting to see how a simple analysis of the
topological properties of the i*diagrams describing the two different perspectives
puts into evidence the quality of the proposed solution.

As mentioned, this example requires to compare two different settings: first,
we need to analyze the state of affairs that generates the nurse’s conviction to
be the hardest worker. Then we can analyze if this state of affairs changes after
the work rotation experiment.

In other terms, we must describe the different perspectives of the nurse before
and after the work rotation experiment. The i* model depicted in Figure 1
includes the actors Chief Nurse, ER Nurse, Unit, ER, and Temporary Observation
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Fig. 1. i*model for the Emergency Ward Nurse Teams Example.

Unit. Here, the point of view of the unhappy ER nurse is considered: she is willing
to work well (softgoal work well) but at the same time she believes that she is
probably working too much (and thus not well) because of the requests of work
coming from her own unit (goal work be done) that also include requests originally
coming from the Temporary Observation Unit (see the goal dependency services
delivered between Temporary Observation Unit and ER, which eventually has to
be delegated to the nurse). This makes her reluctant to be cooperative. In order
to take into account the softgoal have nurses well coordinated, the chief nurse
wants nurses controlled. This may also contribute positively to the chief nurse’s
own softgoal make nurses work well. The diagram puts in evidence the fact that
the unit nurse is the target of different dependencies (here only work be done
and nurses controlled are depicted, but other could be added), while she has
no control or dependency on other actors. This configuration corresponds to
an unbalanced situation with the clear identification of a weak element in the
dependency chain: the nurse. Of course this is a particular perspective the nurse
has on the real scenario. Figure 2 depicts the new nurse’s perspective, that
derives from the application of work rotation. Notice that now the two actors
ER Nurse and Temporary Observation Nurse represent the two roles that the same
nurse plays according to the work shift. In this way we modelled the Immersion
Boundary Encounter (introduced in Section 2) of the nurse and the new points
of view developed by her as a consequence of this. In the new perspective, be
well coordinated is a nurse’s softgoal that is not in conflict with the chief nurse’s
softgoal nurses controlled (we can even think it is reinforced by it), thus leading
to a synergy and positive contribution to the softgoal not over-worked. The latter
is no longer hurt, now, by work be done and services delivered, they being now
equally distributed among the units. As a result, not over-worked is enabled
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Fig. 2. i*model of the nurse’s perspective taking in the Emergency Ward Nurse
example.

and, thus, it may positively contribute to work well. Note that the solution here
has been obtained not by means of a major business redesign, but simply by
introducing a simple change (the work rotation) that the analysis reveals to be a
sort of perspective taking mechanism, through practice. The intentional analysis
together with the i* representation allows to make this observation evident also
in terms of diagram topology. The first diagram places the nurse at the center
of the picture, as a target of several intentional dependencies, while the second
diagram is much more symmetric, introducing also dependencies the nurse may
have on other actors.

4.2 Intentional Analysis of the Cartella Integrata Case

In the example on the Cartella Clinica and Cartella Integrata we have seen
that different actors (the hospital, the wards, the surgeon and the nurse) deal
(directly or indirectly) with some representation of clinical data (the Cartella
Clinica and the Cartella Integrata) for different purposes. Here we propose to
extend our analysis by explicitly introducing some intentional elements (the
goals of the various actors) and the related intentional dependencies among the
actors. The intuition is that, by doing so, we will be able to recognize possible
ways to change the current setting and, eventually, propose also some kind of
technological solution that can better fit the needs.
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Fig. 3. Intentional model in i* notation for the Cartella Integrata example.

The intentional analysis starts considering two of the main actors and their
expectations: the Hospital (as an administrative organization), that has to fulfill
several legal requirements, and the Wards. In Figure 3, they are represented
with thick-line circles (corresponding to communities, special kind of actors).
The right part of Figure 3 includes the expansion of the Surgery Ward model,
where details of two of its relevant actors (the Surgeon —with the task operate
on patient— and the Surgery Nurse) are shown.

The community Hospital has the goal legal requirements be fulfilled, that is,
being able to provide patients’ data on request. To this end, it depends on
the wards for having them available in the Cartella Clinica. Thus ,the resource
cartella clinica is part of a dependency between the Hospital and the Wards. As
well, having each ward recording the patient info in the cartella clinica results
in a way to satisfy the hospital goal of legal requirements be fulfilled. On the
other side, in order to operate on a patient, the surgeon needs relevant clinical
data that may have been produced by the wards the patient was cured by. This
comes out from the analysis of the task, conducted from the point of view of the
actor Surgeon, as depicted inside the upper-right dashed circle in Figure 3 (see
the goal relevant clinical data be available). Two possible means to fulfill this goal
are evidenced. Either, the surgeon can access the relevant data by herself and,
in order to accomplish this task, she depends on the other wards to have the
cartella clinica available (this is depicted in Figure 3 by the resource dependency
linking the Surgeon’s task directly access clinical data to the community Ward), or
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Fig. 4. Technological issues in the Cartella Integrata example.

she can save time and delegate the task extract relevant data to an expert nurse
who then collects them in a specific report, that is the Cartella Integrata (see
the resource dependency upon cartella integrata, in Figure 3). The actor Expert
Surgery Nurse will satisfy the cartella integrata dependency by performing the task
extract relevant data, that, upon a further analysis, can be AND-decomposed in
the two sub-tasks: interpret patient data (from the original cartella clinica) and
filter data (to be put into the cartella integrata). In order to perform her tasks, the
nurse needs two kinds of knowledge: the knowledge on surgery and the knowledge
about each ward. Notice that the first kind of knowledge pertains to the nurse’s
original perspective (she is a nurse of the surgery ward). On the other side, to
have the appropriate knowledge about each ward, she depends on each Ward,
specifically for the fulfillment of the goal other wards’ parpectives be taken.

The analysis can be extended to consider possible technological solutions.
Just to give the flavor of the idea, let’s first consider the solution based on the
cartella integrata. Assuming a strong commitment of all the hospital organization
to transform the Cartella Clinica into an operational IT based resource, the
procedure to obtain the cartella integrata could be partially, or even totally,
automated, e.g., by using some information and knowledge driven pattern based
classification mechanism, or any other expert system solution. Of course, at this
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point, other issues arise, as, for example, who (and how) should provide the
explicit knowledge necessary to drive the expert system, which is the process
to kept this knowledge base up to date, and how can the knowledge schema
be matched with information structure underling the information system that
manage the Cartella Clinica. In Figure 4, this solution is briefly sketched by
introducing, aside the actor Expert System (a technological system belonging to
the Surgery Ward) also the actors Surgery Expert and Knowledge Engineer, who
have to provide and maintain the knowledge necessary to the Expert System. In
this rough analysis is not analyzed how these tasks can be performed, nor it is
analyzed if the roles of Surgery Expert and Knowledge Engineer may be covered
by other actors, as, e.g., the nurse or the surgeon. As well, we can also observe
that, in the figure, simply a replica of the same goal is assigned to each of the
two new actors; further analysis may, of course, lead to a distinction of the two
goals in two more specific goals for the two actors, but it is out of the scope of
this paper to push further our insight.

Figure 4 also sketches some elements of the technological solution associated
to the possible automation of the alternative solution already sketched in Fig-
ure 3, that is, the one in which the surgeon herself directly access the Cartella
Clinica. Of course this can be considered as preferable in the case in which coding
the relevant knowledge inside an expert system appears to be too complex and
risky. A KM —or better DKM— tool, including context mapping algorithms,
may be provided to support the surgeon in the task of accessing and filtering out
the relevant knowledge. In a DKM solution a “virtual” Cartella Clinica, based
on the distributed availability of the data from the different wards, can be pro-
posed as a guarantee of robustness, reliability, and flexibility at the same time
[4]. This mean that data pertaining the different wards are locally managed in
local cartella clinicas, and a DKM data broker sub-system is implemented, to pro-
vide requested data to diverse clients (like, e.g., the Surgeon, or, more precisely,
an appropriate computerized front-end for the Surgeon) in the most appropriate
form and level of detail, according to each client needs and requests. This does
not necessarily means that the DKM data broker has to maintain an integrated
copy of the data from the all local cartella clinicas, but it has instead to man-
age appropriate viwes on the different local cartella clinicas, and run appropriate
matching algorithms to collect, assemble, and rearrange the data for the clients.

The use a the virtual cartella clinica allow us to envisage some advantages
(depicted as softgoals in the Figure), with respect to the other solution, as having
data promptly updated and having wide available of data, that is, the possibility
of accessing, just in case of necessity, to data that would be filtered out by the
Expert System or the Expert Nurse.

It is worth noticing that this second solution can be deployed only if sup-
ported by IT, that is, only in the case in which the hospital organization decides
to move from the current version of Cartella Clinica in its paper form, to an
electronic version. This also explains why the solution of Cartella Integrata is
the one currently adopted by the surgery ward: is the only one that offer some
advantage to the surgeon (the most critical resource in the surgery ward com-
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they need to be shaped to respond to the specific needs of the organizational
environment. Many system projects are abandoned or fall into disuse because
of inadequate understanding of the organizational context. In the case of KM
applications the challenges are amplified because the issues addressed are more
complex and more varied, and the experience base is still small and spotty.

For traditional information systems there are well-established techniques and
methods for system development and management. Of particular interest are
methods for requirements elicitation and analysis, aimed at matching organi-
zational needs with technical capabilities and system qualities. Modelling tech-
niques such as ER diagrams [12], SADT [3], and more recently UML [2] are
widely used. However, these are geared primarily towards systems for routinized
work, with highly structured data, or reactive systems with well-specified be-
havior. KM focuses on the effective use of human intellectual capital and much
of human knowledge is tacit and intangible. Therefore, KM calls for a much
deeper understanding of the environmental context. Issues such as community,
community’s practices, sharing and cooperating through perspective making and
perspective taking processes, go much beyond those typically considered in the
conception of traditional information systems, and opens up many more ways
to leverage information technologies to augment human and organizational ca-
pabilities and performance.

Yet, most KM solutions presuppose or promote a unified knowledge schema
or ontology, for example, to facilitate knowledge capture, access, sharing, preser-
vation, and/or inventory. Novel approaches, based on distributed systems tech-
nology, such as Multi-Agent Systems (MAS) [16, 10, 19] and peer-to-peer tech-
nology [29], promise to fill the gap between the intrinsic nature of KM problems
and the technology component of KM solutions. This is also a basic objective
of the EDAMOK4 project, a joint effort of the Institute of Technological and
Scientific Research (irst) and of the University of Trento, in which a distributed
KM paradigm has been adopted and implemented in a peer-to-peer platform [6].

Given the richness and complexity of a real-life organizational setting and the
availability of distributed system technologies, the practical question is about
what kind of analysis must be carried on to determine the types of KM solutions
that are appropriate and may be effective. How do we translate application
domain concepts into system requirements and design parameters? The char-
acterization of a system traditionally given in terms of input-transform-output
needs to be extended to incorporate concepts from the interdisciplinary studies
in knowledge management and social organizations.

This motivated the proposals of novel methodologies for requirements analy-
sis based on an organizational perspective [17, 28] and extending approaches that
were originally proposed in Agent-Oriented Software Engineering [13, 22, 37]. In
[16] the suitability of the Agent paradigm for KM is discussed, both at the tech-
nological and at the methodological level. In our opinion, there are at least other
two important reasons that motivate the adoption of agent oriented approaches

4 EDAMOK stands for “Enabling Distributed and Autonomous Management of
Knowledge”.
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munity) without requiring the use of IT. In the hypothesis of a technological
improvement, the analysis briefly drawn above suggests that probably a more
advantageous solution can be proposed.

5 Related Work

Different lines of research are relevant to the work presented here. In Section 2
we already mentioned research from organizational and cognitive sciences that
provide us with distributed KM theoretical concepts.

Work on technological solutions for KM, such as peer-to-peer (see for in-
stance the SWAP project [18]), MAS, (see for instance the FRODO project7,
the COMMA project and [10] and [19, 16]), and mixed approaches [4] provides
a technological counterpart to some of these theoretical concepts, for instance,
peer group can be used to implement virtual communities.

Interesting to our research are works that focuse on specific KM applications
and develope both models and technological solution for a subset of KM pro-
cesses. The problem of supporting the members of an R&D team to share their
experience and to mantain a domain (project) knowledge is discussed in [34].
A characterization of KM processes taking place in a project team is proposed,
namely processes such as preserving, searching, and validating project knowl-
edge by team members, as well as familiarizing with project knowledge by a
team newcomer are considered. This classification bears some relationship with
what we considered processes aimed at building and mantaining a community
context (the first three) and collaboration processes such as perspective taking
(the last one). A software environment devoted to exploit the day-to-day oper-
ations performed by team members on desktop computers is also proposed in
[34], it rests on Case-based reasoning techniques. A deep analysis of the informa-
tion needs raised by the user of an information management system is described
in [19], and related KM process, such as that of the management of knowledge
that is valuable to a group, are considered. Moreover a conceptual model (called
Agentized, Contextualized Filters (ACFs)) and a proptotype (called Vividoc) is
presented.

Focusing on methodologies, the following agent-oriented software engineering
approaches are worth to be mentioned:

– the methodology proposed by Dignum [17] that adopts an organizational
perspective to domain analysis, analogous to that proposed in i*;

– the Agent-Object-Relationship (AOR) methodology [35] which proposes a
set of concepts and relationships for modelling organizational information
systems extending UML notation (via UML stereotypes). The methodology
provides also a set of diagrams and guidelines to go from analysis to detailed
design. In particular, it has been applied to design an agent-based peer-to-
peer helpdesk system at support of extra-class interactions among students
and teachers [24];

7 http://www.dfki.uni-kl.de/frodo/
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– the Tropos methodology [9] which proposes a requirement driven approach
to software development adopting intentional modelling methods and tech-
niques which are rooted in organizational studies.

We share a basic objective with other methodologies, such as scenarios-based
analysis [11], DECOR [33] or CommonKADS [25], that is we consider all the
stakeholders, and in particular the users, as central actors in the analysis of
the organization where the system-to-be (either a new process or a new software
system) will be deployed. A few differences are worth to be mentioned. Scenario-
based design consists, basically, in analyzing a particular situation where a user
exploits a specific set of facilities in order to achieve a specific outcome, under
specified circumstances or time intervals. In our approach (i* dependency di-
agram), we do, in a sense, scenario-based analysis for eliciting the intentional
model, focusing on “why” questions (i.e. why using a facility instead of another
one, why giving priority to the achievement of a specific outcome, etc.). Com-
monKADS proposes a methodology based on six phases, each one supported
by a tool, a specific model and a template, which has to be filled. Resting on
the Tropos methodology, our approach gives a relevant role to requirement elic-
itation and specification, (two phases which precedes architectural design and
detailed design in Tropos), using the same conceptual modelling language and
the same analysis techniques. Methods proposed in DECOR system are rather
interesting in KM context and can be usefully applied in analyzing a generic
KM scenario. As pointed out in Section 2, we adopt a KM paradigm that ex-
ploits autonomy and distributedness of knowledge, so a methodology based on
intentional analysis seems to be more appropriate.

Work in requirement engineering is also relevant. In particular, we refer to
approaches that propose goal analysis techniques to get a deep understanding
of an application domain and of system requirements [14].

6 Conclusion

In this paper, we pointed out the theoretical background we are referring to in
the context of our research on a methodological framework for KM. We bor-
rowed concepts proposed in organizational and cognitive sciences [5, 36] such as
community, mediators, boundary objects and encounters, and concepts proposed
to describe sharing and coordination among communities, such as perspective
making and perspective taking. We showed that intentional analysis allows to
identify and model these elements in an organizational setting in which a KM
solution will be delivered. In fact, it offers a methodology to model the inten-
tional dimension of an organization, as well as to perform elicitation and analysis
of the solution requirements. In the paper we motivated the use of intentional
analysis to complement the distributed KM theoretical framework adopted in
the EDAMOK project and its embodiment in technology. Two examples from a
hospital case study have been used to illustrate it. In all the examples, aspects
such as local vs. distributed knowledge and needs for actors cooperation are rel-
evant. From the analysis, the actors’ local perspectives resulted, basically, from
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differences in their goals, know-how, and resources. The effects of distributed
KM solutions —at the organizational level or at the technological level— have
also been shown into the models.

Future work will be aimed at integrating intentional analysis for KM into
an agent oriented software engineering framework [31], in order to offer both a
methodology and a technology support to the analysis, design and development
of distributed KM applications.
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Abstract. We discuss the role of perspective in decision-making conflicts that 
may occur in a community of agents. Our analysis of perspective is based on a 
simple but general model of observation, and provides practical criteria for 
determining whether an ontology mismatch underlies the conflict. 

1   Introduction 

In order for agents to mediate in knowledge management, they must make a variety of 
decisions. For example, they must determine the most appropriate sources for needed 
information; they must judge the degree of relevance of particular information for a 
given task; they must decide whether and when to notify users (or other agents) of 
events, such as a change to a document. 

In a multi-agent knowledge management system, such decisions must be 
coordinated. Cooperative problem solving requires that the participating agents 
concur on the steps of a plan and on the allocation of responsibilities among the 
agents. In a knowledge distribution system, for example, knowledge must be 
retrieved, evaluated, filtered, fused, and presented to users in an appropriate form and 
at appropriate times. Each user and each knowledge source might be represented by 
an agent, which must cooperate with other agents in performing its tasks. 

A decision is, in essence, an inference from a situation to a plan. The situation 
consists of the current state of the overall system, the goals of the individual agents 
and of the agent community, resources available to the agents, constraints that must 
be satisfied in realizing the goals, and possibly other contextual information such as 
the history of the system. The plan represents the content of the decision; in the 
simplest case, it might consist of a single action. 

Knowledge management agents may disagree about a decision for example, 
about whether to notify a user about an event, or whether the contents of a given 
document can be trusted. In such cases, they are drawing different conclusions from 
their respective situations. Part of the negotiation process is to determine whether a 
shared perception of the situation can be achieved, and if so, whether this resolves the 
differences of opinion about the decision. If not, does it at least help to clarify the 
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different values or criteria that the agents are applying  This, in turn, might open 
possibilities for further negotiation. 

To achieve a shared perception, the perspectives of the various agents must be 
merged or fused. Sometimes this is simply a matter of aggregating facts. In other 
cases, however, the different perspectives may be a function of differences in 
ontology. In such cases, some means of merging or mapping between ontologies is 
needed. We have discussed such methods in [1]. But how to the agents recognize, in 
the first place, that their disagreement stems from a difference in ontology  That is the 
question we attempt to answer in this paper. 

We have developed a model of perspectives, which rests on a more basic model of 
observation. Ontology plays a prominent role in both models. Although we present 
the ideas informally, the diagrams could easily be translated into the Unified 
Modeling Language (UML), for example, thus rendering a degree of formality.  

1.1   Outline 

We present a simple model of observation in Section 2, and provide several examples 
in Section 3. In Section 4 we consider various knowledge representations within the 
model. This leads to our definition of perspectives in Section 5. 

In Section 6, we return to the instigating question: how can agents recognize when 
their differing positions are a function of an ontology conflict  We show how this 
question can be answered systematically, and illustrate the process through an 
example in remote sensing.  

In Section 7 we relate the model to the work of other researchers. We show how 
the model can be instantiated in a variety of forms corresponding to these other 
approaches. Finally, in Section 8, we summarize the results. 

2   A Model of Observation 

At the most abstract level we can define an observer to be simply an entity that 
receives information. The nature of the information determines the type of 
observations being performed. Computationally, this notion of an observer can be 
modeled as an abstract entity containing a knowledge base (KB) and a port through 
which messages are received. Figure 1 illustrates the configuration. 

An observer interprets the messages it receives, and updates its KB to 
accommodate the new information. In keeping with the abstract formulation of 
observer, we define interpretation to be this process of updating the KB in response to 
an observation. 

We can make the notion of interpretation more precise by assuming that the KB 
comprises a set of knowledge elements. The nature of these elements depends on the 
knowledge representation (see Section 4), but they can usually be viewed as, or 
converted to, propositions. The product of the interpretation is a body of new 
knowledge consisting of one or more propositions. In the simplest case, the new 
elements are added to the KB. In more complex situations, portions of the KB may 
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have to be retracted or modified in light of the newly acquired knowledge. This 
formulation is illustrated in Figure 2. 
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Message Stream 
  

 
 
 
 
 

Fig. 1. An abstract notion of observer can be formulated without any reference to the observed 
phenomena, since the observer only knows the phenomena through its observations and prior 
knowledge 
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Fig. 2. The product of interpretation is a set of knowledge elements, denoted in the figure by 
letters (a, b, c ...).  The new knowledge is then incorporated into the knowledge base. The prior 
contents of the KB, also denoted by letters (p, q, r ...), may influence the interpretation by, for 
example, favoring an interpretation that is most consistent with what is currently believed 

3   Examples of Observation 

The very simplicity of this model allows it to be applied to diverse situations. We 
describe some applications here. 

3.1   Auditory Observation 

Consider a person sitting in a room, listening to the faint sounds of piano music 
coming through one of the walls. The music, in this case, is the information being 
observed. The information can then be interpreted in a variety of ways: 1) 
Identification of the music  “that’s Beethoven’s Opus 110, second movement ” 2) 
An assessment of the musical performance  “the tempo is too slow ” 3) An 
assessment of the building’s acoustics  “the walls are too thin ” 4) Hypotheses 
concerning the source of the music  “my neighbor is a pianist” or “my neighbor is an 
audio buff.” 
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3.2   Remote Sensing 

Consider a remote sensing device on an aircraft or spacecraft. The device measures 
electro-magnetic radiation in some spectral range. In this case, the information 
consists of the varying levels of radiation over time and over a spatial region. The 
information is encoded as a set of count rates or amplitudes correlated with a time 
interval, with positioning information, and with other contextual parameters. The 
sensed data are interpreted as implying properties of the body emitting the radiation. 
For example, depending on the spectrum involved, the sensed data may be used to 
chart the topographic features of the body, to infer mineral abundances, or to identify 
and/or track particular objects. 

3.3   erbal Observation 

Consider a political analyst trying to interpret events in a particular region of the 
world. He subscribes to several news services, which send him stories relevant to the 
interest areas he has selected. The stories arrive in the form of textual e-mail 
messages. In this case, the subjects of the stories people, institutions, and events in 
the selected region are the targets of observation. The stories are the analyst’s sole 
source of information about the region; they are, therefore, the medium of his 
observations of these people, institutions, and events. The analyst’s interpretation 
could range from the strictly factual, such as a map of the locations of key people over 
time, to the highly inferential, such as a model of a key person’s intent or the 
prediction of an event. 

4   Knowledge Representations 

In order to delve more deeply into the interpretation process, and thence to 
perspectives, we must consider the way in which knowledge is represented in the KB. 

4.1   ropositional 

The most generic way to view a knowledge base is as a set of propositions. A 
proposition is an assertion, which can be treated as a hard fact or simply a belief. In 
this view, knowledge consists of a set of assertions about the state of the world. 

Most knowledge representations have an underlying propositional semantics. 
Whatever formalism is adopted for reasons of conciseness, efficiency, or other 
goals there is usually some way of reading the knowledge base as a set of assertions. 
A propositional representation, on the other hand, treats propositions as first-class 
entities. 

The general notion of assertion encompasses the full range of logical formalisms, 
including not just the standard propositional operators (conjunction, disjunction, 
negation, and implication) but also quantifiers (as in the predicate calculus), modal 
and/or temporal operators, and other devices for qualifying assertions with a level of 
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uncertainty. All of these provide formalisms for making assertions about the world, 
and they therefore qualify as propositional representations. 

A propositional representation is not necessarily either a subset or a superset of 
propositional logic. It usually includes some features of propositional logic, and it 
may include expressive devices beyond the conventional propositional operators. 
What unifies all such representations is the explicit use of assertions as the basic 
element of knowledge. Table 1 illustrates the propositional content of the example 
observations described in Section 3. 

Table 1. A wide variety of observations can be described in terms of their propositional 
content. For each example interpretation, we identify a relevant knowledge base that might 
assist in the interpretation or be updated as a result of the observation 

Observation 
Type 

Propositional Interpretation KB Contents 

Auditory That’s Beethoven’s opus 110 

The tempo is too slow 

The walls of this house are too 
thin 
My neighbor is a pianist 
My neighbor is an audio buff 

Knowledge of classical 
music 
Opinions about music 
performance 
Opinions about house 
construction 
Beliefs about a person 

Remote 
Sensing 

A signature typical of iron 
compounds was recognized over 
this region 
The asteroid surface is marked by 
large craters 
The soil contains a high 
concentration of olivine 

Spectral analysis 
 

Topographic 
knowledge 
Geo-chemical 
knowledge  

Verbal The Prime Minister speaks in the 
capital today 
Tanks are en route to the northern 
border 
Preparations for an attack seem to 
be underway 

Political events  
 
Military maneuvers 
 
Predictions and risk 
assessment 

4.2   Ontological 

An ontology consists of a hierarchy of categories, concepts, or classes. The hierarchy 
describes a subsumption relationship: if category A occurs above category , then A is 
a more general category, and instances (i.e., members) of  are by definition instances 
of A. 
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  An ontology typically contains information describing each category. This usually 
includes information about the attributes associated with instances of the category [2].  

The underlying propositional content of an ontological KB is obtained by 
considering the categories as predicates. The resulting propositions are of the form 
C a  where C is a category in the ontology and a is an individual entity. The 
proposition means that entity a is an instance of category C. 

An ontological representation is useful when the goal is to classify the target of 
observation as belonging to one or more categories. Table 2 continues our running 
examples by showing only the classifying interpretations. 

Table 2. Any proposition of the form P a , concerning a specific entity a, may be considered a 
form of classification, i.e., “a belongs to the category of entities for which P holds.” However, 
some interpretations are more readily viewed as classifications than others, namely those that 
explicitly state “a is a ” or “the observation suggests the presence of a .” By explicitly 
naming the category , such interpretations suggest an ontological representation 

Observation 
Type 

Propositional Interpretation Classification Performed 

Auditory That’s Beethoven’s opus 110 

My neighbor is a pianist 
My neighbor is an audio buff 

Identification of a specific 
entity by its signature 
Classification of an entity 
by inference from its 
behavior 

Remote 
Sensing 

A signature typical of iron 
compounds was recognized 
over this region 

Recognition of the presence 
of a type of substance by its 
signature  

Verbal Preparations for an attack 
seem to be underway 

Identification of a probable 
threat on the basis of 
associated signs 

4.3   Event Set 

When the goal of observation is to classify, the interpretations tend to be of the form 
“a  has been detected” where  is some category. Another way to view such an 
interpretation is as an event, namely, the detection (or occurrence, or presence) of an 
instance of . Considering the mere presence of a type of entity as an “event” may 
seem contrary to the informal meaning of that term. It is, however, consistent with the 
use of the term in probability theory. Figure 3 illustrates how this works in our model 
of observation.  

Events need not take the form of category instantiations. he Prime Minister 
speaks in the capital today is certainly an event in the informal sense of the term. Like 
all propositions, it could be viewed as classification, e.g., “today will bring more 
populist gestures by the Prime Minister,” where the category in question is populist 
gestures. This, however, is interpretation. The incoming message itself the news 
story does not explicitly suggest classification, while it does directly suggest an 
event. Table 3 suggests how our example interpretations can be viewed as events. 
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Fig. 3. In a probabilistic event set representation, interpretation is the process of conjecturing 
what event was actually observed through the manifestation m 

Table 3. Any proposition may be considered as an event if the situation described by the 
proposition is viewed as one possibility (or a subset of possibilities) among a space of possible 
events 

Observation 
Type 

Propositional Interpretation Possible Event Space 

Auditory That’s Beethoven’s opus 110 
The tempo is too slow 

The walls of this house are 
too thin 
My neighbor is a pianist 
My neighbor is an audio buff 

Musical compositions 
Features of a musical 
performance 
Architectural features 

People’s skills 
People’s hobbies 

Remote 
Sensing 

A signature typical of iron 
compounds was recognized 
over this region 
The asteroid surface is 
marked by large craters 
The soil contains a high 
concentration of olivine 

Spectral signatures of the 
elements 
 
Topographic features 
 
Chemical features  

The Prime Minister speaks in 
the capital today 
Tanks are en route to the 
northern border 
Preparations for an attack 
seem to be underway 

Political events  
 
Military events 
 
Military events 

Verbal 

 
The notion of event becomes most meaningful when considered in relation to the 

space of possible events. An observation might not enable the observer to characterize 
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an event exactly; it may, however, enable her to identify the phenomenon as 
belonging to some subclass of possible events. This is reminiscent of the ontological 
representation (i.e., classes of events, categories of entities), but there is a difference: 
by treating the classes extensionally, i.e., as sets rather than as concepts, we open the 
door to probability theory. The assertion that an event belongs to a particular class of 
events can now be assigned a probability. New forms of inference are thereby enabled 
[3].  

4.4   Attribute Set 

An event set is a representation of the “things” that might be observed where 
“things” refers not just to the objects of observation, but also to their state. For 
example, in a tracking application, we might want to estimate the position and 
velocity of an object at successive moments in time. The event-set representation 
would treat each possible configuration of position and velocity as an individual 
event. The interpretation process assigns probabilities to contiguous intervals of real 
numbers subsets of the set of possible events representing approximations of the 
position and velocity. 

A slightly different notion of observation is that there is only one “thing” being 
observed but that “thing” has many attributes, and the values of those attributes 
determine the content of the observation. We call this an attribute-set representation. 
In the tracking application just described, the position and velocity would be treated 
as attributes of the observed object. An observation consists of the determination of 
values for those attributes at a particular moment in time. 

More precisely, we distinguish between observed and inferred attributes. Observed 
attributes are those that are directly perceived through observation. The inferred 
attributes are the product of interpretation. They typically belong to a higher-level 
ontology from which a model of the observed phenomenon is constructed. The 
resulting model serves as an explanation of the raw observations. 

Figure 4 shows how this works in our model of observation. Values of the 
observed attributes some or all of them appear in the incoming messages. The 
knowledge base contains a schema describing the attributes that must be inferred. The 
interpretation process derives values for the inferred attributes from this schema 
description and the values of the observed attributes. 

Table 4 illustrates the use of an attribute-set representation in our running 
examples. These examples show that the quality of being an “observed” rather than an 
“inferred” attribute is not intrinsic. It is, rather, a function of the observer’s input 
channel properties and the contents of its knowledge base. For example, recognizing 
the key of a piece of music involves a great deal of background knowledge. It is not 
intrinsically a raw or direct observation, but rather a property inferred from a stream 
of sound waves. However, if the observer is an educated listener trying to identify the 
composition, the key may be considered as an input value that helps to narrow the 
range of possible identifications. 
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 Observer 

Position: 50  
Velocity:  
600 km/hr 70  
Size: 3m 
Shape: oblong 

Type: Missile 
Source: Adversary 
Capability: Evasive 
Threat level: High 
Auto-respond: Yes 

Schema: 
  - Type 
  - Source 
  - Capability 
  - Threat 

Interpretation 

 
 
 
 
 
 
 
 
 
 
 

Fig. 3. Observations may be formulated in terms of a set of input attributes, which are directly 
observed, and a set of inferred attributes, which are the product of interpretation. The inferred 
attributes typically represent a higher-level model of the situation, which can be used to explain 
the observed attributes and/or to suggest further actions or observations 

Table 4. The observer is characterized by the choice of attributes to be directly observed and 
those to be inferred and by the algorithms or heuristics to be used in converting the one to the 
other 

Observation 
Type 

Observed Attributes Inferred Attributes 

Auditory Instrument: piano 
Key: A-flat major 
Tempo: slow 

Volume: loud 

Possible composer: Beethoven 
Possible composition: opus 110 
Performance quality: sub-
standard 
Sound insulation: inadequate 

Remote 
Sensing 

Spectral features 
Visual features 

Probable substance: iron 
Topographic type: cratered 

Activity: speech 
Actor: Prime Minister 
Location: capital 

Goal: rally public 
Risk: low 
 

Verbal 

Activity: movement 
Actor: tanks 

Possible goal: launch attack 
Risk: high 

4.5   An Integrated Model 

An integrated scenario might proceed along the lines illustrated in Figure 5. A 
message arrives at the observer. An interpretation process derives a set of attributes 
(or attribute values) from the message - perhaps with the help of knowledge already in 
the KB. The range of available attributes, and/or their admissible value ranges, may 
be provided by an ontology. On the basis of the inferred attributes, a classification is 



Perspectives: An Analysis of Multiple Viewpoints in Agent-Based Systems           377 

made. The available categories, and their descriptions, are provided by the ontology. 
The classification of the observed phenomenon is not considered to be definitive, but 
rather a working hypothesis. Therefore, probabilities may be assigned to several 
possible classifications.  
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

“Events” in the initial 
interpretation process 
are the possible 
attribute-values that can 
be inferred about the 
observed phenomenon. 

Message 

 

Initial 
Interpretation

Type: Missile 
Source: 
Adversary 
Capability: 
Evasive 
Threat level: 
High 
Auto-respond:
Yes 

... 

Attributes 
Categories 

Ontology

Classification

“Events” in the 
classification 
process are the 
possible categories 
to which the 
observed 
phenomenon can 
be assigned. 

Uncertainty Method

Fig. 5. In an integrated observation process, an ontology provides both the categories and the 
attributes with which the observed phenomenon can be interpreted. Both the inference of 
attribute values from the incoming messages and the subsequent classification process are 
subject to uncertainty, which can be represented explicitly using the numerical methods such as 
probability theory 

 
Alternatively, the inferred attributes themselves may be considered propositions 

that can be assigned probabilities. This can be the basis for computing the probability 
that is later assigned to the classification. 

Successive messages may lead to improved (that is, refined, corrected, or 
expanded) determination of the attributes of a phenomenon. This may lead to 
reclassification, or to reassessment of the probability of a classification. Depending on 
the classification algorithm (e.g., if an unsupervised learning algorithm is used), the 
categories themselves may be redefined and/or new categories created [4]. Thus, the 
ontology itself may evolve as observations accrue. Finally, a possible worlds structure 
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may be maintained so that multiple classification hypothesis are simultaneously 
pursued.  

5   erspective Defined 

With a model of observation integrating the various knowledge representations 
discussed in Section 4, we can now consider the meaning of perspective. 

5.1   erspective as State 

The original meaning of perspective concerns visual observation, referring, for 
example, to the angle at which the observer views a scene, or, more generally, to the 
spatial relationships between the observer and the target of observation. 

Because spatial coordinates and orientation are aspects of an object’s state, we can 
generalize the visual notion of perspective as follows: he perspective of an observer 
consists, in part, of its own state and that of the target. 

Since we do not have an explicit representation of the target, we must look to the 
observer’s knowledge base for information about the target’s state. An observer’s 
perspective is, then, partially determined by the state information in its knowledge 
base describing either the observer or the target at the time of observation.  

5.2   erspective as Date Types 

The medium of an observation is another component of an observer’s perspective. Our 
running examples concern auditory, electro-magnetic, and textual information three 
distinct media, contributing to three different perspectives.  

In our remote sensing example, different instruments are capable of observing 
different frequency bands, such as infrared, X-ray, gamma ray, etc. These differences 
may be construed as contributing to differences in the instruments’ perspectives. 

We represent such differences in our model through the notion of data types. 
Different media and difference frequency bands correspond to different types of 
information being received through the incoming messages.  

The perspective of the observer depends, however, not only on the data types of the 
incoming messages, but also of the data types of the interpretations. In the remote 
sensing example, spectral data may be interpreted to infer the chemical composition 
of the observed body’s surface. Alternatively, they may be used to map physical 
geographic properties such as altitude, smoothness, etc. Complementary uses of the 
same data may be considered two different perspectives. 

Similarly, in the example of auditory observation, the listener may infer different 
types of knowledge, such as: 1) Properties of the music being played; 2) Properties of 
the neighbor from whose apartment the music is coming; 3) Properties of the building 
in which they live. These may be considered different perspectives taken towards the 
same observations. 
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We therefore expand the notion of perspective as follows: he perspective of an 
observer consists, in part, of the types of information in both the domain and the 
range of the interpretation function. 

5.3   erspective as Interpretation Function 

There is yet another aspect of an observer’s perspective. Consider the following 
linguistic convention: we often say that a person might draw different conclusions 
about a situation by taking a different perspective. We began this paper with a similar 
issue concerning agents.  

We can apply this idea to our auditory example: From the presence of music 
coming through the wall of our apartment during the small hours of the morning, we 
might infer that our neighbor is inconsiderate. A different perspective, however, 
might suggest that our neighbor is overly optimistic about the sound-proofing of the 
walls, or that he feels compelled to practice the night before a big audition, or that he 
is hard of hearing and has turned up the volume on his stereo set without realizing 
how loud it is. Such reassessments are often referred to as “gaining a perspective on a 
problem.” We may use similar colloquial expressions, such as “look at the situation a 
little bit differently,” “take a step back and gain a broader view,” or “look at it from 
the other person’s perspective.” 

All of these cases involve taking the same incoming information the message 
stream and interpreting it according to a different algorithm or different rules. The 
new rules might combine the incoming information with different choices of 
previously acquired knowledge. Such choices might be a function of the questions the 
observer is trying to answer. Thus, in the auditory example, instead of jumping to a 
conclusion about the neighbor’s personality, we might ask: “What could motivate our 
neighbor to play the piano at this hour ” The shift in question highlights the 
explanatory aspect of interpretation, and indicates the relevance of abductive 
reasoning to our model [5]. 

From this discussion we conclude the following: he perspective of an observer 
consists, in part, of the choice of knowledge brought to bear during the interpretation 
process more generally, by the rules or algorithms governing the interpretation 
process. 

6   Ontology and erspectives 

We can now address the fusion of perspectives in ontological terms. Suppose that we 
have two observations, from different perspectives, which means that there is a 
difference in the source ontology, the sink ontology, the state in which the 
observations were made, or the interpretation algorithm (including, especially, the 
choice of background knowledge to apply). 
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6.1   Fusing erspectives-as-Types 

To fuse perspectives is to create a joint interpretation of the observations, i.e., an 
interpretation that accounts for both observations, consistent with any background 
domain knowledge in the KB. This immediately suggests fusing the interpretations. 
As suggested in Figure 6, fusion of the sink ontologies can be accomplished in one of 
three ways: 

 Map sink ontology 1 into sink ontology 2 
 Map sink ontology 2 into sink ontology 1 
 Map the two sink ontologies into a common ontology 3 

The third method may be as simple as combining the two sink ontologies. 
However, if the two sink ontologies overlap conceptually, perhaps with different 
terminology or with different rules, then the definition of the common ontology may 
be more complex for example, it may involve assessing the consistency of the rules 
in the two sink ontologies [1]. 

 
 
 

 Sink 
Ontology 1 

Common 
Ontology  

Sink 
Ontology 2 

Source 
Ontology 1 

Map 

Map 

Interpretation 

Interpretation

Source 
Ontology 2 

 
 
 
 
 
 
 
 
 
 
 

 
 

Fig. 6. Fusion can occur after interpretation by mapping the respective sink ontologies. This 
figure shows the general case, in which the sink ontologies are mapped to a common ontology, 
either by combining them or by some kind of translation. In the degenerate case, the common 
ontology is one of the two sink ontologies; one of the maps is then the identity function, and the 
other is a map from Sink Ontology i to Sink Ontology (i mod 2)+1 
 

Perspectives may also be fused prior to interpretation, as shown in Figure 7. This 
approach, too, admits of three variations, depending on whether one source ontology 
is mapped to the other, or both are mapped to a common source ontology. 

One might want to perform fusion both before and after interpretation. Such an 
approach might help to reduce uncertainty by eliminating some interpretations as 
untenable. At the very least, one would want the diagram shown in Figure 8 to 
commute that is, to yield the same map from each source to the common sink, no 
matter which of the two possible paths. 
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Fig. 7. Fusion can occur before interpretation by mapping the respective source ontologies. In 
the general case, the source ontologies are mapped to a common ontology, either by combining 
them or by some kind of translation. In the degenerate case, the common ontology is one of the 
two source ontologies 
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Fig. . Fusing perspectives both prior to and after interpretation places the constraint that the 
alternate paths from source to common sink commute. This may be useful in eliminating 
candidate interpretations, and thereby in reducing uncertainty 
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6.2   Fusing erspectives-as-State 

The role of state in our model is to place observations in context, which helps the 
observer to interpret the incoming information correctly. Fusing state information 
from multiple observations can help in achieving a correct interpretation of fused 
incoming information. For example, if two observations indicate a different position 
of the target of observation, then the position attribute can be qualified with an 
observation-time attribute, indicating that the target is moving. The fused state 
information may guide the map into a common source and/or sink ontology, as in 
Figure 9, where each arrow is informed by the combination of state information 
describing the context of all of the observations. 

 
 
 
 

Sink 
Ontology 1 
 
 
 
 
 
 
 
 
 
 
 
 
 

Common 
Sink 

Ontology  

Sink 
Ontology 2 

Source 
Ontology 1 

Source 
Ontology 2 

Messages received  
in State 1 

Messages received 
in State 2 

Common 
Source 

Ontology  

Joint 
information 
describing 

States 1 & 2 

Fig. . Fused state information may inform all of the possible mappings and interpretations 

6.3   Fusing erspectives-as-Interpretation 

Perspective as interpretation algorithm refers, primarily, to the selection of 
background knowledge brought to bear in an interpretation. Interpretations of multiple 
observations may seem to contradict each other until the background underlying each 
interpretation is considered.  

Two interpretation functions that map the same incoming information to different 
values can be made consistent with each other in some sense, “fused” by 
introducing background knowledge as additional input parameters. Thus, we might 
have the interpretation functions I1 and I2 such that 
I1(m) = k1, I2(m) = k2 
where m is an incoming message and k1 and k2 are potential elements of the KB. If 

however, we introduce knowledge elements k3 and k4 as explicit parameters, i.e., 
I1(m, k3) = k1, I2(m, k4) = k2 
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then the interpretation functions no longer conflict on these values, and it is possible 
that they may be fused by a simple process of union. 

6.4   Application  Resolving Interpretive Conflicts 

Conflicts in observation occur when the respective interpretations lead to 
contradictory information in the KB. One possible cause of conflict is the presence of 
noise, which is information present in the incoming messages but not emanating from 
the target of observation. We can generalize this by saying that noise is unsolicited 
information, regardless of the source (including the target of observation). The criteria 
for distinguishing between noise and “true” information are not precisely defined by 
this formulation. That is the empirical reality, however. In many observation 
scenarios, distinguishing between noise and true information requires guesswork, 
approximation, heuristics, and judgment. 

Noise can interfere with the interpretation of observations. For this reason, 
removing noise is a necessary first step in the interpretation process. Alternatively, it 
might be considered a step prior to interpretation. Noise comes in two varieties: 

 Background noise 
 Exceptional noise 
ackground noise refers to the presence of more or less constant interference in the 

information channel. In remote sensing applications, the calibration process identifies 
the overall level of background noise and adjusts the signal processing to reflect this 
fact. An analogous process can be identified in other forms of observations. In our 
news story scenario, for example, the analyst might recognize certain speech acts as a 
constant of social discourse in the country being observed. She might therefore 
consider them insignificant and filter them out of the analysis. 

E ceptional noise occurs as a consequence of specific events. This kind of noise, 
while unsolicited, might provide useful information. It is “noise” insofar as it 
interferes with information that would otherwise emanate from the target of 
observation. While it might be appropriate to filter it out, an alternative would be to 
view the exceptional event as state information. 

There is a close relationship, therefore, between 1) observational conflicts 
stemming from exceptional noise, and 2) state-based conflicts of perspective. In both 
cases, the conflict may be resolved by introducing the state information explicitly in 
the interpretation functions. 

If both calibration and the introduction of state information fail to resolve the 
conflict, then two possibilities remain. One or both interpretations may be 
defeasible that is, tentative and replaceable by another interpretation. As 
mentioned with respect to Figure 8, perspectives can be used in this manner to rule 
out potential explanations. 

If neither interpretation is considered defeasible, but rather both interpretations are 
believed to be correct, then the conflict must be due to a difference in semantics in the 
respective sink ontologies. To see why this is so, consider the following situation: 
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 Observation 1 is interpreted as revealing an instance of category C1 in sink 
ontology 1, with attributes values V11 … V1m 

 Observation 2 is interpreted as revealing an instance of category C2 in sink 
ontology 2, with attribute values V21 … V2n 

 The interpretations are known to be correct, in the sense that the target of 
observation is believed to be both an instance of C1 and of C2 

 The two interpretations appear to be mutually inconsistent 
Then the problem must be that C1 and/or C2 mean different things in the two 

ontologies. The inconsistency is a result of overloading the terms C1 and C2 with 
different and inconsistent semantics in effect, comparing apples and oranges. If C1 
and C2 are widely used terms, then the most likely cause of such disparity is that one 
ontology treats C1 or C2 in a more specialized sense than the other ontology. 

A final method of resolving interpretive conflicts, therefore, is to recognize that 
what was meant (for example) by C1 is, in fact, C1* which is a specialization of C1. 
This may be considered a form of defeasible reasoning, since the original 
interpretation is replaced by an alternative. However, it is not so much a matter of 
rejecting the original interpretation, as it is a matter of reinterpreting the 
interpretation. 

We can see this method at work in a remote sensing application described [6]. 
Different instruments seemed to indicate difference abundances of iron in the lunar 
surface. Calibration adjustments did not resolve the apparent conflict; nor did the 
hypothesis of albedo effects, which would be considered as parametric state 
information in our model. The scientists eventually resolved the conflict by noting 
that the two classes of instruments were sensitive to different classes of iron 
compounds, one broader than the other. This resolution involved making explicit the 
different semantics of a common term iron compound in the different perspectives 
of the two instruments. Through our model of observation, we can see that this was 
not an ad hoc measure, but rather a necessary form of inference in fusing multiple 
perspectives. 

7   Related Work 

Our model of perspectives, based as it is on a model of observation, may seem more 
closely related to work in machine vision and sensor data fusion than to knowledge 
management. Yet, as we suggested in the introduction to this paper, and articulated by 
Bonifacio et al at the Agent Mediated Knowledge Management (AMKM) 
Symposium, resolution of multiple perspectives is at the heart of knowledge 
management [7]. The need to address such concerns within a knowledge management 
context is one of the motivations for our framing the problem in terms of ontologies 
[1].  

Perspectives are a potential factor in the trust-based operations presented at 
AMKM by Schulz et al [8]; in the distillation of knowledge from community 
discussion, presented by Ackerman et al [9]; in the belief- and obligation-based social 
coordination presented by Filipe [10]; in the merger processes described by Lawless 
[11]; in the cognitive maps described by Louca [12]; in the implicit culture support 
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discussed by Blanzieri et al [13]; in the intentional models described by Molani et al 
[14]; and in the lessons-learned knowledge bases described by Tacla and Barthes [15]. 

Resolution of conflicting perspectives is, to be sure, a key topic in sensor data 
fusion applications. . Much of that work concerns layers of inference, in which the 
conclusions of one layer become, in effect, the observations of the next higher layer. 
Examples include the Active Fusion approach [16] and the Joint Directors of 
Laboratories (JDL) architecture [17]. 

In the discussion of event sets in Section 4.3, and in the integrated model of 
Section 4.6, we cited probability theory as a means of handling uncertainty in 
interpretation. An example of the use of event sets as a knowledge representation is 
the Observer Mechanics of Bennett et al [18] Alternative methods of computing 
uncertainty include the evidence theory of Dempster and Shafer [19] and possibility 
theory, which is an application of fuzzy logic to the interpretation of events [20, 21]. 
Non-numerical methods such as modal and multi-valued logic may also be used to 
model uncertainty in interpretation [22]. 

Attribute-set representations are typical of implementations based on artificial 
neural networks (NNs). An NN functions as an observer by converting a set of inputs 
to a set of outputs. NN implementations are useful when the relationship between 
inputs and outputs the interpretation logic is difficult to formulate explicitly. 
Smolensky’s Harmony Theory is an example of this approach using a 2-layer network 
[23]. 

Another way of handling uncertainty in the integrated model is through 
classification methods obtained from the fields of statistics and machine learning 
(ML). Such methods seek to identify the category to which an object belongs on the 
basis of its attributes. Statistical methods tend to be based on numeric distance 
considerations and the analysis of feature distributions. ML methods tend to be 
applicable to a wider class of symbolic (not just numeric) problems, and to result in 
explicit rules that can be assessed for meaningfulness [4]. 

Abductive reasoning methods can help in choosing between multiple 
classifications [24]. By taking into account the evolving model of the observed 
phenomenon and the task at hand, such methods may be apply higher-level criteria 
than are typically applied by statistical or even ML classification techniques.  

Defeasible logic can be applied in conjunction with abductive reasoning as a means 
of choosing between conflicting explanations. It is particularly relevant to observation 
since multiple perspectives may offer conflicting (or apparently conflicting) 
information. Defeasible reasoning has been applied to the analysis of spatial images 
[25]. Formal systems including defeasible rules have been developed [26, 27, 28], and 
there has been interesting discussion of the benefits and drawbacks of various rules 
[29, 30].  

Models such as the Issue Based Information System (IBIS), which arose in the 
field of design rationale capture, and has since been applied to a wide variety of 
decision-support scenarios, seems to be closely related to defeasible methods for 
resolving conflicting arguments [31]. While such methods are primarily intended for 
human decision makers, their potential application to agents may be worth exploring. 
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   Conclusion 

We have investigated the notion of perspective as it occurs in a wide variety of 
activities. We first described a simple and general model of observation, which is the 
method by which agents interpret their environment. We discussed four knowledge 
representations for this model, and suggested a hybrid architecture in which each 
plays a role.  

Since ontology informs all aspects of this hybrid approach, we described the fusion 
of perspectives in terms of ontology mapping. This analysis provides insight into the 
ways in which observational conflicts may be resolved. We formulated alternative 
resolution methods, concluding with a method of “reinterpreting the interpretation.”. 
We showed how this method is a necessary step if the other methods fail to resolve 
the conflict, and pointed to an example remote sensing application in which the 
method was successfully used. 

Our hope is that these methods for resolving conflicts in perspective will help 
knowledge management agents to negotiate substantively about decisions. In 
particular, agents may use these methods to determine when their disagreements are 
due to an underlying ontology mismatch, and therefore whether it is appropriate to 
enter into a process of ontology mapping negotiation. 
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Abstract. This paper concerns a multi-agent system for knowledge manage-
ment (KM) in research and development (R&D) projects. R&D teams have no 
time to organize project information, or to articulate the rationale behind the ac-
tions that generated the information. Our aim is to provide a system for helping 
team members to make knowledge explicit, and to allow them to share their ex-
periences without asking them too much extra-work. The article focuses on how 
we intend to build personal memories by continuously capturing the day-to-day 
objects the team members deal with on desktop computers, and how personal 
memories are progressively connected to form a group memory as individuals 
exchange and reuse other individuals’ knowledge. The main contribution of this 
paper is a multi-agent architecture that prescribes the processes for building the 
personal and the group memories. A prototype has been developed and at the 
current stage the processes for building the personal memories are imple-
mented. 

1   Introduction  

Members of R&D project teams have no time to organize documentation nor to ar-
ticulate the rationale behind the set of decisions and actions in a project. At the end of 
the project, the group has a naturally distributed memory since each member played a 
different role and consequently has a different view of the joint experiences. How-
ever, information ends up spread in a multitude of documents on various supports. 
Most lessons learnt on the project are also distributed among the members of the pro-
ject team. Then, since R&D teams are modified from a project to the next, a great deal 
of experience can be lost. Thus, an important question is how to provide technology 
to help the actors preserve, organize and improve their use of knowledge, without 
adding to their workload or endangering the project timetable. 

R&D projects are fertile fields for learning new lessons since one can find knowl-
edge intensive tasks often not completely prescribed in the model of tasks of the pro-
ject. Such tasks are weakly structured, that is, they have neither a well-predefined se-
quence of sub-tasks, nor a known collection of resources to employ. For example, 
consider a team member writing a technical report, who lacks information concerning 
a certain subject. She gives herself the task “get information about the subject x” and 
performs a number of operations: search for documents on the WEB, chatting with a 
colleague, and posting a question in a discussion forum. When she has gained enough 
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information for completing her report, she estimates that the task is finished. The set 
of objects she has dealt with (e.g. documents, queries, bookmarks), could be used as 
the basis for a lesson learned (LL) record, containing a problem description (e.g., ob-
taining information about the subject x), a context description, (e.g., the project task 
in progress and the people involved), and a description of the results (e.g., the re-
sources employed – documents, specialists – related to the subject x). 

This article focuses on how we intend to build personal memories by continuously 
capturing the day-to-day objects the team members deal with on desktop computers, 
and how personal memories are progressively connected to form a group memory as 
individuals exchange and reuse other individuals’ knowledge. The main contribution 
of this paper is a multi-agent architecture that prescribes the processes for building the 
personal and the group memories. We have been developing a prototype derived from 
such architecture and the processes for building the personal memories have been im-
plemented thus far.  

The next section presents the guidelines for the KM system including the princi-
ples, the reasons for using a multi-agent architecture, and the functional requirements 
for the system. Following, we introduce our multi-agent platform, which will enable 
us to discuss the KM architecture, meaning, the kind of agents and their arrangement 
as a team. Thereafter, we exemplify how the KM system works in practice focusing 
on the processes for building personal memories and on the processes allowing users 
to act collaboratively. Finally, we present the current development status of the proto-
type, discuss some related works, and offer a conclusion. 

2   rinciples 

In this section, we first present the principles that have guided us in the decisions con-
cerning the proposed architecture. Then, we point out the reasons for using a multi-
agent architecture, and finally we present the functional requirements for the KM sys-
tem.  

The very first and underlying principle is the concept of Ba proposed by Nonaka 
and Konno [18]. According to the concept of Ba, a project may be seen as a shared 
space where group members perform their work through successive transformations 
and exchanges of knowledge. In computational terms, the concept of Ba may be 
roughly translated into a system that supports day-to-day work of team members, and 
helps them to execute the knowledge management cycle (locating, formalizing, dif-
fusing, and updating knowledge). 

The second principle is a practical one. In order to offer possible solutions for KM 
systems, one has to take into account the reality of the situation, and in particular or-
ganizational constraints (e.g. the time available to the team members, or the legacy 
systems), rather than devising elegant but impractical systems. 

The third principle is to consider knowledge as a personal item that can be devel-
oped individually and maintained locally. Knowledge may be expressed in the infor-
mation produced, retrieved and exchanged among members of the project. Thus, we 
try to organize the information automatically and locally in a per user mode. The re-
sult is a distributed group memory where each member keeps part of the knowledge 
of the team.  
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2.1  Choice of Technology  

The first reason to employ multi-agents in KM systems is that, like in a team, a multi-
agent system is composed of a group of possibly heterogeneous and autonomous 
agents that share a common goal and work cooperatively to achieve it. A multi-agent 
system can display an intelligent behavior. For example, using techniques from artifi-
cial intelligence, agents can maintain a representation of what is happening and offer 
spontaneous help (proactive behavior). To do so, they can use past information, e.g., 
through case-based reasoning techniques. In addition, since agents are developed in-
dependently, a multi-agent system can be easily modified by simple addition or re-
moval of agents like in a team where members can join or leave at any time. 

The second reason is that most of the currently available technological solutions 
for KM systems are based on groupware tools. In general, such tools are efficient for 
project management and provide means for team members to coordinate their actions. 
However, in relation to the KM, they mainly support combination of explicit knowl-
edge (e.g. automatic information delivery accordingly to user profiles) and, at some 
degree, externalization of tacit knowledge through dialogues in virtual spaces (e.g. 
discussion forums). We think they do not support the process of knowledge acquisi-
tion adequately. For example, the way users perform their computer-supported tasks 
is not effectively taken into account at present time, though this may be an important 
source of reusable knowledge. This means that groupware tools are not well suited to 
learn by monitoring the user’s actions. However, we believe that groupware tools can 
supply some basic functions (e.g. communication, document storage, project man-
agement), which constitutes the foundation for knowledge management software. 

2.2  Functional Re uirements 

The KM systems we intend to derive from the proposed architecture must be able to 
provide the following functions:  

 Organize documentation automatically, and support the team members in retriev-
ing and sharing documents. 

 Aid team members to articulate their tacit knowledge and share formalized knowl-
edge. 

 Support the collaborative work by:  
 Managing the team tasks. 
 Supporting asynchronous and synchronous communication among team mem-

bers. 
 Providing a persistent and reliable environment. 

In the next sections, we discuss mainly the first two requirements, given that 
groupware tools mostly provide the third one. The next section introduces the multi-
agent platform that has been used. The presentation of the platform will enable the 
discussion of the KM architecture. 
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3   OMAS  A Multi-agent latform 

In our laboratory we have been developing agent systems for a long time, in particular 
in the domain of complex design. Monceyron and Barth s [17] developed a black-
board design environment, EXPORT, applied to harbor design, and more recently, 
Shen and Barth s [26] developed a generic multi-agent platform, DIDE, for mechani-
cal engineering design following the work of Scalabrin [21] on cognitive agent plat-
forms. This led to the development of the OMAS platform (Open Multi-Agent Sys-
tem), the main features of which are summarized in the following paragraphs.  

3.1  Cognitive Agents 

Among the many types of agent models and systems that exist, we chose to work with 
cognitive agents. Such agents contain “an explicitly represented, symbolic model of 
the world and in which decisions are made via symbolic reasoning” (Wooldridge 
[31]). The main advantage of cognitive agents is the possibility of designing intelli-
gent behaviors by means of a set of skills. Moreover, such agents are autonomous, 
running independently of any particular task. It allows them in particular to display a 
proactive behavior, which makes them very different from client-server systems. A 
large number of papers and books have been published about agents and the reader is 
referred to Jennings, Sycara, and Wooldridge [14] for a review of the domain or to 
Shen [24] for a survey of multi-agent systems in design and manufacturing applica-
tions, Dignum for the use of agents in Knowledge Management [6]. 

The platform allows the use of two types of agents: 
 Service agents SAs  that provide a particular type of services corresponding to 

specific skills (one of the services is the interface to foreign MAS platforms). 
 ersonal assistants As , in charge of interfacing humans to the system. Their 

particular skills are devoted to understanding their masters and presenting the in-
formation in a timely way. 
 

 

 

   
      

 

 

   
      

 

 
 
 
 
 
 
 
 

Fig. 1. The internal structure for personal assistant (PA) and service agents (SA). 

The internal structure of an agent is given Figure 1. It can be seen that a PA is an 
SA augmented with a user interface and a model of the user (the gray area). Briefly, 
an agent has the following components: 

 et interface implementing the communication protocols; 
 Control module responsible for the agent behavior; 
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 Skills containing the set of services of the agent. A particular skill can be expressed 
as procedures or rules. If the skill is complex, then a plan for executing it can be 
created, and the derived tasks are spawned and broadcast on the network. 

 orld contains a representation of the other agents (their skills) and of the envi-
ronment; 

 asks, a representation of what the agent is currently executing; 
 Ontology dealing with agent ontology and domain ontologies. The agent ontology 

is employed to represent the agent skills, the tasks, and the skills of the other 
agents; 

 Self containing the representation of the agent’s skills, data stored in its memory, 
and possibly its own goals; 

 User model containing user preferences and a model of the dialog with the user; 
 User interface allowing the PA to dialog with the user. 

3.2  Communication 

In our platform the agents are tightly linked within groups called coteries. Each agent 
inside a coterie receives all messages, allowing it to update and maintain its own in-
ternal representations, like a person in a small group hears all conversations within a 
certain distance. A coterie however can participate in higher-level interactions, that is, 
coteries can be linked by means of a transfer or broker agents. Inside a coterie there is 
no control structure, and there is no concept of group nor of social structure. There 
can be however an organizational structure among people using the agents. The inspi-
ration for the concept of coterie comes from the notion of Ba. 

Communication within a coterie occurs asynchronously in broadcast mode (mes-
sages can be directed, e.g., point to point, but communication mode is broadcast). 
This probably will appear surprising to some readers and interpreted as a waste of 
bandwidth. In practice, since the agents of a coterie share the same local network, 
each agent listens to all the messages at the lowest level. As messages are usually fil-
tered out in a point-to-point communication, broadcast, implemented at a low level 
(e.g., by means of a UDP protocol), is essentially free.  

At a higher level, we must make use of some communication protocols. For proc-
essing tasks, we extended the Contract-Net protocol [4]. The resulting version, the B-
Contract-Net, let the agents run at two levels of priority and work on contracts even 
when they were not selected. The B-Contract-Net is quite complex and out of the 
scope of this paper. Note however, that although there are a number of exchanges dur-
ing the first phase of Contract-Net type protocols, we do not consider such protocols 
as negotiation protocols, but as a coordination method for task allocation, agreeing 
with Jennings [14]. 

In relation to the content language, ontologies play an essential role. Domain on-
tologies are used as primitives of the agent content language, assuming a KQML-like 
message structure [8] and a content language resembling SL0, SL1 or KIF [11]. SAs 
use ontologies to interpret the incoming messages and thus to provide the required 
services. Ontologies are also used by the SAs for building and modifying local repre-
sentations. The PAs employ the ontologies in the same way and additionally for 
communicating with the users.  
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An interesting point of our platform is that it does not contain a directory service 
(as recommended by the FIPA standard) that provides a location where agents register 
their descriptions (name, locator, and eventually other descriptive attributes as the 
services offered by the agent). For advertising its services to the other agents, a new 
agent, using the internal structure shown Figure 1, may either broadcast a message or 
simply answer the calls for bids, or requests, since they are all broadcast within the 
coterie. An agent not presenting the same internal structure as the one provided by our 
platform wishing to communicate with an agent inside the coterie must send messages 
to a special SA, the Transfer Agent. This agent translates the received messages and 
broadcasts it to all elements belonging to the coterie. Conversely, an agent inside the 
coterie must send messages to the Transfer Agent to interact with an agent outside the 
coterie on a different platform. Hence, the Transfer Agent provides facilities for 
communicating with other coteries or external (currently only FIPA compliant) plat-
forms. 

4   The KM System Architecture 

This section describes the KM system architecture built on top of the OMAS plat-
form.  We point out the agents forming our architecture and how they act together for 
supporting the construction of personal and group memories.  

4.1  The Agents 

In our architecture, the PAs play a major role in the KM system. Firstly, they are in 
charge of all exchanges of information among team members. For example, if a team 
member wishes to send an email to a colleague, he asks his PA that knows which SA 
is capable of effectively sending it. Secondly, the PA is able to organize the documen-
tation of its master always with some help from the SAs. Finally, as R&D members 
have to deal with knowledge intensive tasks, they are supposed to construct their own 
work methods, and in this process they should remember their past experiences, and if 
possible have access to other members’ past experiences. Hence, the PAs must cap-
ture and represent the team members’ operations helping them in the process of pre-
serving and creating knowledge. 

In fact, a PA works jointly with an Organizer Agent, a service agent capable of 
categorizing documents using the concepts from the following ontologies:  

 The domain ontology, containing the main concepts of the application domain of 
the project. 

 The document ontology, holding the concepts concerning the documentation do-
main (e.g. types of documents such as reports or memos). 

 The R D tasks ontology, containing the R&D basic activities (e.g. write paper, 
justifying a decision). 

 The pro ect tasks ontology, holding the tasks for the current project (e.g. require-
ments definition, prototype development). 
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We have stated that documents are locally organized according to the user prefer-
ences. Actually, the user preferences are expressed using concepts coming from the 
ontologies. Team members may extend the ontologies, expressing, in this way, their 
preferences. For instance, the concept “report” from the documentation ontology can 
be specialized to “final report” or “middle-term report”.  

A service agent called ro ect Agent maintains all the mentioned ontologies. The 
goal of such an agent is to hold all the values shared by the group, and among them 
the ontologies. Hence, the first action a new personal assistant has to do when joining 
a project coterie is to download the ontologies from the Project Agent. 

One of the requirements for the architecture is to be reliable, secure and persistent. 
Thus, we integrated a service agent called the Repository Agent that encapsulates a 
groupware tool (or a database) in order to take advantage of the qualities (they are 
proven technology) and the services such tools provide (e.g. information control ac-
cess, information persistence). Currently, the user can assign one of the following 
sharing levels to the Knowledge Items (KI): private, project, and public. The Reposi-
tory Agent must be able to translate such levels of confidentiality into the levels of-
fered by the encapsulated tool. In addition to the control of information access, the 
Repository Agent offers services for saving and retrieving documents, and, depending 
on the tool it encapsulates, can offer other kinds of service like WEB search, or e-mail 
management. 

4.2  The KM Coterie 

In our architecture the service agents of a coterie have two scopes for action. One is 
dedicated to a single user. The other is the scope of the project, common to all agents 
belonging to the coterie. 

A PA agent and the set of service agents dedicated to a single user form a staff (see 
Figure  2).  Such service agents cannot serve other users.  For example,  the Organizer  

 

  
 

 
 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 2. The proposed multi-agent architecture for KM systems. 
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Agent of user A cannot organize the documents of user B, although it can answer que-
ries from B. Agents within a staff run usually on the same computer. 

In the project scope, we find one Transfer Agent, one Project Agent, and one Re-
pository Agent. Other SAs may be added or removed at any time according to the 
needs of the team or of a specific user. Service agents in the project scope usually run 
on different computers. 

We have proposed four kinds of agents to be part of the KM system: personal as-
sistant, organizer, repository and project. A fifth one, the Transfer Agent, may be pre-
sent whenever we wish to connect a coterie to another coterie or to a different (FIPA 
compliant) platform. Further details about the internal functioning of each kind of 
agent are given in the next section. 

4.3   rocesses for Building Evolving Memories 

This section describes the construction of a group memory by identifying the proc-
esses allowing to organize documentation, to facilitate the exteriorization of knowl-
edge, to consolidate knowledge in a cooperative way, and to diffuse it. In fact, the 
group memory is a set of personal memories containing personal and collective 
knowledge. First we present the processes for building a personal memory and then 
the ones for constructing the group memory. The architecture is bound to one team of 
R&D working on a single project. 

4.3.1 rocesses for ersonal Memory Building 

Figure 3 shows the processes for building a personal memory. The rectangles repre-
sent the processes (process names are in bold and the executing agents in italics) and 
the circles contain the inputs and outputs of the processes. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

Fig. 3. Processes for building a personal memory. 
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Capturing Process 
The individuals carry out operations like sending e-mails, querying the WEB, writing 
documents that are continuously captured by the respective As. A PA represents 
each operation internally by the associated object, for example, the “sending e-mail” 
operation is represented by an e-mail object. We call these objects “single knowledge 
items” or KIs for short. Currently, a PA deals with the following KIs: e-mail, file, 
bookmark, and query. We represent the KIs as frames. 

Every KI is sent to the Organizer Agent that adds the relevant concepts of its tex-
tual part to its representation. To compute the relevance of a concept, the organizer 
considers the terms expressing the concept: the more often a concept occurs the more 
relevant it is. Only the concepts of the domain ontology are taken into account. 

Clustering Process 
The goal of the clustering process is to preserve knowledge about the context of 
creation of the single KIs. Clustering of objects (events) into episodes has been ex-
ploited by Schank [22] and by other authors such as Selvin [23]. Human beings tend 
to group facts in major episodes that drive future reminding and reuse. We exploit this 
idea in the sense that a group of KIs referring about the same subject can expose a 
common cause or goal, in our case, the goal is the execution of a project task. 

During the execution of a project task, the user does not explicitly tell his PA what 
project task he is doing. So, for clustering single KIs without knowing the task being 
executed, we use the relevant concepts found in the KIs. Each relevant concept is a 
feature for the COBWEB algorithm, an incremental unsupervised learning algorithm 
proposed by Fisher [9]. The result of the clustering process is a suggestion that the 
user can modify or simply refuse. 

Figure 4 shows an example where Fred, a novice user of some programming lan-
guage, needs detailed information for refreshing automatic computed fields inside a 
form. Thus, he performs a number of operations producing the corresponding KIs. 
First, he searches for a Web tutorial, finds an interesting one, and marks it. Next, he 
chats with Sheila for getting detailed information on the problem, and finally sends an 
email to Peter asking for other info sources. Figure 4 shows the clusters built by 
Fred’s organizer. Note that although we know that the three KIs should be clustered 
together, the KI labeled tutor is isolated, because the relevant concepts do not match 
the concepts of the other two KIs. In this case, the user may modify the proposed 
cluster, adding tutor to cluster 2. If the user does not rearrange the operations, at least 
the system has organized the documentation through automatic indexing. 

This process is important because it helps individuals to reflect upon the relevance 
of each single KI in the execution of a project task as well as on how the task was per-
formed. This is what we mean by “helping an individual to exteriorize tacit knowl-
edge.” 

Classification Process  
The classification process provides means for the individuals to expose the goal be-
hind a cluster. We assume that goals are related to the tasks defined in the project task 
ontology. The notion of task is fuzzy, encompassing prescribed and user defined tasks 
(e.g. prototype developing, tests and validation), and more general tasks related to the 
design course of action  (e.g.  solving a programming problem,  justifying a decision).  
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Fig. 4. An example of clustering of single KIs. 

 
Because an individual is asked to choose the project task that best describes the goal 
of a given cluster, we name this process classification. Tasks are called compound 
knowledge items (CKIs). 

When an individual decides that a cluster makes sense or is complete, he can clas-
sify it into a project task. The Organizer Agent is not able to do it automatically be-
cause it is not able to determine which task best fits the cluster, and above all it cannot 
assess when a cluster is ready to be classified. The organizer agent will simply sup-
port the user by transferring the information from the cluster to the task as shown in 
Figure 5. 

Considering the example of Figure 5, Fred has grouped the three KIs of Figure 4, 
and selected solving-a-problem as the kind of task that best fits the cluster. The LL 
structure (a frame with slots) is defined in the R&D tasks ontology. Fred is asked to 
fill in the slots the system cannot obtain automatically from the selected cluster like 
the textual descriptions. In turn, the system is able to give the solution part of the LL 
filling it with the relevant resources (involved people and documents) that come di-
rectly from the cluster. 

After that, the system, using the domain ontology, performs a lexical analysis of 
the textual descriptions entered by Fred, and extracts terms that will index the LL.  
Such indexes in conjunction with other LL slots (e.g. project task, involved people) 
will enable Fred and other team members to later retrieve the LL. 
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Fig. 5. Classifying a cluster into a project tasks. 

 
The single and compound KIs together with the ontologies constitute the personal 

memory. A personal memory evolves continuously as KIs are added/modified and on-
tologies extended. But, additions and modifications to the personal memories result 
also from the interaction among individuals. The processes for reusing other individu-
als’ KIs and for consolidating them are presented in the next section. 

4.3.2  rocesses for Building Group Memory  

The collective processes appear when individuals communicate for exchanging KIs or 
for consolidating them, and when a new team member joints the team or when some-
body leaves the group. 

Retrieve Process 
The retrieve process is a protocol that allows the individuals to exchange KIs. This 
process is triggered when a user queries his PA or when the staff of agents pro-
actively suggests a KI to a user. 

When a user queries his PA directly, the PA sends the query to the Organizer that, 
in its turn, broadcasts the query to the other organizer agents within the coterie as 
shown Figure 6. When all answers ( KIs ) have been received or the time limit for 
answering has been reached, the calling organizer agent sorts the answers according 
to a similarity measure between query and answers and transmits them to the PA that 
displays the results. 
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Fig. 6. The retrieve process. 

An Organizer agent can trigger the retrieve process pro-actively. For example, by 
monitoring the clusters of single KIs, the organizer can identify the cluster that re-
ceives most part of the recent KIs. Thus, it can compose a query using the relevant 
concepts appearing in that cluster, and launch the retrieve process. The PA will dis-
play the results. 

The similarity between a query and a KI is given by comparing their relevant con-
cepts that come from the domain ontology. But, we recall that domain ontologies are 
extended in a per user basis, so when a query and a KI belonging to different indi-
viduals must be compared, we first fuse the ontologies and, next, we calculate the se-
mantic distance (number of jumps) between the concepts. It  is a reason why we use 
common sources for the ontologies (i.e., for being able to match their common part 
and compare concepts coming from different ontologies). 

Awareness Process 
The goal of this process is to make team members aware what their colleagues are do-
ing, which may encourage them to work collaboratively. To implement it, the Organ-
izer Agent of a given user, determines the user’s current center of interest based on 
the most active cluster, and sends a request to the other organizers agents asking if 
they are working on a similar subject. If so, the concerned users will receive a notifi-
cation, and they will maybe end up working together. 

Reuse Process
Every time an individual obtains a KI from a colleague, he can just read the KI or 
copy it. When reading, his name is recorded in the read KI in the slot read by. When 
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copying, his name is recorded in the original KI in the slot copied to and the KI au-
thor’s name is recorded in the copied KI in the copied from slot. This allows to im-
plement the KI consolidation process.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 7. (A) The distributed evolution graph. (B) A hierarchical view of the same graph. 

 
 

 
 

 
 

Consolidation Process
When individuals reuse (copy and modify) KIs from their colleagues, it may be inter-
esting from time to time to consolidate all the KI versions.  The result of the process 
is a distributed graph representing the evolution of the KIs as shown in Figure 6(a). A 
node of the graph represents a KI and KIs can be distributed among the personal 
memories. 

Considering the 6(b), note that the KI  was copied to KI that, in turn, was copied 
twice to KI  and KI User C has replaced KI  by KI . As it involved only one individ-
ual there was no negotiation for consolidating. Now, it may be interesting to consoli-
date KI  as it has two different versions, KI and KI , supposing that KI  was modi-
fied (Figure 6b). In order to do that, users B and C should negotiate to produce a new 
version of KI . 

1 2 

3 4. 4 5

2 3 5 3

2 
This process is currently being specified. We can say that this consolidation is not 

formal like the CO4 protocol [7] that mimics the process of reviewing scientific arti-
cles, or like in SCOOP (System for Collaborative Open Ontology Production) [19] in 
which redundancies and contradictions are detected using a logical approach.  Our 
consolidation process has been inspired in the work of Ikeda [13] which propose a 
model to keep track of the evolution of the “intellect” of an organization. 

Preserve and amiliari e Processes 
To manage a distributed memory having as many memories as the number of team 
members, we need to ensure that the collective KIs existing in the individual memo-
ries are preserved when a member leaves the project. Thus, the collective part of a 
personal memory must remain available to the team. To this purpose, the collective 
part that is composed by all KIs not linked to others by the reuse and consolidation 
links are transferred to the project memory when somebody leaves the project. 
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In the other hand, when an individual joins the project, he must share a common 
vocabulary with the other participants. So, the first thing the corresponding PA does is 
to download the sources of the ontologies. 

 
 
 
 
 
 
 
 
 
 
 

 
 

 

 

 
 

 

 

Fig. . Preserve and familiarize processes. 

 

4.4  Current Status 

The prototype, derived from the proposed architecture, currently implements the 
processes for building the personal memories. We are now working on the coopera-
tive processes, mainly on the specification of the consolidation process. The reuse and 
retrieve processes have been already implemented. With these three basic processes 
for the construction of the group memory we can proceed some controlled tests to 
start validating the architecture. 

5   Related Work 

Among the many issues we are currently addressing, we would like to focus on the 
capture of actions through PA agents, on the multi-agent systems that support KM 
systems, and finally on the gradual formalization of the information. 

PA applications may range from Internet search, up to collaborative tasks. Maes 
[16] reports successful application of agents in assisting users with email, filtering 
news, scheduling meetings and selecting entertainment through social filtering.  In 
Lieberman [15] and Huhns and Singh [12] a PA is used in WEB search. While the 
user navigates, the agent proposes new WEB sites analyzing the contents of the sites 
visited by the user.  

Multi-agent systems have been developed for supporting group memories. The 
CoMMA project [10], Corporate Memory Management through Agents, combines 
emergent technologies (e.g., XML, machine learning) allowing users to exploit an or-
ganizational memory. The FRODO project [29] provides an agent-based middleware 
for distributed organizational memories whose main features are scalability and dis-
tribution. Another very close project is the work on peer-mediated distributed KM by 
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Bonifacio [2]. The works on digital libraries  and federated databases as InfoSleuth 
[1], where agents are responsible to gather information and give a uniform view of 
various documents stored in heterogeneous information sources, have some similari-
ties mainly in relation to the document organization and retrieving. Although this has 
not yet been implemented, the main difference with our work is in the concept of co-
terie where PAs are capable of capturing circulating information whenever they be-
lieve it will be useful for their master.  

In relation to the gradual formalization of information, the work of Shipman and 
McCall [27] has inspired us. The HOS system [28] enables users working in a col-
laborative space to progressively formalize textual information in identifying objects 
of the domain and their attributes. An interesting point is that informal and formal in-
formation coexists, meaning that formalized information does not take the place of the 
corresponding informal one.  The SHARE project [30] has brought a number of inter-
esting services to designers. 

Summary and Conclusion  

We analyze the proposed architecture from the KM and from the architectural per-
spectives. In conclusion, we give the current status and future directions. 

From the KM perspective, we expect the proposed architecture to: 

 Help the user in articulating tacit knowledge and formalizing it gradually. 
 Reduce the information load because the more formalized the information, the 

more precise the system will be when asked to retrieve it. 
 Augment knowledge sharing given that agents are capable of exchanging and cap-

turing LL behind the scene. Moreover, a staff of agents is able to pro-actively make 
suggestions to the user based on his current task. 

 Allow team members to organize documentation according to their preferences by 
extending the document and domain ontologies. 

The main drawback is that our compound KIs may not be sufficient to express all 
perspectives of the design rationale like the decisions or knowledge maps.    

Concerning the proposed KM architecture, we can say that: 

 It defines a minimal MAS architecture for KM systems composed by agents with 
two scopes for action, namely project and user. 

 It introduces the notion of a staff of agents dedicated to a user and locally available 
(e.g., on the same computer), which is somehow new. 

 It encapsulates a groupware or database providing information access control to 
project documents. It does not control the access to the system, meaning that mali-
cious agents may enter in a coterie. An interesting result when working with 
groupware is that users can bypass the multi-agent system and access the project 
memory trough a  specialized portal. 

Finally, the main contribution of the proposed architecture is to specify the mini-
mal functionalities and components to build what we mean by a KM system. At the 
present moment, we cannot prove that the architecture satisfies the needs of an R&D 
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group, in particular, because we have not yet specified the consolidation part that is 
central to the problem.  We plan to validate the architecture through some controlled 
experiments.  The first goal is to determine whether it satisfies the needs of an R&D 
team. Next, we want to check  the importance of the personal and group memories in 
problem solving. For example, two teams working on a sequence of problems in a 
given domain, one of them using our system and the other not using it. Is the team 
working with our system more efficient  The comparison will be made according to 
time needed to find solutions and to the quality of the obtained solutions. 
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Abstract  Knowledge Management is most necessary and valuable in a 
collaborative and distributed environment.  A problem with commercial 
knowledge management tools is that they do not understand at a deep level the 
content that they are managing.  In this paper we discuss the System for 
Collaborative Open Ontology Production (SCOOP), which manipulates logic 
expressions and checks for redundancies or contradictions between the products 
developed by different engineers.  SCOOP also includes an automated 
workflow process that supports recommendations for changes and voting to 
agree on changes. 

1. Introduction 

The current state of practice in knowledge management hinges on human review of 
content.  Tools exist for organizing content or facilitating human collaboration but 
they do not understand the knowledge that they are managing.  The System for 
Collaborative Open Ontology Production (SCOOP) works with logic expressions 
(among other knowledge products), which can be understood, to some degree, by a 
machine.   

There are four primary features of the SCOOP collaboration process. 

1. Knowledge is organized hierarchically as a set of files with inheritance of 
content. Consistency among these files is maintained vertically by enforcing 
that any assertion must not be contradictory with respect to files of 
knowledge that is inherited by the file where the assertion in question is to be 
placed.  Consistency is encouraged hori ontally by alerting individuals to 
contradictions or redundancies with respect to the files of their colleagues, 
and providing them a structured process for being aware of and resolving 
inconsistencies if they so choose.   

 
2. Knowledge developers can influence their colleagues in several ways.  They 

can register supervisory authority over another developer’s content.  They 
can register interest in particular keywords that are dynamically matched to 
their colleagues’ content, which allows them to be alerted when new content 
matching the keywords is created.  They can register interest in specific files 
or documents their colleagues are creating. 
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3. SCOOP assists developers in resolving conflicts and inconsistencies by 
identifying the statements by different developers that are problematic.  The 
system accomplishes this by analyzing the results of theorem proving that 
detects the problem, and extracting only those statements that were authored 
directly, rather than automatically deduced.  The full proof remains available 
for analysis by the authors if desired. 

 
4. Authors have primary control over their own content but are given 

information that can help them maintain compatibility with the content 
created by their colleagues.  When an author is alerted to a redundancy with 
respect to a colleague’s content, he has several choices.  He may withdraw 
the knowledge, elect to keep it, or vote to have it and the colleague’s 
knowledge elevated to a more general document.  A majority must vote to 
elevate the knowledge for this to occur.  When a contradiction is discovered, 
the developer may either retract the knowledge, vote to keep it as knowledge 
which is contextually valid, although inconsistent with another view, or vote 
to have the colleague’s knowledge removed.   Such a vote is informational 
though since only the author, or someone who has registered authority over 
the author’s content may change the author’s content.  This approach could 
of course be made stricter to be in keeping with a more authoritarian work 
environment. 

2. General Architecture and Mechanism 

A general architecture of SCOOP and its environment are shown in the figure below.  
To the knowledge authors, SCOOP is an invisible agent working at the background.  
Its existence becomes known to the authors only when conflicts or errors are detected 
in their products.  To perform the error detection and limited correction functions 
described above, the SCOOP has an inference engine that it uses to process diagnostic 
queries. This architecture allows any inference engine to be used for this purpose as 
long as it can answer logic queries and provide justifications.  Our current 
implementation of SCOOP uses a first order logic (FOL) theorem-prover that accepts 
KIF [1], the language and grammar in which the assertions created by users are 
written.  With small modifications, SCOOP can employ other inference engines that 
accept other languages the end users use. 

SCOOP depends on a distributed scheme of inference.  Each knowledge developer 
runs a local inference engine that handles vertical consistency with the developer’s 
products, and those products he uses directly.  A central inference engine handles the 
detection of conflicts between knowledge developers.  Each assertion made by its 
author is first verified locally as vertically consistent and then sent to SCOOP for 
horizontal consistency check.   As required by this co-authoring task, when the 
developers start to work on their own products, their inference engines, as well as 
SCOOP’s central inference engine, have the same background knowledge base 
loaded.   
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When a knowledge developer asserts a statement into a file, SCOOP is notified of 

this action.  The content of the assertion is sent to SCOOP by the Knowledge 
Engineering (KE) Editor that the author uses to enter the assertion.  SCOOP stores 
that assertion and its authorial information to its own temporary storage for possible 
future usage.  When there are multiple assertions, SCOOP treats them in the order of 
their arrival.  To detect redundancies, SCOOP asks a central inference engine whether 
it can prove that statement is true in the existing context.  If it is not redundant, 
SCOOP will continue to ask whether the engine can prove the negation of the 
statement is true in the existing context.   If both answers are negative, the statement 
will be asserted into the inference engine and becomes a part of the context to test the 
next statement by the same or different author.   This mechanism of diagnosis sounds 
simple but is very powerful when more domain-specific axioms, diagnostic rules and 
term interpretations (such as synonyms and antonyms) are available in the 
background knowledge base.  For example, SCOOP can detect a contradiction 
between (instance MyCar-1 FastMovingObject) and (instance MyCar-1 
SlowMovingObject) when there is an axiom in the knowledge base on the 
oppositeness of the terms, FastMovingObject and SlowMovingObject. 

If an error is detected, SCOOP will send the diagnosis and the justification to the 
author and other affected knowledge developers.  The justification comes from the 
proof by SCOOP’s inference engine but is not a full proof. It only lists the facts and 
axioms used by the inference engine to reach the diagnosis but not the further 
deductions.  The full proof is generated by SCOOP as a web page that the user can 
view if desired.  The usage of justification has two purposes. Besides giving a brief 
view of the assertions involved in the diagnosis, the justification also provides a base 
for an algorithm to identify the other authors who are related to the problem because 
of their contributions in the proof of the diagnostic result. Since the authorial 
information of each assertion is stored in SCOOP, SCOOP can easily identify the 
authors from the assertions and seek solution from only those who need to know, but 
not all authors. 

An author has three choices with regarding to a redundancy warning:  withdraw the 
knowledge, elect to keep it, or vote to have it and the colleague’s knowledge elevated 
to a more general document.  As to a contradiction case, the developer may either 
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retract the knowledge, or to vote to keep it (in that case the contradictory knowledge 
will be removed by the colleague author).  If the author does not want to retract the 
assertion diagnosed as redundant or contradictory to the existing knowledge base, a 
request to vote will be sent out by SCOOP to the need-to-know authors/reviewers, 
together with the result of the diagnosis message.  When all votes are cast for a case, 
SCOOP will then tally the votes.  The fate of the statement is determined based on the 
voting results and a pre-set policy.  The voting authors will be notified of the decision 
made on the statement afterwards.   . 

3. An Example of SCOO  Usage 

The following example may provide a better understading of our current 
implementation of SCOOP.   Suppose there are three knowledge engineers or subject 
matter experts, Joe, Jane and Arnold, co-authoring a knowledge base in a distributed 
environment.  Each of them is working with a KE editor that is connected to its local 
inference engine.  To work with SCOOP, a KE editor must be able to communicate 
with SCOOP and display messages as appropriate.  We implemented a simple KE 
editor as shown in the figure below. Our KE editor has three major windows: 
Assertion Editor, Results Window and a window for Redundant and Contradictory 
Items.  As the authors log in, the KE editor sends their user names to SCOOP and 
SCOOP establishes a user session for each of them.  After an author adds assertions in 
the KE editor, the diagnostic result for the assertion is shown in the Results Window.  
If a redundancy or a contradiction is detected, a warning will appear and a new 
indexed entry will appear in the Redundant or Contradictory Items window.  The 
author can see the detailed report (with justification) or the full proof by highlighting 
the item in the window and then making a choice on the View Details button or View 
Complete Proof button.  The voting buttons are also enabled when a redundant or 
contradictory item is selected.   

As an example, suppose that Joe defines that a sibling relationship is an 
irreflexive relation and his assertion gets OK from SCOOP: 
(instance sibling IrreflexiveRelation)  
In SCOOP’s background, there is an axiom about the IrreflexiveRelation: 
(=>  
  (instance ?REL IrreflexiveRelation)  
  (forall (?X)  
    (not  
      (holds ?REL ?X ?X))))  

 
Jane is asserting some facts about the sibling relation: 
 
(mother Bill Jane)  
(mother Bob Jane) 
(sibling Bob Bill)  

 
SCOOP accepts each of these statements and returns an OK message. 
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Arnold tries to assert an axiom that defines the sibling relationship in terms of father 
and mother relationships: 
(=>  
  (or  
    (exists (?F)  
      (and   
        (father ?S1 ?F)  
        (father ?S2 ?F))) 
    (exists (?M) 
      (and  
        (mother ?S1 ?M)  
        (mother ?S2 ?M)))) 
  (sibling ?S1 ?S2))  
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As Arnold enters the assertion, SCOOP sends him the result of the diagnosis, which is 
a contradiction, and adds an entry in the windows below “[ITEM-1] 
CONTRADICTION”.  By highlighting this entry, Arnold can choose to view the 
detailed report or view the full proof.  These two reports are as follows: 

Sample ML-formatted Report 

Note that some XML tags below have been removed for brevity. 
<DETAILS:> 
   <ITEM-ID:1> 
   <assertion: 
     (=>  
       (or  
         (exists (?F)  
           (and  
             (father ?S1 ?F)  
             (father ?S2 ?F)))  
         (exists (?M)  
           (and  
             (mother ?S1 ?M)  
             (mother ?S2 ?M)))) 
       (sibling ?S1 ?S2))> 
   <author: ARNOLD> 
   <diagnostics: CONTRADICTION> 
   <justification> 
      <premises> 
         <statement:(mother Bob Jane)> 
         <statement: 
           (=>  
             (instance ?X0 IrreflexiveRelation)  
             (forall (?X1)  
               (not (holds ?X0 ?X1 ?X1))))> 
         <statement: 
          (instance sibling IrreflexiveRelation)> 
      <conclusion> 
         <statement: 
           (not  
             (=>  
               (or  
                 (exists (?F)  
                   (and  
                     (father Bob ?F)  
                     (father Bob ?F)))  
                 (exists (Jane)  
                   (and  
                     (mother Bob Jane)  
                     (mother Bob Jane)))) 
               (sibling Bob Bob))> 
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Sample roof   

Result: There is 1 answer. 
Answer 1:[definite] ?S2 = Bob, ?S1 = Bob  
1. (mother Bob Jane)[KB] 
2. (=>      
     (instance ?X0 IrreflexiveRelation) 
     (forall (?X1)  
      (not (holds ?X0 ?X1 ?X1))))[KB] 
3. (forall (?X0)  
     (=>  
      (instance ?X0 IrreflexiveRelation)           
       (forall (?X1)   
        (not  (holds ?X0 ?X1 ?X1))))) [2] 
4. (forall (?X0)      
     (or  
       (not (instance ?X0 IrreflexiveRelation)) 
        (forall (?X1) 
         (not (holds ?X0 ?X1 ?X1))))) [3] 
5. (or  
     (not (instance ?X0 IrreflexiveRelation))     
     (not (holds ?X0 ?X1 ?X1))) [4] 
6. (instance sibling IrreflexiveRelation)[KB] 
7. (not  
     (not  
      (=>  
        (or  
          (exists (?X4) 
            (and  
              (father ?X3 ?X4) 
              (father ?X2 ?X4))) 
          (exists (?X5)  
            (and  
              (mother ?X3 ?X5) 
              (mother ?X2 ?X5))))  
      (sibling ?X3 ?X2)))) [Negated Query] 
8. (forall (?X2 ?X1)   
     (not       
       (not              
         (=>                  
           (or                      
             (exists (?X0)        
               (and  
                 (father ?X1 ?X0)  
                 (father ?X2 ?X0)))  
             (exists (?X3)        
               (and  
                 (mother ?X1 ?X3)  
                 (mother ?X2 ?X3)))) 
          (sibling ?X1 ?X2))))) [7] 
9. (forall (?X2 ?X1)      
     (or          
       (and              
         (forall (?X0)  
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           (or  
             (not (father ?X1 ?X0))   
             (not (father ?X2 ?X0))))    
         (forall (?X3)                  
           (or  
             (not (mother ?X1 ?X3))                                
             (not (mother ?X2 ?X3)))))          
     (sibling ?X1 ?X2 ))) [8] 
10.(or      
     (and          
       (or              
         (not (father ?X1 ?X0))              
         (not (father ?X2 ?X0)))          
       (or  
         (not (mother ?X1 ?X3))              
         (not (mother ?X2 ?X3))))      
   (sibling ?X1 ?X2)) [9] 
11.(or  
     (sibling ?X1 ?X2)      
     (not (mother ?X2 ?X3))      
     (not (mother ?X1 ?X3))) [10] 
12.(not (sibling ?X0 ?X0)) [5,6] 
13.(or  
     (sibling ?X0 Bob)      
     (not (mother ?X0 Jane))) [11,1] 
14.(and (= ?S2 Bob)(= ?S1 Bob)) [1,12,13] 
 
Note that in the proof above, [N] after a formula means the formula is derived from 
the formula in proof step N.  [KB] means the assertion already exists in the 
knowledge base, either by assertion or in a preloaded background context. 

The proof shows that the axiom developed by Arnold has a flaw that can lead to 
(sibling Bob Bob), violating the declared irreflexive nature of the predicate. The 
author may choose to retract it to resolve the conflict with the other axioms. If the 
author chooses to retain the statement, SCOOP will try to resolve the issue by sending 
a vote request to Jane and Joe because their products are involved in the proof.   

4. ersion Control and Change otification 

To perform the centralized knowledge harmonization functions described above, 
SCOOP is connected to a Concurrent Version System (CVS) repository that stores the 
files developed by all authors at different stages. The repository is organized into 
knowledge modules so the products at different development stages can be stored 
together under a theme.  SCOOP allows users to specify relationships between 
themselves, others and knowledge products in the system that influences the 
workflow process employed when change or conflict occurs.  A knowledge developer 
can designate another developer as the knowledge reviewer of his or her products.  
All users can also register their interests in the products of other authors via 
keywords.  If there is any match of the keywords to the contents of the files in the 
repository, existing or in the future, the user will automatically get informed of the 
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presence of the new or changed content. When an author submits a file for review, the 
reviewer will also automatically get a notice.    The reviewers can vote to approve or 
reject a document and determine whether a file should pass the reviewing process.  
All the notifications and votes are carried via automatically generated email 
messages. 

5. SUMO 

SCOOP is especially useful when there is a large body of formal knowledge.  The 
example in the previous section displays the use of a background axiom in the proof.  
One key to having informed and intelligent assistance to the knowledge developer is 
having existing knowledge that can support machine analysis of new content.  We 
developed a large, formal ontology that can support that need. 

The SUMO (Suggested Upper Merged Ontology) is an ontology that was created at 
Teknowledge Corporation with extensive input from the SUO mailing list, and it has 
been proposed as a starter document for the IEEE-sanctioned SUO Working Group.  
The SUMO was initially created by merging publicly available ontological content 
into a single, comprehensive, and cohesive structure [2] [3]. As of January 2003, the 
ontology contains 1000 terms and 4000 assertions including 750 rules.  The ontology 
can be browsed online (http://ontology.teknowledge.com), and source files for all of 
the versions of the ontology can be freely downloaded.  SUMO has also been 
mapped, by hand, to the complete set of 100,000 WordNet [4] noun, verb, adjective 
and adverb word senses.  This supports keyword matching within SCOOP. 

6. Related Work 

The Ontolingua [5] ontology server provides user and group access control that can 
facilitate group work.  It also allows simultaneous access to ontologies and change 
highlighting.  Some work detecting inconsistencies during ontology merging has been 
shown [6]. Other relevant work includes [7] [8]. 

Previous work in collaborative ontology construction environment and recent 
developments in CSCW (Computer Supported Cooperative Work), knowledge 
sharing models, meaning negotiation approaches and ontological approach in 
knowledge management has provided a broad base and motivation for our research.  
However, SCOOP is unique in the following aspects: 
(1) SCOOP concentrates on support for knowledge and ontology authoring and 

formation activities. It is not a general-purpose CSCW tool. 

(2) SCOOP mainly supports collaborating authors who are formalizing knowledge in 
the same domains to create harmonious knowledge for the domains. It is not a 
general-purpose collaborative tool that brings the knowledge owners and the 
seekers together. 

(3) SCOOP provides a conflict detection and limited conflict resolution mechanism 
on the contents the authors generate. It is not simply a distributed co-authoring 
environment that does not check the correctness of the contents.  
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(4) SCOOP not only provides notifications to the co-authors when conflicts are 
detected, but also conducts voting among the related authors and seeks 
resolutions.   

7. Future Work 

A primary area of effort is to make it possible for users to author content that SCOOP 
can check for consistency.  We have developed a system for translating a restricted 
natural language to logic.  Otherwise, we are faced with having developers author 
knowledge in formal logic, which would dramatically limit the applicability of this 
work. 

A second area of effort is in improving the quality of proofs of contradiction and 
redundancy.  We have done preliminary work in removing the application of the same 
axiom in a particular line of reasoning.  Additional efforts are in removing proof steps 
that are conceptually very small, such as taking advantage of the associativity of the 
logical operator “and” to change the order of clauses.  We can currently generate 
natural language from logic, as well as translating from language to logic, although 
considerable work remains in making this output more colloquial.   

A potentially very difficult problem is in guessing how long to let a theorem prover 
run in order to find contradictions or redundancies.  It is quite possible that however 
long the system tries to find a problem, that other undiscovered problems remain.  
Users are not going to be willing to wait indefinitely before their knowledge is 
declared consistent and compatible with that of their colleagues.  As a result, SCOOP 
must consider that an undiscovered contradiction may at some point cause all 
subsequent proofs to declare the existence of an erroneous contradiction, since if the 
system is asked to prove a contradiction, and another real contradiction exists, the 
system will always respond “true”.  This is a result of the fact that any fact holds from 
a contradictory knowledge base. 

Future work will also include a more flexible and powerful method for specifying 
interest and relevance in knowledge products.  While currently a simple keyword 
matching scheme is employed, the presence of formally encoded knowledge provides 
a rich basis for more powerful methods.  We anticipate provide full logical queries to 
specify interest, and employing our theorem-prover to pose the query against new 
knowledge products. 

Finally, we anticipate providing alternate encodings of knowledge to facilitate 
knowledge sharing.  Our work on the DARPA DAML project [3] has allowed us to 
develop translators to convert formal ontologies to a form suitable for the semantic 
web.  We have also developed a semantic web crawler and search system, which 
should facilitate knowledge discovery on a much larger scale than any individual 
collaboration system will allow. 
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Abstract. In an agent-mediated distributed knowledge management system, 
knowledge is firstly produced and then delivered to a person or community of 
users that is interested in it. A common issue to this aim is the setting-up of 
communities that can drive the delivery of contents. In our study, knowledge-
producing agents are arranged into separate interaction domains and a 
distributed interaction protocol is used to consolidate knowledge that is 
generated therein. Knowledge produced in this way can be used as the source 
data to dynamically build user communities that drive the delivery of 
knowledge amongst users. The multi-agent architecture presented here can be 
applied to the shared creation of various electronic resources, like learning 
objects, e-books or software artifacts. 

1  Introduction 

Knowledge Management (KM) can be defined as the group of processes that 
transform intellectual capital of an organization or group of persons into a value [17]. 
KM authors quote many verbs to describe such processes creation, acquisition, 
distribution, application, sharing and reposition, among others  [16]. but they can be 
summarized in three categories depending on the direction of the information flow, 
i.e. production, acquisition and transfer. Knowledge is not frequently well structured 
to be appropriately used and exploited, so acquisition and transfer techniques are 
needed to facilitate the sharing and re-use of the group-wide available knowledge. On 
the other hand, knowledge emerges from the social interaction between actors, with 
production being the creative process of formulation of information, which has to be 
validated as useful to the group before it becomes fully-fledged knowledge. 

Knowledge production issues are applicable to several CSCW (Computer-
supported Cooperative Work) tasks, like the instructional design of learning objects 
[4] and electronic books composition [5]. 

When a group of people is participatively creating (or producing) a complex 
object, it is advisable to establish a set of rules to coordinate its development. This is 
the situation, for instance, when several people are building a software object. We 
will follow a concrete example for a better explanation of the problem. Let's suppose 

L. van Elst, V. Dignum, and A. Abecker (Eds.): AMKM 2003, LNAI 2926, pp. 416-426, 2003. 
 Springer-Verlag Berlin Heidelberg 2003 
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two developers who are designing respective modules, which will be part of the same 
software object. During the design, the necessity to develop two sub-elements for the 
same purpose can be detected by both developers. Each one usually has his/her own 
pace of work in developing the common element. Also, they can be differently skilled 
in that work. If the development process is not appropriately coordinated, the 
following problems can arise: 

A developer could get her work crushed, depending on the required speed and 
quality of the design, in comparison to her partner's competency. 
When speed is more important than quality, a more elaborated and reusable 
product can be readily thrown away. 
In the best case, effort will be duplicated in several phases of the project. 
Therefore, the coordination of participative production of knowledge meets the 

following objectives: 
Bring together participants' different pace of creation. 
Take advantage of participants' different skills in the problem domain and the tools 
that are managed. 
Reduce the number of conflicts provoked by interdependencies between in-
production knowledge components. 
In a more general sense, avoid duplication of effort. 
On the other hand, knowledge needs to be constantly updated and delivered to the 

right places at the right time. Knowledge delivery is a continuous process of 
transferring knowledge that is interesting to a person or community of users. These 
and other questions are raised in order to distribute knowledge among interested 
users: 

Which communities are users member of  
How are the communities initially spawned, after setting up a group of users who 
are generating knowledge  
What would it happen if a user changes the kind of knowledge that it produces, and 
this is better classified in another community  
As time progresses, may knowledge that is produced in a community be biased 
towards a different category  
The rest of this paper is structured as follows: an agent-mediated knowledge 

production approach is presented, consisting of a multi-agent architecture and 
interaction protocol. Then, content-driven knowledge delivery is tackled, describing 
an event service that drives the brokering of knowledge that is delivered to agents. 
Finally, our proposal to dynamically build communities of users is described. 

2  Agent-Mediated Knowledge roduction 

Several authors on Knowledge Management cite production or generation of 
knowledge referring to the creation of new knowledge [3,14,16]. When authors [3] 
tell about knowledge generation, they are referring both to externally acquired 
knowledge and that one developed within the bosom of an organization, without 
making any difference between acquisition and generation. In this paper, we are 
considering generation as distinct from acquisition. From our point of view, 
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knowledge generation or production is the creation of new knowledge as the result of 
the social interaction between actors in a workgroup or organization, according to 
their interests and the regulations that apply. On the other side, knowledge is acquired 
when it comes from outside of an organization or workgroup i.e., it is generated 
outside and thereafter adopted by the organization. 

Coordination is a key pattern of interaction that is needed to obtain a good-quality 
knowledge that has been validated by means of contrast and/or consensus in the 
group. Although distributed KM research in knowledge acquisition and sharing 
efforts are worth to be considered, knowledge production still lacks interaction 
models and methods to coordinate a group of autonomous users in the cooperative 
generation of knowledge. 

Multi-agent systems have been successful in the distributed implementation of KM 
processes. Knowledge acquisition agents have been one of the most successful 
applications of software agents, specifically in the Internet [6], were knowledge-
collector agents operate within available information resources, and validate them in 
accordance with the users' interests. On the other hand, knowledge delivery lies in an 
end-to-end routing of knowledge that is generated by some actor, and it is another 
typical task that has been realized by software agents [8,9]. 

Therefore, it is reasonable to approach the multi-agent paradigm for knowledge 
production. Knowledge-producing agents need to do formulations that keep with a 
validation scheme supporting the knowledge construction. Since agents have been 
proven as a helpful tool for the coordination of people who are performing a given 
task [12], multi-agent systems can support the coordinated interaction needed to 
achieve an agreement on the knowledge that is eventually generated, and even the 
validation scheme. 

Agent interaction protocols govern the exchange of a series of messages among 
agents, i.e. a conversation. There are some popular interaction protocols and 
architectures, used heavily by multi-agent systems, like blackboards [13], contract 
protocols [15] and computational economies [18]. Nevertheless, these approaches 
tackle rather general aspects of agent interactions, usually characterized as 
competitive, cooperative or negotiative. During knowledge production, agents try to 
convince each other in a group to accept a given knowledge in some domain, so 
building the corpus of shared knowledge. The aim is to allow agents to consolidate 
knowledge that is continuously produced. Consolidation in a group of producers is the 
establishment of a given knowledge as accepted by the group as a whole, with every 
member knowing about that circumstance. Agents can reach a consensus on the 
knowledge that is consolidated by the exchange of messages, using the consolidation 
protocol described below. 

The architecture and protocol presented below is a multi-agent approach to the 
production of knowledge. The working hypothesis is that a group of agents can help 
in the participative production of knowledge, by coordinating their creation activities. 
Therefore, different agents can act as representatives of knowledge-producing actors, 
according to the following principles: 

Agents can be structured into separable knowledge domains of interaction. This 
structuring reflects the knowledge differences between producers. 
A dynamic re-thinking of the structure of interactions in different domains can help 
to reduce the inter-dependencies during the process. 
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2.1  A Multi-agent Architecture for Knowledge roduction 

In our architecture, knowledge-producing agents can operate within the boundaries of 
a specific interaction domain or knowledge mart. Such a mart consists of a distributed 
group of agents, whose purpose is to generate knowledge objects in a knowledge 
domain. The basic elements of a mart are the following: 

A set of collaborative agents who can communicate in order to consolidate 
knowledge that is being produced. 
A multicasting transport support that guarantees the reliable delivery of messages 
to every member in the mart. 
An interaction protocol that governs coordination between agents. 
An interaction policy that defines the kind of relationship established between 
agents, which may be mainly competitive or cooperative. 
An ontology to represent domain-level knowledge that is produced by agents 
affiliated to the mart. 
Interaction among different domains is also supported through a number of proxy 

agents. In order to facilitate interaction between domains, marts can be structured in a 
hierarchical way. In this architecture, domains can be modelled as knowledge marts, 
and marts are arranged into knowledge warehouses. A warehouse is the place where 
knowledge produced in foreign marts is merged in a structured fashion. 

Agents from two or more marts can interact using representatives in a common 
warehouse. When knowledge produced in a mart can affect performance in some 
other domain, a special proxy agent can act as representative in the foreign mart, 
according to the proxy design pattern [7], so that interaction between marts is not 
tightly coupled. 

2.2  Knowledge Consolidation rotocol 

The function of the protocol executed by agents is to consolidate knowledge that is 
created in our agent-coordinated interaction environment. By consolidation we mean 
the establishment of knowledge as accepted by every agent in the mart, in such a way 
that every member agent eventually know about it. The consolidation protocol [4] is a 
two-phase process: 

The distribution phase begins when an agent submits a proposal, i.e. when the 
agent starts the protocol. A given timeout t0 is defined to set the end of this phase. 
The consolidation phase begins if there is a proposal waiting to be consolidated. 
This event can occur whether the distribution timeout t0 expired or a t0-waiting 
agent received a proposal that was evaluated as preferred. A distinct timeout t1 is 
used for the consolidation phase. 
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Fig. 1. Execution example of the protocol 
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An agent can participate in several interaction processes. Each interaction process 
is handled separately, by initiating a new execution thread of the protocol. Two 
different timeouts are used over the course of the protocol. Timeout t0 is used for the 
distribution phase, that occurs after an agent submits a proposal(k,n) message, where 
n is an interaction process and k is a piece of knowledge that wants to be consolidated 
in the mart. During t0, messages can arrive from any other agent, consisting in new 
proposals, referring to same interaction process. Timeout t1 is used for the 
consolidation phase, which occurs if there is a proposal waiting to be consolidated 
(this can occur whether t0 expired or a t0-waiting agent received a proposal that was 
evaluated as preferred). The message used to consolidate a proposal has the form 
consolidate(k,n), and its aim is to establish a previously submitted proposal k as 
accepted in an interaction process n. 

At any moment, the reception of a message from another agent may provoke a 
momentary retraction from a previously submitted proposal, until a counter-proposal 
is elaborated. An agent that has not reached this state will be waiting for t0 timeout. 
Then, if the agent receives a proposal that is evaluated as preferred, a new timeout t1 
is set to give it a chance. But if the preferred proposal is not eventually ratified, then 
the agent goes on about its aims and will try again to consolidate its own proposal. 

Agents’ rationality needs to be modeled in terms of preference relations or 
relevance functions, in order to allow them to evaluate and compare proposals. The 
relevance of a proposal is defined as the set of proposal attributes considered when 
interacting, while the preference relationship denotes which of two proposals is 
preferred. 

The sequence of events spawned by the execution of the protocol by two agents 
trying to consolidate their proposals at the same time is depicted in the figure 1. The 
interaction begins when agents A1 and A2 submit proposals p and q respectively. 
a) Both A1 and A2 receive each other's proposal and begin the distribution phase, so 

starting timeout t0. Proposals p and q also arrive to A3, which is not participating 
in the process and silently receives them. 

b) A1 compares q to p, turning out that its proposal has a worse evaluation. It is 
reasonable that an evaluation of proposal p obtains a higher value than q, as for the 
second objective described above. Concerning first and third objectives, any 
relevance function should outcome similar values for both proposals, so they 
would not be decisive. Then, A1 starts timeout t1, giving q a chance to be 
consolidated. On the other hand, A2 also compares both proposals and reminds A1 
of the results by sending again q, then extending timeout t0 in order to give a 
chance for other agents' proposals to come. 

c) When timeout t0 expires, A2 sends a consolidation message for q that arrives to 
every agent in the mart. At the reception, A1 finishes the protocol because it is 
expecting the consolidation for q. A3 simply accepts the notification. 

d) Finally, at the expiration of t1, A2 is confirmed about the end of the consolidation 
phase for q and its execution of the protocol finishes successfully. Therefore, 
every agent in the mart will eventually know about the consolidation of the 
proposal. 
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3  Content-Driven Knowledge Delivery 

Bringing forward the answers to knowledge delivery issues, it seems reasonable to 
dynamically establish the membership of agents into marts. As well, division and/or 
fusion of marts can be needed to better reflect the knowledge-directed proposed 
structure. To represent the differences between knowledge marts, we define a 
cognitive distance between two agents as a measure of the similarity between the 
knowledge produced by both agents. The cognitive distance can be also defined 
between two marts, in the sense that these are dynamically formed groups of 
knowledge-carrying agents. In that case, clustering techniques can be readily applied 
to solve the above-mentioned problem of dynamic membership of agents into marts. 
Data about the cognitive distance between marts can be taken from agents' activity 
logs. For instance, a web server log file is a rich data source to determine a cognitive 
distance. 

3.1  Content-Driven Event Services 

A successful building of a complex object requires the coordination of ideas that are 
exchanged. Due to the heterogeneity of groups of people and environments in which 
this building takes place, reducing the coordination and communication efforts should 
be a major task [11]. 

A way to achieve this goal is to use an event service to deliver information based 
upon its content. The service will observe the occurrence of events or combination of 
events and will notify the members of the group, who have previously shown their 
interest in reacting upon a concrete occurrence. That interest is established by the 
collaborative agents (members of a knowledge production group) through filters upon 
the contents produced in the knowledge mart. The main advantage of this approach 
resides in the expressiveness that may be obtained in the communications, since the 
filters apply to the whole content of the notification, allowing a greater degree of 
freedom in the way the information is codified [2]. Filters are used to deliver contents 
of interest to the appropriate recipient. 

Addressing is concern of the underlying transport protocol that guarantees a 
reliable delivery, and can be done using some multicasting facility in the underlying 
transport. The main disadvantage of multicasting is the loss of expressiveness, due to 
the necessity of mapping expressions to IP groups in an scalable way. Since 
multicasting never relates two groups of different IP addresses, a notification that 
matches two or more filters, corresponding to agents located in different groups of IP 
addresses, should be routed in parallel with the rest, so reducing the protocol 
effectiveness and increasing the communication efforts. 

A workaround to overcome that issue is to use a set of connected brokers, which 
can also work as entry points for collaborative agents. Such brokers will be 
responsible for the routing of notifications or, in the last case, to deliver them to other 
agents. In order to do addressing, each brokers holds a table with filters, to send 
notifications matching a concrete filter to the appropriate addresses. Eventually, when 
notifications arrive to a broker who acts as an entry point for some agents, they will 
be forwarded to those whose filters are matched [2]. 
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3.2  OKA i as a Content-Driven Knowledge Broker 

OKAPi (Ontology-based Knowledge Application Interface) is an implementation of a 
multiprotocol adapter for a content based-router. The main purpose of the system is to 
facilitate the request delivery of information in WAN/LAN environment 
independently of the communication protocol (HTTP, SMS, SMTP, etc). There is no 
limitation to the interoperability of different protocols, and so, an agent may establish 
some filter using HTTP, and receive notifications by SMTP or SMS, whilst the 
publisher used a third party protocol to explicit the contents. 

The filters to select the contents of interest are established using a an ontology as a 
vocabulary and reference model, in order to provide every agent with a shared way of 
communication within the domain of a concrete complex object. 

Agents play one of two well-defined roles in OKAPi, according to the necessity or 
availability of information showed by the agent: 

Subscribers: Agents who want to gather some information referred to a particular 
complex object. They are responsible for the establishment of filters using the 
appropriate ontology corresponding to a particular object. 
Publishers: Agents that make some information explicit to the rest of the 
community by sending it to the broker that acts as its access point to the service. 
Both roles are not mutually exclusive, and in some cases an agent can act as a 

subscriber for some complex object, and as a publisher for another. 
A filter is said to be covered, when for every one of its attributes there is a 

publication which holds values that accomplishes all the properties of the filter, 
according to the logical operator ( , , , etc.) defined for each. Once a filter has been 
set, it is propagated to every broker in the knowledge mart that holds an interested 
agent, in a least-information transferring basis. This means that if a broker situated 
upstream holds a more general filter that contains the current one, it won’t be 
forwarded any further that way, since all the publication that fit the former will fit the 
current subscription. This mechanism guaranties that an agent is part of all the 
knowledge marts it is interested in, and so, that the contents produced within the 
interested domains will be forwarded from one router to another, following the 
reverse return path established by the filter, until it reaches the appropriate access 
point. This is true for every agent interested in that particular knowledge. From the 
access point, the contents of the notification are formatted according to the agent’s 
desires and sent using the addressee’ protocol (SMTP, SMS, HTTP, etc.) 

4  Dynamic Generation of Agent Communities 

In order to obtain a more effective communication mechanism, the interest of agents 
that make up the service (subscriptions and publications) are analysed using clustering 
techniques. As a result, agents that share similar interest (sharing the same mart) are 
relocated into communities located in the same access point, or close to those that at 
the moment are of their interest, reducing in this way the amount of information that 
brokers must share to complete de service. 

As mentioned earlier, an agent may take two different roles, either a subscriber or a 
publisher. In both cases it holds some degree of interaction with a concrete mart, 
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whether it is producing or is interested in receiving some content. For this duality, the 
affiliation of an agent to a mart has to take into account both circumstances. 

OKAPi provides a mechanism to overcome the agent relocation based on the 
amount of knowledge produced within a mart. The biggest the amount of knowledge 
produced among agents (number of subscriptions, publications sent or received), the 
biggest the probability that they are relocated closer to each other with respect to the 
marts they are interacting with. Such probability is measured as the number of 
messages they interchange as reflected in the servers’ logs (cognitive distance). 
According to this, if the relocation of agents to a new access point takes place 
eventually, the chance that they send or receive messages to/from the mart or marts 
they were member of will be smaller than the chance of receiving or sending within 
the current one. 

A more specific case of agent relocation could occur when not only some agents of 
the community are relocated, but the whole community is resettled. Such relocation 
could be originated by three different circumstances: 

Significant reduction of the cognitive distance among marts. The contents 
produced by some marts are very much alike, which suggests that they could be 
merged into a single one. 
A change in produced contents: The knowledge produced can change, and it seems 
clear that the previous thread is left aside due to obsolescence, or just lost interest. 
There is more than one thread of contents: It could happen that the knowledge 

follows well defined but divergent paths within the mart. If that is the case, the mart 
should be divided and the resulting knowledge groups relocated in different access 
points. 

All these issues can be addressed by means of clustering techniques, but in some 
cases there are collateral considerations thought as fundamental for the appropriate 
functioning of the knowledge mart, as could be the optimal size for marts or the cost 
of agents relocation related to the reduction in the brokers communication efforts. 

The cognitive distance of an agent to a mart is represented by the matrix shown in 
figure 2. By analysing these distances, an optimal agent’s placement could be 
deduced. An accurate clustering algorithm [10] is used to obtain the dissimilarity 
matrix, and then, the agents’ and mart’s best access points location.  
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Fig. 2. Dissimilarity matrix 

 
Figure 3 represents an example of agent relocation due to the birth of a new thread 

of knowledge within the mart. In the first stage (left side) there are two marts 
composed by four agents each one of them. Due to a change of interest, a new mart is 
developed by the knowledge production of two agents. The cognitive distance among 
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agents R and J have been reduced with respect to each other, but it did increase with 
respect to the mart, originating the creation of a new mart in a different access point. 
M and S are still part of the same community and the same happens to M and D. M is 
member of two marts, which means that it should position in an access point not 
much far from those communities. 

 

Fig. 3. Distribution of agents into communities 

5  Conclusions and Future Work 

The multiagent approach presented in this work has been studied over several CSCW 
tasks, like the instructional design of learning objects, and electronic books 
composition. In these scenarios, reduced-sized groups of helper agents have been 
found to facilitate the coordination of creational activities. 

Nevertheless, further validation is needed to assess the scalability of the 
architecture and protocol in both qualitative and quantitative scenarios, as well as to 
assess the usefulness of the proposed dynamic building of user communities. The 
application of our solution to the building of communities in a peer-to-peer [1] Agent-
Mediated Knowledge Management (AMKM) framework contributes to AMKM 
research issues, as well as to further validate our approach. 
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